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Abstract
This paper presents an efficient and accurate method for the integration of discontinuous functions
on a background mesh in three dimensions. This task is important in computational mechanics
applications where internal interfaces are present in the computational domain. The proposed method
creates boundary-conforming integration subcells for composed numerical quadrature, even in the
presence of sharp geometric features (e.g. edges or vertices). Similar to the octree procedure, the
algorithm subdivides the cut elements into eight octants. However, the octant nodes are moved
onto the interface, which allows for a robust resolution of the intersection topology in the element
while maintaining algorithmic simplicity. Numerical examples demonstrate that the method is able
to deliver highly accurate domain integrals with a minimal number of quadrature points. Further
examples show that the proposed method provides a viable alternative to standard octree-based
approaches when combined with the Finite Cell Method.
Keywords: Finite Cell Method, numerical integration, marching cubes

1 Introduction
Numerical integration is an essential element in many computational algorithms. Efficient and accurate quadrature rules are especially important for the solution of partial differential equations on
computational domains with internal interfaces, where discontinuous integrands may have to be taken
into account.
Examples include immersed boundary methods [1], partition of unity methods [2] such as, for instance, the eXtended Finite Element Method (XFEM) [3], isogeometric analysis of trimmed surfaces [4], meshless methods [5] or the Finite Cell Method [6]. These non-boundary-conforming discretisations usually employ a computational mesh with elements that are intersected by the boundaries of the physical domain. In these cut elements, the position and shape of the interface has to
be accounted for by the numerical integration. The study of quadrature formulae accounting for
discontinuities due to interfaces has been the subject of extensive research in recent years.
There are methods that leave the integration domain unchanged either by modifying the quadrature
rule [7, 8] or the integrand [9, 10] in order to regain a sufficient integration accuracy. Other approaches simplify the integration by applying the divergence theorem, which reduces the dimension
of the integral by one [11].
Further approaches apply composed integration combined with a subdivision of cut elements. Depending on the decomposition approach, the subcells may or may not conform with the geometric
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boundaries. A widely applied non-boundary-conforming subdivision method is based on a recursive
spacetree refinement [12]. The advantage of spacetree-based integration is that it works robustly
regardless of the representation of the geometric model. It is particularly popular for applications
where the geometric domain is represented by voxel data, e.g. in the context of biomechanics [13].
However, because the spacetree-based integration subcells deliver only a low order approximation
of the geometric boundaries, accurate representation of the geometric domain in the cut elements
requires many levels of spacetree refinement. This may lead to an unnecessary high number of
quadrature points, making simulations computationally expensive [14]. Although it does not reduce
the number of integration points significantly, the accuracy of spacetree-based approaches can be
improved by employing a Delaunay tesselation on the finest integration level, as explained in [15].
There has been an increasing interest towards methods that yield boundary-conforming integration
cells allowing for accurate and efficient integration at the same time. In contrast to the spacetreebased integration, subcells provided by these methods account for the more detailed information
available from the geometric model. The main challenge of boundary-conforming subdivision methods is the high number of possible intersection patterns which can appear in cut elements. For
two-dimensional applications various algorithmic approaches have been developed to deal with this
problem robustly and efficiently. For XFEM, a suitable method is described in [16]. Here, the cut
cells are subdivided into non-overlapping quadrilaterals and triangles—and subcell mappings are defined using Lagrangian shape functions, leading to a better approximation of the boundary. Also
in the context of XFEM, [17] presents a method that delivers triangles and mappings known from
Nurbs-Enhanced Finite Elements (NEFEM [18]). Similar techniques have been applied for the Finite Cell Method, where the resulting subcells use either Lagrangian polynomials [19] or blending
functions [20, 14] for the mapping. The two latter works also address the problem of resolving kinks
from the geometric model in a robust manner while maintaining accuracy and algorithmic simplicity.
While the approaches above are able to deliver an accurate and robust integration for two-dimensional
discontinuous functions, their extension to three dimensions is not straightforward. The challenge
is not only the drastically increased number of intersection cases, but also the necessity to account
for the kinks and sharp edges of the geometric model that lie inside a cut element. For implicitly defined geometries, [21] presents an algorithm to decompose the three-dimensional cut elements
into non-overlapping tetrahedra and prisms. Similarly to the 2D case, the integration subcells use
Lagrangian functions as mapping functions. Other three-dimensional approaches rely on predefined
intersection templates: In the framework of the Cartesian grid Finite Element Method (cgFEM [22]),
[23] introduces a method using the basic intersection patterns of the marching cubes algorithm [24]
as templates, employing the NEFEM concept for the mapping functions. When sharp features are
present in the cell, the method generates specific sets of tetrahedra using a Delaunay procedure.
The present paper introduces an algorithm to address the challenge of subcell generation in three
dimensions for geometries that follow the Boundary-Representation (BREP) description. The algorithm is able to decompose cut elements into boundary conforming integration cells without having
to rely on case-dependent template solutions. The technique is suitable to resolve sharp features of
the geometry robustly, delivering highly accurate integration. The algorithm is based on the wellknown octree subdivision method in that it subdivides each cut element into eight octants. However,
instead of placing the octant nodes as bisecting points in the cell, they are moved onto the geometric
boundaries. This allows for a robust resolution of the intersection case. Furthermore, curved edges
and faces are taken into account by suitable mappings of the subcells. Because of the enhanced adaptation to specific features of the geometric model, the method is called the smart octree algorithm.
The discussion in this paper is divided into three parts: Section 2 formulates the problem of integrating a discontinuous function on a background mesh. This is followed by a brief recapitulation of the
octree approach as a non-boundary-conforming subdivision approach. Having introduced the octreebased integration, the proposed smart octree method is described in detail, and its relation to the
classical marching cubes algorithm is sketched. In Section 3, the performance of the smart octree ap-
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proach is demonstrated—by numerical examples—in comparison to the conventional spacetree-based
integration. The paper is completed by a short summary and conclusions in Section 4.

2 The smart octree technique
As outlined in the introduction, the unifying idea of non-boundary-conforming discretization methods
for partial differential equations is to simplify the mesh generation process by using a computational
background mesh that does not resolve the physical geometry or internal interfaces, such as material
interfaces or cracks.
Without loss of generality, the problem will thus be considered as being composed of two domains, Ω1
and Ω2 . Their union Ω∪ is discretized into non-boundary-conforming cells (Figure 1). By following
this approach, the task of an accurate resolution of the geometry is shifted from the discretisation to
the integration level. In the scope of these general considerations, the induced integration problem

Ω1

Ω2

∪

=

Ω∪

Figure 1: The geometric domain Ω1 is extended by Ω2 , so that their union Ω∪ can be meshed easily.
can be formulated as having to integrate a real valued function
(
f (x) ∀x ∈ Ω1
F (x) =
g(x) ∀x ∈ Ω2 ,

(1)

on a simple (e.g. rectangular) domain Ω∪ :
Z
F (x)dΩ.

(2)

Ω∪

The integral can be computed by summing up the contribution of individual cells of the background
mesh:
Z
n
cell Z
X
F (x)dΩ =
(3)
F (x)dΩmi ,
Ω∪

i=0 Ωmi

where ncell is the number of cells in the background mesh and Ωmi represent the domains of individual
cells. We consider the cells as rectangles in 2D or as cubes in 3D. If f (x) 6= g(x) along ∂Ω1 , then
F (x) exhibits a discontinuity on the interface between Ω1 and Ω2 . Cells that are intersected by the
boundary are referred to as cut cells.
The numerical evaluation of the domain integrals in equation 3 demands for the use of a quadrature
scheme. The Gauss-Legendre scheme [25] is proven to be optimal for polynomial integrands, and it is
commonly used in conventional FEM approaches [26]. This approach, however, is not efficient in the
present case as the integrand is discontinuous in the cut cells, even if f (x) and g(x) are polynomials
on their individual domains. Therefore, the accurate integration in these cells demands for a more
sophisticated solution.
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Possible solution strategies that aim to tackle the problem of discontinuous integrands were outlined
in Section 1. In particular, this work follows the concept of composed integration. The key idea
behind this approach is to subdivide the integration domain along the interface ∂Ω1 into subdomains
(integration subcells) in which the function F (x) is smooth. This way, the original problem of
integrating a discontinuous function is transformed into the task of integrating smooth functions on
separate subdomains.
The simplest and most robust spatial subdivision method is based on a recursive bisection of the cut
cells. In the following, the basic ingredients of these spacetree-based approaches are recalled.

2.1 Octree-based composed integration
Depending on the dimensionality of Ω1 , the spacetree subdivision method is referred to as quadtree
(2D) or octree (3D) generation algorithm. Starting from the initial background mesh, the spacetree
method recursively subdivides each cut cell into equally sized subcells, until a predefined depth k
is reached. This way, the resulting set of integration subcells—the integration mesh—is adaptively
refined towards the interface. Consequently, this subdivision method localizes the discontinuity to
the smallest leaves of the spacetree. An example in 2D is depicted in Figure 2.

k=1

k=2

k=3

k=4

Figure 2: Spacetree subdivision in 2D.
In the three-dimensional case, the octree algorithm bisects each cut cell into eight octants. In this
procedure, 19 new internal nodes are created, which can be categorized as follows (refer to Figure 3):
• By bisecting every edge of the cell, twelve edge nodes are created.
• Similarly to the edge nodes, six face nodes are created in the center of each face.
• A mid-node is created in the center of the cell.

Figure 3: Octree generation: The edge nodes (red), face nodes (blue) and the mid-node (purple) are
connected to each other, forming eight octants.
The only information the classic octree method has to extract from the geometric model is whether
a cell is cut by the interface. This can be achieved by performing inside-outside tests on dedicated
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seed points, distributed on the domain of the cell. Because this information can be extracted virtually
from any geometric model, the octree approach can be applied to a wide set of applications, such as
voxel-based domains [13], implicit geometries [6] and BREP models [27]. Its clear advantage lies in
its robustness, because—regardless of how ∂Ω1 intersects the cell—the subcells are always created
as explained before.
However, the disadvantage of the octree method is that it is not necessarily accurate and efficient
at the same time. Because it leaves the more detailed information provided by the geometric model
unexploited, the accurate integration may demand many levels of subdivision. This can lead to an
excessive number of integration cells, making the method less efficient.
Instead of increasing the subdivision depth of the spacetree, the other approach to improve the
accuracy of the composed integration is to generate integration cells which incorporate as much
information provided by the geometric model as possible. For 2D applications, different algorithmic
approaches to generate such boundary-conforming integration subcells were presented in [14, 16, 17].
The next section presents an algorithm that aims to solve the problem in 3D, robustly generating an
integration mesh with cells that conform with the boundary.

2.2 The idea of the smart octree method
The main challenge when generating boundary-conforming integration cells is the large number of
intersection patterns that can occur. One possible approach is to define template-solutions for individual cut cases. Following this idea, a method proposed in [23] is based on patterns known from the
marching cubes (MC) algorithm [24]. Although the marching cubes approach is a well-established
method with a rich literature (see, for example the review in [28]), its basic intersection cases do
not cover sharp features (e.g. vertices or edges) of the geometric model. The consequence is that
the MC-based methods require special strategies for the resolution of these entities, for example a
Delaunay tesselation as explained in [23].
In the following, an algorithm is presented which:
• generates boundary-conforming integration cells,
• does not rely on predefined template solutions,
• resolves sharp features of the BREP model.
To break down the complexity of the problem, the algorithm follows a two-step approach. The first
step resolves the intersection topology by subdividing each cut cell into eight octants and moving
the 19 internal nodes of the octree so that they lie exactly on the interface ∂Ω1 . If the geometric
model contains parametric entities that are defined by nonlinear mapping functions, the second step
reparametrizes the trilinear subcells in such a way that they conform to the curved interface. The
following two sections serve to explain the two steps of the algorithm in detail.
2.2.1 First step: decomposition into trilinear subdomains
Standard decomposition - smooth surfaces
As discussed before, similar to the octree procedure, the first step delivers 8 subcells. Now, the
octants are arranged such that none of the octants have vertices on different sides of the domain
interface. The essential key to achieve this purpose is to realize that the position of the 19 internal
nodes is not fixed. Instead, they can be shifted along their corresponding edge, face or volume
without changing the topology of the geometric objects. This allows to separate the octants into the
two domains Ω1 and Ω2 by moving the internal nodes onto the interface as follows (refer to Figure 4):
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• If any of the 12 edges is intersected by the domain ∂Ω1 , it is identified as an active edge. On
active edges, the corresponding edge node is moved to the point of intersection. If an edge is
inactive, its edge node stays in the center.
• If any of the 6 faces is bounded by an active edge, the face is identified as an active face. On
active faces, the face node is moved onto the intersection curve between ∂Ω1 and the face. If
the face is inactive, its face node remains in its center.
• The mid-node of the cut cell is moved onto ∂Ω1 .

Figure 4: Smart octree generation. The nodes on active edges, faces and the mid-node are moved
onto the interface. For simplicity, only two resulting subcells are shown. The corners of
the red bilinear quadrilateral lie on the interface.
Computing the intersection point between the active edges and the interface is a relatively easy task,
as it only requires an evaluation of the curve-surface intersections.
Concerning active faces, the location of the corresponding face point is determined as follows. First,
the four corners of the active face are checked whether they lie in Ω1 or in Ω2 . If two opposite corners
lie on the opposite sides of the interface, the diagonal line connecting them is an active diagonal.
When the active diagonal is identified, the face node is moved to the point of intersection between
the diagonal and the interface. This curve-surface intersection problem is significantly easier to solve
than computing an explicit intersection curve between the cell face and the interface.
Similarly, the mid-node is moved onto the interface by identifying one of the active diagonals in the
cell and computing its intersection with the interface. Figure 5 depicts an example of moving a face
node and a mid-node based on the active diagonal.
: corners in Ω1
: corners in Ω2

Figure 5: Active diagonals are identified by checking whether opposite corners lie on opposite sides
of the interface. Face nodes and mid-nodes are created by intersecting the corresponding
active diagonal with the interface.
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Figure 6: Edge resolution. The face nodes are the intersection points between the edge (green color)
and the corresponding faces.

Figure 7: Sharp corner resolution. The mid-node of the cell is moved onto the sharp corner, while
the sharp edges (green color) are dealt with as shown in Figure 6.

So far, the outlined approach requires the interface inside the cell to be smooth and free of edges and
sharp corners. In the following, the algorithm is extended to also account for these situations.
First, consider the case of a sharp edge intersecting the cell. Let c(t) denote the parametric mapping that represents this edge. In order to resolve this feature, the face nodes are computed as the
intersection between c(t) and the corresponding face of the cell. These intersection points are characterized by the parameter values t1 and t2 . Knowing these two values, the mid-node is computed
as c(1 /2 · (t1 + t2 )). Figure 6 shows how sharp edges are resolved in cases where the edge enters and
exits the cell on two opposite faces.
If two or more sharp edges meet at a vertex v inside the cell, the algorithm moves the mid-node
to the location of v. The edge and face nodes are computed as outlined before. This is depicted in
Figure 7.

Topologically exceptional cuts
The outlined algorithm requires that every edge, face and cell has a single associated internal point
v. If this criterion is not fulfilled, the cut case is called topologically exceptional. Cases like this
can be detected by checking whether the curve-surface intersection results in more internal points
than expected. The topologically exceptional cases are reduced into simple cases by subdividing
the cut cells into equal octants. This refinement step is repeated recursively until the criterion
of single internal nodes per edge/face/cell is fulfilled in the octants. The resolution of a typical
topologically special case is depicted in Figure 8. The refinement step is also applied for cells where
the decomposition would result in negative Jacobian determinants for example in cases of concave
integration subcells. If a topologically exceptional case persists after a maximum number kmax of
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Figure 8: The algorithm performs an octree subdivision if the cut case cannot be resolved in one step.

octree refinement steps, the fallback strategy is to compute integrals by classical octree. In the
following, typical examples are given for situations where refinement steps or the fallback strategy
might be needed.
Because only one sharp corner can be resolved by moving the mid-node of the cell to its location
and only one sharp edge can exit the cell per cell-face, there are restrictions on the sharp geometric
entities interior to the cell. While the “one sharp corner” restriction can be resolved by a recursive
application of the refinement step, the restriction on the number of edges exiting the cell requires
further considerations. If more than two coplanar or more than three non-coplanar sharp edges meet
at the mid-node, additional angle conditions have to be fulfilled in order to guarantee that they exit
the cell, or its octree-like refined cells through different faces. The examples in Figures 9 and 10
demonstrate these situations. Furthermore, because there are only six face nodes—each of them
connected to the mid-node—there can be a maximum of six sharp edges meeting at the center node
of the cell. This cannot be resolved even by a recursive octree refinement, as the example in Figure 11
demonstrates. In these situations, the fallback strategy is applied, integrating on the classical octree
cells.
The application of the refinement step and the fallback strategy are major factors contributing to the
robustness of the algorithm, because both of them are based on the—per definition robust—octree
method. As demonstrated by the practical example in Section 3, in the majority of the cells no
refinement is necessary and only a negligible amount of cells reach the refinement level where the
fallback strategy is needed. Even if it is applied, the introduced integration error is small, as it is
generally restricted to very small parts of the domain of computation. In our practical examples, we
choose kmax between 3 and 5, as a compromise between computational effort and accuracy of the
numerical integration.
Relation to finite element mesh generation techniques
It is important to note here that the method differs significantly from conventional finite element mesh
generators, because its aim is to generate subdomains for numerical integration purposes. Therefore
it is not constrained by those criteria that other meshing algorithms have to fulfill. For the task of
numerical integration, the aspect ratio or “quality” of the generated cells plays a less important role.
Furthermore, the integration mesh allows for hanging nodes and edges, which can become tedious to
handle in FEM, and therefore are not allowed in classical finite element meshes.
2.2.2 Second step: elevating the order of linear subdomains
As described in the previous sections, the first step of the smart octree algorithm partitions the cut
cell into eight octants, whereby ∂Ω1 is approximated linearly. In this way, the complexity of the
intersection pattern is resolved. Thus, the internal domain interface is guaranteed to be smooth in
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α

Figure 9: More than two coplanar edges (green color) meeting at a BREP vertex (purple). If the
angle α between them is sufficiently high (left figure), they exit the cell through different
faces (blue nodes). If α decreases, the edges intersect the same face (middle figure). In this
case, the refinement step has to be applied until the basic smart octree case can be recovered
(right figure).

α

Figure 10: More than three non-coplanar edges (green) meeting at a BREP vertex (purple). If the
angle α between them is sufficiently high, they exit the cell through different faces (blue
nodes). If the angle is too small (middle figure), the refinement step is applied to reduce
the cut case into a basic smart octree case.

Figure 11: Example on the restriction of number of edges meeting at a BREP corner. On the left side,
six sharp edges (green) meeting at the irregular node (purple) exit the cell through different
faces (blue nodes). In the middle, a seventh edge (light blue) ends at the irregular node.
This case cannot be reduced into a basic smart octree case even by an octree refinement
(right side).
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each octant. This alone leads to an improved domain integration when combined with composed
quadrature. Further improvements are possible when the parametric entities of the geometric model
are of high order. In this case, the trilinear subcells can be reparametrized to conform with the
curved boundaries of Ω1 . This is the aim of the second step of the smart octree approach. To this
end, the linear version of the transfinite interpolation approach [29] is employed. This method—also
known as blending function interpolation [30]— defines a mapping between a reference cube and a
hexahedron bounded by curved parametric surfaces and edges.
The blending function method requires the high order information of ∂Ω1 to be locally incorporated
by the subcell faces. To this end, a local reparametrization of the surface is employed, based on
interpolating a set of sampling points, similar to the method explained in [21].
The locations of the sampling points are chosen according to the parametric collocation points computed by Babuška and Chen [31]. The sampling points are projected on ∂Ω1 and interpolated using
Lagrangian functions, as depicted in Figure 12. The faces of the resulting curved hexahedra approximate the high-order geometric boundaries with a higher accuracy.

Figure 12: The order of a linear quadrilateral (blue) is elevated to conform with the section of the high
order surface (red). Interpolation points are sampled on the quadrilateral (blue dots) and
mapped on the real surface. These points are interpolated, resulting in an approximating
quadrilateral (green).

2.3 Smart octree and marching cubes
In this section, the relation of the outlined smart octree and the marching cubes algorithm will be
discussed. The argumentation is restricted to linear BREP models, i.e. all cutting intersections of
the BREP model with a cell are assumed to be bilinear.
The marching cubes algorithm was first presented in [24] and has since been one of the most popular
and most cited algorithms in the field of scientific visualization. It generates a tesselation for the
isofield of a scalar function G(x) in 3D space, i.e. it generates a triangulated approximation of the
surface, where G(x) = α with a scalar value α.
The basic idea of the marching cubes algorithm is to divide the space into a fine mesh of cube-shaped
sudomains and resolve the intersection pattern in each cut cube individually. This divide-and-conquer
approach allows to handle the different cutting cases using intersection templates. To identify how
the surface cuts the cube, every corner vi of the cube is assigned a binary value B:
(
1 if G(x) ≥ α
B(vi ) =
(4)
0 otherwise
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Figure 13: The 15 basic intersection cases of the marching cubes algorithm.
Because a cube has 8 corners and each corner can have two states, there are 28 = 256 possible types of
intersection. By symmetry considerations, this can be reduced to 15 basic cases (Figure 13). Having
identified the cut case, the marching cubes algorithm uses a lookup table to determine which edges
of the cube are intersected by the surface. Note that these edges are conceptually the same as the
active edges of Section 2.2.1. On the active edges, the marching cubes approach creates an edge
node by linearly interpolating G(x) between its two bounding vertices. Finally, the generated edge
nodes are connected so that their sequence defines a set of triangles that approximates the interface.
The similarity between the marching cubes and the smart octree algorithm is obvious when looking
at the identification of active edges and the distribution of edge nodes. Here, it is also referred to
Figure 14, where the resolution of case 6 of Figure 13 is depicted.
In order to determine how to generate the triangulation of the cutting surface, the marching cubes
approach has to identify which of the 15 cut cases is present in the cell. In contrast, because of the
presence of the additional face nodes and the mid-node, the smart octree always connects the same
nodes without having to decide about the cut case. As it generates topological quadrilaterals on
the surface instead of triangles, the smart octree algorithm can be regarded as a modified marching
cubes method. It should be noted, however, that the algorithm does not only recover the surface
information, but it is also able to subdivide the domain itself into topological hexahedra. Moreover,
as explained in Section 2.2.1, the smart octree approach offers the possibility to resolve sharp edges
and vertices that may appear in the cell.

3 Decomposition examples
The following section serves to demonstrate how the proposed smart octree approach performs in
combination with composed numerical quadrature. The first part of the section will focus on accurately computing volumetric integrals on BREP domains. In the second part, the smart octree
approach is employed in the context of computational mechanics by combining it with the Finite
Cell Method.
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Figure 14: Both the marching cubes and smart octree algorithms generate edge nodes, but they proceed
differently to tessellate the surface.

3.1 Domain integration
3.1.1 Resolution of sharp boundary features
This first example aims at demonstrating that the trilinear subcells obtained after the first step
of the algorithm can accurately and robustly resolve edges and vertices in the structure. For this
purpose, Ω1 is considered as the two concentrically stacked cubes depicted in Figure 15. The domain
is extended by Ω2 , forming a bounding box Ω∪ . A structured background mesh is generated on the
geometry of Ω∪ , with 4 × 4 × 5 cells. Note that the bounding box was intentionally chosen such that
the classical octree refinement never catches the boundaries of the domain exactly. Let f (x) = 1 and
g(x) = 0. Substituting these definitions into equations 1 and 2 we obtain:
Z
Z
Z
F (x) = 1dΩ + 0dΩ = VΩ1 ,
(5)
Ω∪

Ω1

Ω2

where VΩ1 is the volume of Ω1 . As the geometry of Ω1 is simple, its exact volume can be computed
analytically. Octree integration meshes with levels k = 2, 3, 4 are generated on the background mesh,
as well as a smart octree mesh. Figure 15 shows these different integration meshes. Figure 16 shows
two cut cells containing an edge and a vertex, as well as their resolution. As the geometry is bounded
by planar faces, it is sufficient to compute the integral on the subcells provided by the first step of
the algorithm (Section 2.2.1).
To assess the accuracy of the different spatial subdivision approaches, Gauss-Legendre quadrature is
applied in the integration cells with stepwise increasing integration order by distributing n × n × n
integration points in each cell, with n = 1..5. The methods are compared using the following error
measure:
|Vex − Vnum |
e=
,
(6)
Vex
where Vex is the exact domain integral (for this case VΩ1 ) and Vnum is the numerically computed one,
using different integration meshes.
Because the smart octree algorithm separates the domain of the piecewise constant integrand into
subdomains where the integrand is constant, Vnum is expected to be exact when the order of the
quadrature is sufficient for accurately integrating the Jacobian determinant ||J|| of the subcells. In
this example, the subcells are defined by trilinear mappings, which is why ||J|| is at most a quadratic
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Figure 15: Example with planar faces. Left: Ω1 with background mesh, middle: octree with k = 3,
right: smart octree.
function in every parametric direction. Consequently, Vnum is expected to be exact if at least 2×2×2
quadrature points are applied in each cell. This expectation is confirmed by the error curve of the
smart octree approach depicted in Figure 17, where the curve reaches machine precision at the point
that corresponds to 2×2×2 integration points per cell. In contrast, the error for the octree approaches
is orders of magnitude larger, even for higher integration orders. This is due to the approximating
nature of the spacetree. Thus, in case Ω1 is bounded by planar surfaces, the smart octree method
can clearly outperform the conventional spacetree approaches.

Figure 16: Non-smooth boundary inside the cells. Left: single vertex, right: sharp edge.
These results show that the first step of the algorithm can robustly resolve sharp boundary features
in the domain.
The octree-like refinement step (Section 2.2.1) ensures that the topologically special cases are reduced
into simple ones. Therefore, regardless of how coarse the initial background mesh is chosen, the
method keeps on subdividing the cells into equal octants until the geometry can be resolved by the
smart octree approach. This means that the initial size of the elements in the background mesh is
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Number of quadrature points per integration cell

102

Figure 17: Convergence of the error in volume w.r.t. the number of quadrature points per integration
cell. The order of the integration is increased stepwise by distributing, n×n×n quadrature
points in every integration cell with n = 1..5.
of minor importance when computing the volume integrals. To demonstrate this, the volume of the
stacked cubes is computed using the smart octree approach on different background meshes. There
are three initial configurations considered: the bounding box of the geometry is partitioned into
n × n × n elements, with n = 1, 2, 3, 4, as shown in Figure 18. For all the investigated cases, the error
in volume reached numerical precision with 2 × 2 × 2 quadrature points per integration cell, as it was
shown in Figure 17.
3.1.2 Resolution of a curved geometry
The previous example demonstrated that the first step of the algorithm reliably resolves non-smooth
geometric features of the domain boundary. The following example will show that, in the second
step of the algorithm, also general domains bounded by curved geometries can be integrated with
high accuracy. For this purpose, the geometry is changed to two concentrically stacked cylinders,
as depicted in Figure 19. Like before, the domain is embedded into Ω∪ , and a background mesh of
3 × 3 × 4 cells is generated. In this example, the integrand functions are chosen as:

 z 2 
1
f (x) =
(x − 10) · (x + 30) · (y − 5) · (y + 20) · cos
1000
5
(7)
g(x) = 0.
The function f (x) is constructed such that it does not behave symmetrically with respect to the
features of the geometric model. Further, because it contains a trigonometric term, it cannot be
integrated exactly by Gaussian quadrature. Therefore, instead of exact integration, the error in the
volumetric integral is expected to converge towards zero when increasing the number of quadrature
points. The lower and upper cylinder has a height of 50 and 25, while their radius is equal to their
respective height. The cylinders are aligned parallel to the z axis of the coordinate system, and the
center point of the bottom circular face is located at (0, 0, 0). Integrating the expression in equation 7
on this geometric configuration yields the reference solution:
Vex = 7975541.475533795

14

(8)

Figure 18: Smart octrees generated on different background meshes. The edges of the initial mesh are
marked with thick lines
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Because some boundaries of Ω1 are curved surfaces, the order elevation as explained in Section 2.2.2
is employed. The polynomial order of the curved faces is chosen as pB = 2, 4, 8. Figure 20 depicts a
cell with a smooth cutting boundary and a cell with a topologically exceptional cut featuring sharp
edges.

Figure 19: Example with nonlinear faces. Left: Ω1 and background mesh, middle: octree with k = 3,
right: smart octree.
A comparison of the time required to generate the different integration meshes is depicted in
Figure 21. As it is demonstrated in the figure, the standard octree algorithm becomes more expensive than the smart octree method from a subdivision depth k = 3. Apart from the standard point
membership classification, the smart octree approach also needs to perform ray-surface intersections
for the identification of the active nodes. As the octree approach does not need this information
from the geometric model, it remains cheaper for low levels of octree subdivision. However, in order
to determine whether a subdivision is needed, the octree method has to evaluate the inside-outside

Figure 20: Detailed view on two cells. Left: smooth boundary inside the cell, right: topologically
special case with sharp edges
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Figure 21: Comparison of the time required for generating different integration meshes for the stacked
cylinders
state of seed points on every new level of subdivison. As a consequence, the generation of classical
octree-based integration meshes becomes significantly more expensive than the proposed algorithm
for higher levels of subdivision. Similarly to the previous study, the order of integration is increased
stepwise by distributing n × n × n quadrature points per subcell, with n = 1 . . . 9. The error in the
volume integral defined by equation 5 is plotted in Figure 22.
Concerning the octree approach, increasing the maximum depth k does not lead to a clear improvement in the accuracy. Because the octree-based integration cells on the lowest level are still cut by
the domain boundary, the quadrature points distributed on these cells are located on both sides of
the interface. When increasing the number of integration points in the subcells, the ratio of quadrature points of the cell lying in Ω1 and Ω2 changes, which leads to the oscillations of the convergence
curves of the octree approach. It is noted here that this phenomenon could be avoided if a local
triangulation is applied on the lowest subdivision level as explained in [15].
The integration error of the smart octree approach, however, can be controlled by the polynomial
order of the surface approximation, pB . As expected, depending on the order of the mapping, the
convergence curves level off at a certain value. Here, the order of the numerical integration becomes
comparable to the order of the surface approximation. Clearly, as pB increases, more and more
quadrature points are needed for reaching the minimum error level. However, the smart octree approach does not show the oscillatory behavior observed in the case of the octree approach and allows
to reach smaller errors at the same time. Its advantage over the octree method becomes even more
apparent when comparing them on the basis of the total number of quadrature points employed for
the integration. This relationship is plotted in Figure 23. Here, it can be observed that the smart
octree-based integration allows for much lower error values, with orders of magnitude less integration
points compared to the octree method.
The overall effort of computing the domain integral is strongly linked to the total number of
quadrature points, because the integrand has to be evaluated at each of them. Therefore, if their
number is reduced, the number of function evaluations decreases, which brings a reduction in the
time required to evaluate the domain integral as well. This is demonstrated in Figure 24, where the
total integration time (including the setup of the integration subcells) of the octree and smart octree
approaches are compared. Due to the significantly smaller number of integration points, the proposed
method computes the domain integral with orders of magnitude less time than the standard octree
technique.
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(a) Octree with different maximum levels of subdivision k
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(b) Smart octree with different orders of surface approximation pB

Figure 22: Convergence of the error in volume w.r.t. the number of quadrature points per integration
cell, for the cylindrical example. The order of the integration is stepwise increased by
distributing n × n × n quadrature points in every integration cell, with n = 1..9.

18

Relative error in volume integral [%]

103
101
10−1
10−3
10−5

Octree, k = 3
Smart octree, pB = 4
103

104
105
Total number of quadrature points

106

Figure 23: Comparison of the classical octree method and the smart octree approach on the basis of the
total number of quadrature points, for the cylindrical example. The order of the integration
is increased stepwise by distributing n × n × n quadrature points in every integration cell,
with n = 1..9.
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Figure 24: Comparison of the total integration time of different integration approaches for the stacked
cylinder example. The order of the integration is increased stepwise by distributing n×n×n
quadrature points in every integration cell, with n = 1..9.
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3.2 Smart octree in combination with the Finite Cell Method
The previous examples showed that the smart octree approach is well suited to approximate the
volume of complex-shaped domains. The next examples will demonstrate that the same idea can also
be applied to solve partial differential equations numerically on a non-conforming discretization. For
this purpose, the introduced smart octree technique is combined with the Finite Cell Method (FCM).
This discretisation strategy which was introduced in [6], combines the advantageous approximation
properties of high order finite elements [32] with the idea of immersed boundary methods [33]. Its
biggest advantage lies in fast convergence at almost no meshing costs. The FCM has been applied
to a wide set of computational mechanics applications, such as linear thermoelasticity [34], shell
analysis [35], large deformation analysis [36], biomechanics [13], wave propagation problems [37],
structural dynamics [27] and recently, its tetrahedral version [38] for simulation of turbulent flows [39].
An overview of the FCM can be found in [40].
The core idea of the method is to extend the physical domain of interest Ω1 beyond its boundaries
by a fictitious domain Ω2 . Their union yields a simple geometry Ω∪ that can be meshed easily with
a structured background mesh of finite elements. The constitutive relationship is scaled by a factor
α depending on the location:
(
1
∀x ∈ Ω1
α(x) =
(9)
ε  1 ∀x ∈ Ω2 .
The formulation of the FCM closely follows the formulation of standard finite elements [26]. However,
FCM applications require an evaluation of integrands that are discontinuous on Ω∪ . As an example,
for thermal conduction problems governed by the Poisson equation, the following bilinear form has
to be evaluated [34]:
Z
Z
Z
B(φ, δφ) =
∇δφ · α · κ · ∇φ · dΩ = 1 · ∇δφ · κ · ∇φ · dΩ + ε · ∇δφ · κ · ∇φ · dΩ,
(10)
Ω∪

Ω1

Ω2

approximating the standard Poisson problem on Ω1 by a perturbation controlled by ε. In the equation above φ denotes the temperature, δφ is the test function and κ is the coefficient of thermal
conductivity. Because the elements of the background mesh usually do not coincide with the geometric boundaries, Dirichlet boundary conditions are enforced in the weak sense by applying variatonal
techniques. In our examples, we employ the penalty method [40] for this purpose.
The domain integral in equation 10 is evaluated cellwise, which is why it is equivalent to the problem
formulated in equations 1-3. In the following, we employ the FCM in combination with the smart
octree decomposition on some physical examples.
3.2.1 Poisson problem on a curved domain
The first example aims at assessing the proposed combination of methods by means of an analytical
benchmark. For this purpose, an octant of a hollow sphere is considered (see Figure 25). On this
domain Ω1 , we solve the Poisson equation:
∆u − f = 0,

(11)

where u is an unknown field value. Homogeneous Neumann boundary conditions are applied on every
surface of ∂Ω1 and the source term f is chosen as:
f=

192 · r
48
216
+
−
,
125
5·r
25
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(12)

with
r=

p
x2 + y 2 + z 2 .

(13)

The analytical solution reads:
u=−

16 · r3 36 · r2 24 · r
+
−
+ 5.
125
25
5

(14)

Further, the exact value of the internal energy is:
Uex =

12π
.
7

(15)

The embedding domain Ω∪ is discretized into 3 × 3 × 3 finite cells. Both steps of the smart octree algorithm are applied on the finite cell mesh, with varying levels of geometry approximation
(pB = 2, 4, 8). The resulting mesh of 230 integration cells is depicted in Figure 26. The polynomial
order of the shape functions in the finite cells is increased from 1 to 7. The number of integration
points per subcell is chosen as (p + 1)3 and (p + 3)3 for the octree and the smart octree integration
meshes, respectively. The reason for more points distributed in the case of the smart octree is that
the quadrature has to account for the high-order mapping functions of the curved subcells, as discussed in Section 3.1.2. The accuracy of the methods is assessed by computing the relative error in
the energy norm:
s
e=

|Uex − Unum |
,
Uex

(16)

where Unum is the numerically computed value of the internal energy.
Figure 27 depicts the error in energy norm with respect to the number of degrees of freedom. Both
partitioning methods show exponential convergence, similar to p-FEM. However, all the convergence
curves level off at a certain error value. At the point of leveling-off, the integration error starts to
dominate over the discretization error, which renders a further increase of the ansatz orders pointless.
Concerning the octree approach, the integration error can be reduced by adding more levels of
refinement, as shown by the curves representing the octree with k = 2 and k = 3 refinement levels.
For the smart octree approach, the accuracy can be improved by increasing the polynomial order
of the geometry approximation. In comparison to the octree approaches, this yields a significant
reduction in the error.
The advantage of the smart octree-based integration becomes even more pronounced when considering
the relationship of the error and the total number of quadrature points. As depicted in Figure 28,
starting from an error level of ∼ 10−2 the smart octree-based integration needs about one order of
magnitude less integration points than the octree approach. This leads to a significantly reduced
computational effort for the simulation.
3.2.2 Linear elasticity problem for a connecting rod
This final example demonstrates that the method is also capable of resolving non-trivial engineering
geometries. To this end, a connecting rod from a piston engine is considered [41], as depicted
in Figure 29. The part is embedded by a fictitious domain which is discretized into 10 × 24 × 5
finite cells. The polynomial order of the shape functions is p = 5. The constitutive relationship is
assumed to be linear elastic. Constant pressure boundary condition is applied on the upper cylindrical
hole and homogeneous Dirichlet boundary conditions constrain the two lower cylindrical holes (see
Figure 29). On this configuration, an integration mesh was generated by the smart octree method,
with a maximum subdivision depth kmax = 4. The octree refinement step was applied for 15% of the
cells and the maximum refinement depth kmax of the octree subdivision was reached in 1% of the cells
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Figure 25: Geometric domain of the hollow sphere example

Figure 26: Integration cells on an octant of a hollow sphere.
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Figure 27: Error in energy norm w.r.t the number of degrees of freedom for the hollow sphere example
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Figure 28: Error in energy norm w.r.t the number of quadrature points for the hollow sphere example
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in the background mesh. In this small portion of cells the fallback strategy was applied, computing
the integral on the leaves of the standard octree. The error of volume computed on the generated
integration mesh is in the range of 0.1% when compared to the value computed by a commercial
CAD software.
The integration mesh generated by the smart octree partitioner is depicted in Figure 30. Figure 31
provides a detailed illustration of the subcells lying inside the geometric domain. Figure 32 shows
the deformed geometry as well as the von Mises stresses. When compared to a reference value of the
strain energy which was obtained by an “overkill” FCM solution, the associated error in energy norm
is in the range of 10%. This value is in the expected order of magnitude, because there is no local
refinement of the mesh defining the shape functions around singularities along the edges representing
reentrant corners.

Figure 29: Left: geometry and boundary conditions. The surfaces of Neumann and Dirichlet boundary conditions are shown in dark blue and red color, respectively. Right: finite cell mesh.

4 Conclusions
This work introduced a novel approach that aims at solving the challenge of highly accurate integration of discontinuous functions on a non-boundary-conforming background mesh. The method
works similarly to the well-known octree technique in that it recursively partitions every cut element
into eight octants. However, the nodes of the individual octants are moved in such a way that they
lie exactly on the interface. This allows for a robust resolution of different intersection cases while
maintaining high geometric and topologic accuracy, also in the presence of kinks and sharp edges in
the cut cell.
A set of examples served to demonstrate that the smart octree algorithm is able to outperform the
standard spacetree-based integration approaches, delivering accurate results with significantly less
quadrature points. For geometric models bounded by bilinear faces, the technique is able to resolve
the integral with machine accuracy. For non-linear surfaces, the level of accuracy depends on the
accuracy of the method used to appproximate the curved geometry.
As shown by further examples, the smart octree algorithm also provides a suitable alternative to
standard spacetree-based approaches when applied in the context of the Finite Cell Method.
Future research concerning smart octrees shall address an even more efficient handling of situations
with more than one edge crossing a cell face or more than one vertex inside the cell. Concerning
curved surfaces, the method of exact surface trimming (as explained in e.g. [42]) shall be implemented,
and its influence on the domain integral is to be investigated.
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Figure 30: Smart octree generated on the connecting rod.

Figure 31: Detailed view of the smart octree, only showing octants that lie inside the domain of
computation

25

Figure 32: Von Mises stress contours
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[2] J. Melenk, I. Babuška, The partition of unity finite element method: basic theory and applications, Computer Methods in Applied Mechanics and Engineering 39 (1996) 289–314.
[3] T. Belytschko, R. Gracie, G. Ventura, A review of extended/generalized finite element methods
for material modeling, Modelling and Simulation in Materials Science and Engineering 17 (2009)
043001.
[4] H.-J. Kim, Y.-D. Seo, S.-K. Youn, Isogeometric analysis for trimmed cad surfaces, Computer
Methods in Applied Mechanics and Engineering 198 (37) (2009) 2982–2995.
[5] T. Belytschko, T. Black, Y. Y. Lu, L. Gu, Element-free galerkin methods, International Journal
for Numerical Methods in Engineering 37 (1994) 229–256.
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