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Abstract

This paper presents an image-based method which aims

at generating a mesh of high order finite elements on

a tubular structure. The method assumes that the ob-

ject is immersed in a liquid with known refractive co-

efficients and the images are recorded by moving the

camera on a circular path around the object. Both the

refractive effects and the camera motion are taken into

account by a modified bundle adjustment formulation,

which allows for an accurate reconstruction even in the

presence of the optical interface. A parametric surface

is fitted onto the resulting point cloud by an iterative

surface fitting algorithm. Finally, the resulting surface

is discretized into a mesh of high order hexahedral ele-

ments.

Keywords: image-based reconstruction, mesh genera-

tion, surface fitting, refractive reconstruction

1 Introduction

The reconstruction of three-dimensional objects from

images is a widely applied approach in many engineer-

ing fields. The main goal of these techniques is to trans-

form the pixel data that are available in the images into
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a–potentially application dependent–three-dimensional

representation. Depending on the target discipline, such

representations can be simple point clouds, triangular

meshes, or CAD data formats, such as Constructive

Solid Geometry and Boundary Representation models.

Apart from these standard applications, there has been

an increasing interest towards methods that provide

three-dimensional geometric representations which are

suitable for numerical analysis by means of the Finite

Element Method (FEM) and its derivatives [1].

This paper presents a method that creates an analysis-

suitable high order finite element mesh, from a sequence

of images taken of an object immersed in a liquid with

known refractive coefficient. The presented method as-

sumes that the object is tubular–meaning that it can

be modeled as a cylinder-like shell–and the camera is

moving on a circular path around the object, similar to

a turntable-like configuration.

One application area of the method is the experimental

study of the mechanical behavior of soft human tissues

in an in vitro environment. In these experiments, it is

important to be able to mimic the conditions that are

present in the normal biological context of the inves-

tigated tissues. This usually requires the sample to be

immersed in a physiological fluid. An example with such

requirements is the study of the active biomechanical

response of human arteries. These measurements are

challenging for traditional image-based reconstruction

methods, because the assumption about light rays prop-

agating along a straight path becomes invalid. Thus, the

presence of the interface between the physiological fluid

and the camera needs to be taken into account by the

reconstruction algorithm.

The goal of generating a high order finite element mesh

is motivated by the superior approximation properties

of the high order finite element method (p-FEM) com-

pared to standard finite elements. Instead of linear shape
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functions, p-FEM employs high order polynomials to

approximate the solution of physical problems described

by partial differential equations [2]. Especially for smooth

problems, p-FEM delivers very accurate results with

drastically less degrees of freedom compared to linear

FEM. The advantages of p-FEM can be fully exploited

when it is combined with a high-order discretization of

surfaces and volumes.

The method proposed in this paper can be charac-

terized as a multi-stage approach which progressively

transforms the pixel data available in the images to-

wards an analysis-suitable finite element mesh. The main

steps of the approach are depicted in Figure 1. In the

following, a short overview of each step is given.

The method starts from an image sequence which was

recorded by moving the camera along a circular path

around a fixed axis with a constant radius. Assuming

that the intrinsic parameters of the camera are known

and a rough initial estimate is available for the cam-

era extrinsics, the first step processes the images by a

modified bundle adjustment algorithm which provides

a 3D point cloud representation of the object. The mod-

ified bundle adjustment algorithm—which is the main

contribution of this paper—differs in two key aspects

from the one used in conventional Structure from Mo-

tion (SfM) applications. Firstly, it incorporates the con-

straint on the cylindrical movement of the camera, sim-

ilar to the approach described in [3]. Secondly, it ac-

counts for the refraction effects which are present on

the interface between the camera and the object, by

utilizing the Alternating Forward Ray Tracing (AFRT)

algorithm from [4, 5].

The aim of the second step is to separate the points in

the cloud that belong to the model from those that do

not, and to provide an initial estimate on the geometry

for subsequent steps. To this end, this step considers

the assumption that the shape of the object is tubular

and thus can roughly be approximated by a cylinder.

This assumption is combined with the Random Sample

Consensus Algorithm (RANSAC), which removes out-

liers from the cloud and yields a best-fit cylinder on the

remaining points at the same time.

The third step performs surface fitting onto the points

in the cloud, using the result of the RANSAC algo-

rithm from the second step as an initial guess. To this

end, the best-fit cylinder provided by RANSAC is first

converted into a parametric representation. Then, this

parametric surface is iteratively deformed towards the

inlier points in the cloud, using the active surface algo-

rithm presented in [6].

In the fourth and final step of the procedure a mesh

of high order hexahedral finite elements is generated,

using the algorithm of [7], which is especially suited for

generating hexahedral meshes on shell-like structures.

The individual steps of the algorithm are discussed in

detail in Section 2. Section 3 demonstrates the recon-

struction pipeline through examples with artificially gen-

erated images as well as pictures acquired in laboratory

setting. Finally, the paper is summarized in Section 4.

2 Multi-step reconstruction pipeline

Consider an object of interestM, immersed in a liquid

with known optical properties. By moving a projective

camera around the object on a circular path, a set of

images {Ii} , i = 0...n is recorded (refer to Figure 2).

The aim of the reconstruction pipeline is to generate a

finite element mesh of M, starting from the pixel data

available in {Ii}. To this end, the images are processed

through a multi step pipeline, which is discussed in the

following sections in detail.

2.1 Modified bundle adjustment

Following the rules of projective geometry and first as-

suming that light rays propagate along a straight path,

the projection of a feature point Xj ofM onto the i-th

image plane is determined by [8]:

xji = K [Ri|ti]Xj , (1)

where K, Ri, ti denote the intrinsics, the rotation and

the translation components of the i-th camera, respec-

tively. Equation 1 assumes that the intrinsic parameters

of the camera remain unchanged throughout the image

acquisition, therefore K is shared across all the images.

If an initial estimate on the camera extrinsics Ri, ti and

feature points Xj is available, the standard approach

to obtain an accurate reconstruction is to solve the fol-

lowing non-linear least squares problem, also known as

bundle adjustment [9]:

min
Xj ,K,Ri,ti

∑
i

∑
j

(
x̃ji −K [Riti]Xj

)2
, (2)

where x̃ji denotes the observed position of Xj on the

i-th image. The solution of 2 minimizes the sum of the

squares of the reprojection errors on all images, for all

feature points. In the standard case, each Ri and ti
contributes 6 degrees of freedom to the problem, lead-

ing to a total of 6n design parameters associated to

the camera extrinsics. However, the constraint on the

movement of the camera allows for casting the extrin-

sic parameters into a more convenient form with less

degress of freedom, following the idea in [3].

Here, each camera is asssociated to a unique rotation
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Fig. 1: The main steps of the proposed approach. The image data are transformed through successive steps towards

an analysis-suitable finite element mesh.

n
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I0, θ0
I1, θ1

S

M

Fig. 2: Geometric setup of the reconstruction problem.

The camera moves around the object of interest M on

a prescribed circular path. The rectangular box in the

vicinity of the object represents objects that do not

belong toM and may interfere with the reconstruction.

angle θi around a common rotation axis defined by a

vector n and a translation vector d. The rotation axis

n is represented in spherical coordinates:

n = [sin(α) cos(β), sin(α) sin(β), cos(α)] ,

α ∈ [0, π] , β ∈ [0, 2π] .

This way, there are 5 degrees of freedom associated to

the circular path and a single degree of freedom as-

signed to each camera. Thus, the motion of the camera

can be completely described by a total of 5 + n un-

knowns M = {d, α, β, θ0, ..., θn}.
The second key ingredient of the bundle adjustment

formulation presented herein is a modification of Equa-

tion 1 that accounts for the distortion effects due to

the liquid-gas interface. When a light ray with the di-

rection vector r0 intersects an optical interface with an

outward facing unit normal vector n, the direction of

the refracted ray r1 is determined by the vectorial form

of the law of refraction [10]:

r1 = n01r0+

[
−n01n · r0 −

√
1− n201

[
1− (−n · r0)

2
]]

n,

(3)

XC

Xj
n0 n1

rk0

rk1

S

n Xk
S

(a) The refracted direction rk1 is computed at Xk
S .

XC

Xj

n0 n1

rk0

rk1

S

Xk
S

X
′k
S

−rk1

(b) The ray −rk1 is traced towards S, resulting in

X
′k
S .

Fig. 3: Schematic of the AFRT algorithm.

where n01 = n0/n1 is the ratio of the refractive in-

dices of the incident and transmitted media. To ac-

count for the refractive effects, the projection of a fea-

ture point Xj onto the i-th image plane is found using

the modified alternating forward ray tracing (AFRT)

procedure [4, 5]. In the following, the main concepts of

AFRT are outlined, also depicted in Figure 3.

Consider a scene with a refractive interface S and

a feature point Xj to be projected onto a camera with

the projection center XC . The AFRT procedure starts

with an initial ray which is determined by connecting
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XC and Xj :

rk0 =
Xj −XC

||Xj −XC ||
, (4)

with k = 1 in the first iteration. Evaluating Equation 3

at the intersection point between the initial ray and

the interface Xk
S = rk0 ∩S yields the direction of the re-

fracted ray rk1 . Next, a ray with direction −rk1 is traced

from Xj towards the interface S. This gives a new inter-

section point X
′k
S . If the distance ∆Xk = ||Xk

S −X
′k
S ||

is larger then a tolerance value ε, the procedure is reit-

erated with:

rk+1
0 =

Xk+1
S −XC

||Xk+1
S −XC ||

, (5)

where Xk+1
S is defined by the projection of 1

2

(
Xk
S + X

′k
S

)
onto S. The iteration terminates when ∆Xk < ε. Fi-

nally, the projection of Xkend

S onto the image plane by

Equation 1 yields xji .

We denote the projective action of the AFRT procedure

on the feature point Xj for the i-th image by:

xji = PAFRT (Xj ,K,n,d, θi, σ) , (6)

where the vector σ represents the set of parameters that

describe the geometry of the interface. If, for example,

the shape of the interface is cylindrical, σ contains its

orientation, location, radius, and the corresponding re-

fractive coefficients.

Taking into account the constraint of circular mo-

tion and the effects of the refractive imaging process,

the bundle adjustment problem can be restated in the

following form:

min
Xj ,n,d,K,θi,σ

∑
i

∑
j

(
x̃ji − PAFRT (Xj ,K,n,d, θi, σ)

)2
.

(7)

Note that here the projective relationship of Equation 1

is replaced by the AFRT procedure.

The solution of the bundle adjustment problem requires

that an initial guess is available on the parameters.

Because our proposed algorithm aims for 3D recon-

struction from images recorded in experimental envi-

ronments, we assume that the camera is calibrated prior

to the experiments, therefore K is known. Further, we

assume that estimates on the parameters of the cam-

era motion (n, θi) and the parameters of the optical

interface (σ) are available, e.g. by manual measure-

ments. This allows for estimating the initial position

of the Xj ’s by identifying corresponding feature loca-

tions across all images and intersecting the–refracted–

rays associated to them.

2.2 Outlier removal, initial estimation of the geometry

Solving the bundle adjustment problem in Equation 7

yields a set of points {Xj}. However, some points in

this set do not belong toM: the sources of these outlier

points are objects on the images which are parts of the

experimental apparatus or the environment. The out-

lier points are removed by applying the random sample

consensus (RANSAC) procedure [11] on the set {Xj},
which is especially suited for fitting mathematical mod-

els onto scattered data in the presence of outliers. Know-

ing that M is a tubular structure and thus can be ap-

proximated by a cylinder, the model to be fitted by

RANSAC is a cylinder with a parameter vector π =

{d,p0, r}, where d,p0 ∈ R3 denote the orientation and

the placement of the cylinder axis, and r represents its

radius.

The RANSAC procedure results in a reduced set of

points {XMj }, representing the inliers with respect to

the shape of interestM. Further, the parameter vector

π contains the information about the placement, orien-

tation and radius of the best-fit cylinder.

2.3 Iterative surface fitting

Having removed the outliers and after obtaining a rough

estimate on the orientation and overall radius of the

geometry, this step proceeds by fitting a parametric

surface onto {XMj }. For this purpose, the approximate

cylinder of the previous step is converted to a B-Spline

surface representation of the form:

S(u, v) =

n∑
i=1

Bi(u, v)Pi, (8)

where eachBi(u, v) represents a bivariate piecewise poly-

nomial basis function with an associated control point

Pi. Starting from the initial guess, the surface fitting

follows the procedure described in [6]. Here, only the

basic concepts of the algorithm are summarized. An

overview of the main steps in 2D is depicted in Fig-

ure 4.

The main idea of the procedure is to iteratively deform

the surface S(u, v) towards the model points {XMj },
with the help of local quadratic approximants of the

squared distance function. To this end, a set of active

surface points {sk}, k = 1...M is generated by evalu-

ating S(u, v) on a regular grid of parameter locations

{(uk, vk)}. Then, for each sk, the closest point pk is

found in the set {XMj } together with its k nearest

neighbours. This allows for estimating the local prin-

cipal curvatures κ1 and κ2 of the point set at pk, using

the method of osculating jets presented in [12].
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Using the curvature estimates, a local quadratic ap-

proximate of the squared distance function can be com-

puted at each sk, following [13]:

F kd (x1, x2, x3) =
d

d− ρ1
x21 +

d

d− ρ2
x22 + x23, (9)

where d denotes the distance between sk and pk, ρi =

1/κi, and xi’s denote the coordinates in the local prin-

cipal frame at pk.

The surface fitting problem amounts to finding a dis-

placement vector ci for each control point Pi that min-

imizes:

F =

M∑
k=1

F kd

(
n∑
i=1

Bi(uk, vk) (Pi + ci)

)
. (10)

It was shown in [6] that minimizing F amounts to solv-

ing a system of linear equations:

2Ac + b = 0, (11)

where the vector c (of size 3n×1) collects the displace-

ment vectors of the control points: c = [c1, c2, ..., cn]
T

.

The next iteration starts with an updated surface whose

control points are shifted by the values in c, and the

procedure is repeated until the root mean squared ap-

proximation error is less than a tolerance value.

2.4 Generation of a high order finite element mesh

The final step of the reconstruction pipeline produces a

high-order hexahedral finite element mesh. To this end,

the mesh generation algorithm from [7] is employed.

This procedure aims at generating volumetric meshes

on shell-like structures by enhanced sweeping methods.

In the first step of this procedure, the B-Spline sur-

face of the previous step is discretized into high order

quadrilateral elements. The mapping functions of these

elements are defined by Lagrangian polynomials com-

bined with a set of interpolation points distributed on

SM(u, v). Then, these elements are swept in the direc-

tion of the local surface normals, providing a mesh of

hexahedral elements. To determine the sweeping dis-

tance of this step, the local thickness of the geometric

model has to be specified at each interpolation point

of the surface. For simplicity, we chose in our examples

the thickness to be a constant value.

3 Examples

The following section demonstrates the reconstruction

pipeline by a numerical example. First, a set of synthet-

ical images were generated using a ray tracer software.

P0

P1

P2

sk

pk

(a) For an active point sk, the approximant of the squared
distance function is computed by finding pk and its k-
neighbourhood.

P0

P1

P2

c1

P1 + c1

(b) After solving Equation 11, the control point P1 is shifted
by the vector c1.

Fig. 4: Conceptual sketch of the active surface fitting al-

gorithm in 2D. The gray dots represent the point cloud

XMj , while the solid black curve depicts the active curve

which is iteratively deformed towards XMj .

In this setup, an objectM (depicted in Figure 5) is im-

mersed in a liquid with known optical properties. This

geometry was constructed by sweeping a circle along a

parametric generator curve defined by:

g(t) =

[
t, sin

(
2π

30
t

)
, 0

]T
, t ∈ [0, 30] . (12)

In the sweeping process, the radius of the circle is in-

creased linearly along the generator curve, such that

r(t = 0) = 1 and r(t = 30) = 3. The shape of the refrac-

tive interface is cylindrical with a radius R = 50mm and

the camera moves on a circular path around the object
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2mm

6mm

30mm

g(t)

Fig. 5: Reference geometry M used in the verification

example.

as shown in Figure 2. The center and the axis of the

camera path was deliberately chosen such that it does

not coincide with the location and the axis of the re-

fractive interface, nor the object.

For comparison, the same experiment was repeated in

a real setting. In this case the geometry was manufac-

tured using a 3D printer and it was immersed in a cylin-

drical water container. To enhance the quality of the

surface texture, the model was sprayed with black ink

using an airbrush. The resulting dot-like pattern covers

approximately 40% of the surface. A camera was moved

around the object using an automatic device (Figure 6),

allowing for accurate angular positioning and maintain-

ing a constant radius of the path of the camera. This

automatic device is part of an experimental apparatus

built for the purpose of investigating the active biome-

chanical behavior of human arteries. A detailed descrip-

tion of these experiments can be found in [14].

Prior to the experiment, the intrinsic parameters were

calibrated using the method of [15]. In both studies, 22

images were captured. The increment of the angular po-

sition of the camera between the images was 10.8◦. Ex-

amples of the synthetically generated images and those

taken in the real setting are depicted in Figure 7.

Fig. 6: Laboratory setup of the verification example.

3.1 Bundle adjustment

The solution of the bundle adjustment problem of Sec-

tion 2.1 yields a set of parameters that minimize the

sum of the squares of the reprojection errors for all fea-

ture points over all images. To measure how accurately

the bundle adjustment method is able to fit the model

parameters onto the observations, we look at the root

mean square of the reprojection errors:

eRMS =

√
1

n

∑
i

∑
j

(
x̃ji − PAFRT (Xj ,K,n,d, θi, σ)

)2
,

(13)

where n denotes the total number of residuals. Sec-

ondly, knowing the geometry ofM allows for investigat-

ing the accuracy of the optimized set of structure points

{Xi}, by computing the signed distance of each Xi with

respect to the model M, denoted by d(Xi,M). Thus,

the mean signed distance with respect to the ground

truth is given by:

eM =
1

N

∑
i

d(Xi,M). (14)

To compare the method to the standard bundle adjust-

ment, the reconstruction of the artificially generated

images was also performed without taking the refrac-

tive effects into account, and allowing the cameras to

move arbritrarily.

The point sets and histograms of the signed distance er-

rors resulting from the application of the standard and

modified bundle adjustment methods are depicted in

Figure 8. Table 1 summarizes the errors for the differ-

ent configurations. Although the standard bundle ad-

justment yields a set of parameters that minimize the

reprojection errors to a sub-pixel accuracy, the average

mean distance of the resulting structure points {Xi} is
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(a) θ = 0◦ (b) θ = 108◦ (c) θ = 227◦

Fig. 7: Synthetic and real images.

Image set Method eRMS eM

Synthetic
Standard B.A. 0.2551 px 0.8701 mm

Modified B.A. 0.3987 px 0.0059 mm

Real
Standard B.A. 0.860 px 0.4551 mm

Modified B.A. 1.179 px 0.0088 mm

Table 1: Comparison of standard bundle adjustment

and its modified version.

rather high. This is because in the standard case the re-

fractive effects are not taken into account; the standard

bundle adjustment finds a set of parameters that mini-

mizes the cost function of Equation 2, but this optimal

set of parameters does not represent the real structure

at all. In contrast, the structure points resulting from

the modified bundle adjustment approach–which takes

into account the refractive effects–are orders of mag-

nitude closer to the ground truth shape M, while the

reprojection errors are in the same order of magnitude.

This high difference in the mean signed distances can

be observed both for the synthetically generated images

and for those recorded in the real setting.

3.2 Outlier removal, surface fitting

As noticed in Figure 8, the resulting point set {Xi} con-

tains also points that belong to the experimental envi-

ronment. These outlier points are filtered out using the

RANSAC algorithm, as explained in Section 2.2. Apart

from the remaining inlier points
{
XMi

}
, RANSAC also

provides the parameters of the cylinder which is the

best fit onto these points.

Concerning the points computed by the modified bun-

dle adjustment method, the estimated diameter given

by the RANSAC algorithm is 2.47763 mm. This value

corresponds to a difference of 1% compared to the av-

erage radius of the reference geometry M. In contrast,

the points resulting from standard bundle adjustment

have an diameter radius of 3.40295 mm, which means

a difference of 40%.

As described in Section 2.3, the best-fit cylinder is used

as the initial estimate for the active surface fitting al-

gorithm of [6]. Starting from an initial 300 points, the

number of active surface points is increased in every

iteration by 100, and the iteration is repeated until

the root mean squared distance of the active surface

with respect to the point cloud falls below 0.01 mm.

The resulting surface SM(u, v) is a tensor product B-

Spline surface approximatingM. This surface is stored

as a boundary representation model (BRep) for the final
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(b) Modified bundle adjustment

Fig. 8: Point clouds and the respective histograms of signed distance errors.

step. The initial estimate and the result of the surface

fitting algorithm are depicted in Figure 9.

3.3 Mesh generation

In the final step of the reconstruction pipeline, a mesh of

curved hexahedral finite elements is created by employ-

ing the method of [7]. An example mesh with quadratic

elements is depicted in Figure 10. For this mesh, the av-

erage signed distance of the interpolation points with

respect to the reference geometry M is 0.009 mm.

To obtain a volumetric mesh of high order finite ele-

ments, the quadrilateral elements are swept in the di-

rection of the local surface normals of SM(u, v). In this

example, the thickness of the geometry was chosen to

be a constant of t = 0.5 mm throughout the whole do-

main. Examples of quadratic and quartic hexahedral

elements are depicted in Figure 11.

(a) Inlier points and best-fit cylinder

(b) Surface fitted onto the inlier points

Fig. 9: Initial estimate and fitted surface.
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Fig. 10: Surface mesh: quadratic quadrilateral elements.

Fig. 11: Volumetric mesh: quadratic and quartic hexa-

hedra.

4 Conclusions

In this paper, an image-based technique was presented

aiming at generating a mesh of high order finite ele-

ments on a tubular geometry which is immersed in a

liquid with known refractive coefficients. The method

uses photos that were recorded by moving a camera

along a circular path around the object. Further, it is

assumed that a geometric description of the refractive

interface is available. In the first step, the method uses

a modified bundle adjustment approach, which differs

from the standard technique in two key aspects. Firstly,

the movement of the cameras is restricted onto a cir-

cle, which reduces the number of parameters associated

to them. Secondly, the modified bundle adjustment for-

mulation takes into account the distortion effect of the

optical interface by simulating the refraction of the light

rays explicitly. In the second step, the method removes

outlier points from the cloud by applying the random

sample consensus algorithm. This yields a set of inlier

points and a best-fit cylinder on these points. The next

step iteratively deforms this cylindrical surface towards

the inlier points by an active surface fitting procedure,

which results in a B-Spline surface, accurately repre-

senting the geometic model. In the last step, a mesh

of high order quadrilaterals is created, which are then

swept along the local surface normals, yielding high or-

der hexahedra.

It was shown by numerical examples that the average

distance of the geometric representation provided by

each step lies within the range of 1% of the character-

istic size of the reference geometry. In particular, tak-

ing into account the refractive effects by the modified

bundle adjustment formulation allows for a drastic re-

duction of the error.
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