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Abstract 
 
Due to ever increasing advances in hardware, today’s high-performance computing 
(HPC) systems allow for an interactive treatment of even complex problems 
stemming from domains such as engineering, medicine, or geo-sciences. Such an 
approach not only bridges the gap between (often batch-oriented) HPC applications 
and real-time user interaction, it also paves the way for new types of interactive 
applications in order to obtain insight – not numbers! 
 
While such approaches – also referred to as computational steering – are subject to 
research since many years, most of them are limited either in the scope of 
application scenarios or the possibility of user interaction for large problem sizes. To 
overcome those limitations several strategies and methods for interactive high-
performance computing have been developed, analysed, and successfully explored 
in practice, where special emphasis was laid on keeping the link between cause (i. e. 
user interaction) and effect (i. e. application’s response) at all times – an essential 
key feature for users to experience the impression of real interaction – as well as on 
usability of these methods for different application scenarios. 
 
In order to leverage interactive HPC for a wider range of application scenarios, 
several questions regarding the interaction with running applications, real-time 
processing of large data sets, coupling of visual front-ends with simulation back-ends 
(i. e. concerning efficient data exchange), powerful numerical algorithms, or 
parallelisation and load balancing strategies – just to name a few – arise. Therefore, 
in this thesis we will present our approach for interactive computing along with some 
sample application scenarios to highlight what efforts are necessary, what is possible 
so far, and where are (still) limitations that hinder the successful deployment of 
interactive HPC. 
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Zusammenfassung 
 
Nicht zuletzt aufgrund des enormen Fortschritts bei der Rechnerentwicklung lassen 
sich mit heutigen Hoch- bzw. Höchstleistungsrechensystemen selbst aufwändige 
Problemstellungen etwa aus dem Bereich des Ingenieurwesens, der Medizin oder 
den Geowissenschaften interaktiv bearbeiten. Derartige Ansätze eines interaktiven 
Rechnens verwirklichen dabei nicht nur den (seit langem notwendigen) Brücken-
schlag zwischen den beiden Welten Echtzeitinteraktion und Hoch- bzw. 
Höchstleistungsrechnen, sondern sie dienen vornehmlich auch der Wegbereitung hin 
zu gänzlich neuartigen Anwendungen, die durch interaktives Rechnen profitieren und 
Nutzer damit (erstmalig) in die Lage versetzen, interaktiv sowohl bestehende als 
auch neue Problemstellungen schnell und effizient zu lösen – ganz dem nach 
R.W. HAMMING1 bekannten Motto „the purpose of computing is insight, not numbers“. 
 
Interaktives Rechnen oder Computational Steering steht bei vielen Gruppen weltweit 
im aktuellen Forschungsfokus, diesbezüglich haben sich auch ganz unterschiedliche 
Softwareprodukte und Lösungskonzepte etabliert. Allerdings mangelt es selbigen 
typischerweise an breitem Einsatzspektrum für mannigfaltige Problemstellung aus 
verschiedenen Disziplinen oder an echtzeitfähiger Interaktion speziell im Umgang mit 
sehr großen Datenmengen. Um diese Einschränkungen letztlich zu überwinden, 
wurden von unserer Gruppe neuartige Konzepte und Methoden für das interaktive 
Hoch- bzw. Höchstleistungsrechnen entwickelt, analysiert und am Beispiel 
ausgewählter Szenarien erfolgreich umgesetzt. Hauptaugenmerk war dabei, unter 
allen Umständen den kausalen Zusammenhang zwischen Ursache und Wirkung, 
d. h. zwischen Nutzerinteraktion und Systemantwort, zu wahren, da andernfalls (bei 
hohen Latenzen) kein Empfinden echter Interaktion aufkommt. Des Weiteren sollten 
die entwickelten Konzepte und Methoden möglichst generisch sein, um sie für ein 
breites Spektrum unterschiedlichster Anwendungen einsetzen zu können. 
 
Für eine effiziente und effektive Umsetzung von Interaktionssystemen, die das Hoch- 
bzw. Höchstleistungsrechnen Gewinn bringend in den täglichen Arbeitsprozess zu 
integrieren vermögen und dadurch eine moderne und wegweisende Alternative zu 
klassischen Vorgehensweisen aufzeigen, ist die Berücksichtigung unterschiedlichster 
Aspekte aus den Bereichen Informatik, Mathematik und Ingenieurwesen essentiell. 
Damit verbundene Fragestellungen adressieren bspw. die Interaktion mit 
Applikationen zur Laufzeit, die Verarbeitung großer Datenmengen in Echtzeit, die 
Kopplung (u. a. im Hinblick auf Bandbreite und Latenz der zu Grunde liegenden 
Vernetzung) von Interaktionsumgebungen und Rechensystemen, den Einsatz und 
die Entwicklung effizienter (numerischer) Algorithmen und Datenstrukturen sowie 
skalierbarer Parallelisierungsstrategien und Lastbalanzierungsverfahren. Im Rahmen 
dieser Arbeit werden diesbezüglich neue Konzepte für das interaktive Rechnen 
vorgestellt und anhand ausgesuchter Beispiele deren Mehrwert für typische sowie 
nunmehr mögliche Simulationsaufgaben diskutiert. Außerdem soll in dieser Arbeit 
aufgezeigt werden, welcher Realisierungsaufwand für derartige Systeme notwendig 
ist, wo die Grenzen des interaktiven Rechnens liegen und welche Hürden noch zu 
nehmen sind, um interaktives Hoch- bzw. Höchstleistungsrechnen im Spannungsfeld 
interdisziplinären Arbeitens auf breiter Ebene zu etablieren. 

                                                 
1 US-amerikanischer Mathematiker (* 11.2.1915, † 7.1.1998) 

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
 xi

 
 
 
 
 
 
 
 
 C O N T E N T S 
 
 
 
 
1 Introduction 1 
 
 Steering Concept .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 2 
 
 Interactive Data Exploration .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 6 
 
 Data Structures .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 11 
 
 Multi-Scale Simulations .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 16 
 
 
2 Interactive Computing 21 
 
 A High-Performance Interactive Computing Framework for 
 Engineering Applications .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 23 
 
 Interactive Computing – Virtual Planning of Hip Joint Surgeries with 
 Real-Time Structure Simulations .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 47 
 
 
3 Data Management and Exploration 55 
 
 Spatial Enrichment by Applying Hierarchy to Built Infrastructure .  .  . 56 
 
 
4 CFD Application 73 
 
 Adaptive Data Structure Management for Grid Based Simulations in 
 Engineering Applications .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 74 
 
 Resolving Neighbourhood Relations in a Parallel Fluid Dynamics 
 Solver .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 82 
 
 Parallel Multi-Grid like Solver for the Pressure Poisson Equation in 
 Fluid Flow Applications .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . 90 
 

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
 xii 

5 Multi-Scale Data Exploration 99 
 
 Towards Interactive HPC: Sliding Window Data Transfer .  .  .  .  .  . 100 
 
 
6 Conclusion 117 
 
 
Bibliography 119 

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t

 1

 
 
 
 
 
 
 
 
 I N T R O D U C T I O N 
 
 
 
 
“[Computational] Steering enhances productivity by greatly reducing the time 
between changes to model parameters and the viewing of the results [1].” 
 
 
Computational steering – synonymously used with the term interactive computing 
throughout this thesis – has been stated in 1987 by report of the U.S. National 
Science Foundation as valuable scientific discovery [2] and was introduced in the mid 
90s as beneficial alternative to classical simulation procedures usually consisting of 
three separate phases: pre-processing (problem setup, e. g.), computation (solving a 
physical problem, e. g.), and post-processing (visualisation, e. g.). The idea was to 
integrate all three phases in one tool, allowing users to intervene with an application 
during runtime and explore any effect caused by their changes [3]. While in the very 
beginning steps one and two (pre-processing and computation) were executed more 
or less in an offline phase due to insufficient computational performance, only the 
visual post-processing was accessible for online user interaction. With nowadays’ 
hardware and supercomputers this apparently has changed, but still interactive high-
performance computing (HPC) is a challenging endeavour. However, it is obvious 
that such interactive computing tools open the door to a plenitude of (new) 
possibilities for science and engineering applications from various domains, making 
the user to become a part of the system or the iteration loop (see Fig. 1), offering him 
or her a new way to explore application results and enabling decision makers to 
decide quickly where late results would be useless. 
 
 

 
 

Fig. 1: A user as ‘part’ of the iteration loop – here from CAD to fluid flow simulations 
 
 
Just consider an interactive fluid flow simulation – for instance in aerospace 
engineering users can easily explore lift and drag forces of an airfoil while 
interactively changing its shape, in automotive industry engineers can ‘play’ with the 

1
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design of a car while instantly observing any influence on the air drag coefficient and, 
thus, also on fuel consumption, and in HVAC1 applications users are able to 
interactively probe for optimal thermal comfort in rooms and buildings while moving 
around outlets of the air conditioning. These examples already show the potential of 
computational steering which according to [3] follows three main purposes: model 
exploration (i. e. exploring parameter spaces and model behaviour), algorithm 
experimentation (i. e. to experiment with different algorithms during runtime), and 
performance optimisation (i. e. improvement of application performance). 
 
In order to build a computational steering system, typically a visual front-end for the 
display of application results and user interaction is coupled to a computational back-
end (compute cluster or supercomputer) running the corresponding application code. 
Key feature of such a system is to keep a strict relation between cause and effect at 
all times, i. e. any user intervention must be answered by the application in real-time 
(update rates of at least 1—10 Hz are desirable) as otherwise users might miss the 
perception of ‘real’ interaction since the cause-effect relationship becomes not 
evident [4]. One might not consider it as problem to reach those update rates, but 
costly transient simulations – not necessarily with billions or trillions of unknowns – 
easily exceed any available computational performance and, thus, elude themselves 
from an interactive treatment. In this case, only due to complexity reduction 
computational steering becomes feasible – typical approaches are model order 
reduction where a computational model is replaced by a much lower order one with 
reasonably high accuracy [5, 6] or the offline pre-computation of different setups 
followed by an online exploration via interpolation between available samples [7, 8]. 
Hence, an approach where one model serves both a qualitative analysis (with 
reduced accuracy) for fast and interactive processing and a quantitative analysis 
(eventually executed offline) for high accuracy details would be favourable. This is 
our vision for the next generation of computational steering environments that also 
efficiently utilise high-performance computing and, thus, not only bridge the gap 
towards interactive HPC but also are generic enough for being deployed to a wide 
range of application scenarios within the computational science and engineering 
domain. 
 
 
Steering Concept 
 
Nowadays, various groups worldwide do research on interaction and contribute to 
computational steering. Many libraries, frameworks, and environments have been 
established that enable an interactive treatment of simulation tasks. While all these 
software packages follow different approaches concerning user interaction and 
update of variables, they usually come up with both strong and weak aspects making 
them more or less suitable for interactive HPC. Furthermore, to the best of our 
knowledge none of those software packages facilitates a qualitative and quantitative 
analysis of the underlying problem on the same model (and code). In the following, 
we will present some current steering approaches – a list far from being complete –
together with their functionality and, thus, both motivate and highlight the urgent need 

                                                 
1 Heating, Ventilation, and Air Conditioning (HVAC) 
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for developing a new steering methodology that is capable of incorporating and 
utilising HPC resources. 
 
Probably the most prominent representative is SCIRun [4, 9] developed at the 
Scientific Computing and Imaging Institute (SCI) at University of Utah – SCIRun 
constitutes a problem solving environment with real-time feedback. The design of 
SCIRun follows a dataflow approach which triggers the re-execution of modules in 
case changes have been applied. Therefore, any user can visually design its 
application by choosing modules for certain purposes (I/O, computation, visualisation 
etc.) and connecting them, i. e. defining the dataflow, by linking respective output and 
input ports. During application runtime users have then the possibility to change 
certain variables stored to the modules which triggers the re-execution of all 
dependent parts and, thus, enables computational steering. While the design of 
pretty any application is quick and simple in SCIRun, the steering characteristics are 
of limited capabilities as especially for complex (large-scale) applications real-time 
feedback is often not feasible. 
 
Another prominent steering infrastructure is RealityGrid [10] that is based on a 
different but frequently used concept. Here, the application is extended with so called 
check- and break-points at which during runtime the execution is halted in order to 
update and/or obtain certain parameter values as well as to restart the computation. 
The application itself consists of three units – a client, simulation, and visualisation 
part – that communicate via calls to a steering library. Hence, any user interaction is 
‘visible’ to the system only in discrete time steps, namely when execution halts at 
fixed points and checks for updates are issued. This has tremendous influence on 
the steering characteristics as too frequent usage of check- and break-points slows 
down the application (successively forcing a restart while no results have been 
computed yet) and too less cut the link between cause and effect as the application 
reacts too late on user events. 
 
Further approaches are CSE and CUMULVS. The former – CSE [11, 12] – is a 
steering environment that is built from one data manager and several so-called 
satellites. Those satellites are able to create, read, and write variables as well as to 
subscribe to events representing state changes in the data manager. A satellite 
consist of an operator and its parameters that are bound to variables stored in the 
data manager, hence each triggering of a satellite will result in a re-evaluation of the 
corresponding operator followed by an update of the data manager. This allows for a 
flexible cooperation between satellites and the design of sophisticated steering 
concepts, anyhow the satellite development itself is very tedious [11] and, thus, 
entails a lot of code changes in order to make an application steerable. CUMULVS is 
a steering library that provides functionality to extract data from a running application 
[13]. Therefore, users have to declare which variables are steerable as well as 
check-points to restart the application with the new settings. Beside the right choice 
of check-points (same problem as in case of RealityGrid) the application scope is 
again very limited. 
 
This list could easily be continued (for instance Magellan [14], Cactus [15], Steereo 
[16], OViD [17], DISCOVER [18]) but we would like to make a short summary 
instead. All approaches presented above have been established as competitive 

(https://mediatum.ub.tum.de/?id=1243432)
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computational steering packages that focus either on high-level interaction for certain 
application scenarios or on generic steering concepts to be applicable for a wide 
range of different problems. Even some of those packages address parallel and/or 
distributed high-performance computing, all of them meet at least one of the following 
aspects we consider essential to be avoided when designing an advanced 
computational steering concept: They are not generic enough to serve for many 
different applications, they entail (heavy) code changes, they provide only a limited 
portfolio of steering possibilities, they do not keep a strict link between cause and 
effect at all times, and they do not provide both a fast qualitative and a precise 
quantitative access to the underlying problem based on the same model. Hence, we 
developed a new steering methodology that considers all above aspects but also 
leverages interactive high-performance computing as alternative to classical, i. e. 
batch-oriented HPC applications. 
 
The main idea of our approach is to separate – insofar as applicable – all steering 
functionality from the application code in order to provide a minimal invasive steering 
concept. This is realised by periodic checks for updates that are triggered outside of 
the application. Therefore, we use hardware interrupts (or rather their software 
equivalents, namely signals) to halt the execution of a running application 
independent of any fix check- and break-points. The interval between two 
subsequent interrupts, i. e. the frequency of checks, can be freely adjusted by the 
user; typical values that have proven to be advantageous are 1–5 ms. Once a signal 
is raised by the operating system, the running code is dispatched and the interrupt 
handler loaded. The interrupt handler contains all steering logic which by this means 
is hidden from the rest of the code and, thus, only minimal code changes become 
necessary. First of all, a query for user interaction (via MPI calls to the front-end) is 
performed. If nothing happened, the regular execution of the application will continue. 
In all other cases, updates have to be applied and the computation has to be 
restarted. 
 
The update of program or state variables lies entirely in the responsibility of the user, 
i. e. the user must know how to change the values of those variables (either direct or 
via a function) in order to be applied correctly inside the interrupt handler. The critical 
part is the restart of the computation as it was interrupted from the outside and not 
intrinsically by reaching a check- or break-point – once the interrupt finishes the 
computation would just continue at the previous point without knowing anything about 
the changes. Hence, it must be manipulated in a way thus it starts anew with the 
updated values, discarding all temporary results computed so far. Assuming a 3D 
domain, the computation would typically iterate (within three nested loops) over all 
cells of that domain, updating any physical quantity stored within each single cell. In 
order to stop that iteration, one could manipulate either the loop counters (setting 
them to infinity) or the loop delimiters (setting them to −1). The latter approach has 
proven to be more efficient and stable especially in case of parallel codes. When all 
changes have been applied, the interrupt handler finishes and control is given back 
to the application. Due to the manipulated loop delimiters the current iteration 
immediately comes to an end, hence the computation restarts with the updated 
values leading to new results that – as soon as available – can be visualised on the 
front-end. 
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Still, long computations inevitably induce a break between cause and effect as first 
results are only available after one entire update step has been computed. In order to 
tackle this problem of long delays, we have developed a hierarchical approach that 
picks up the idea of qualitative vs. quantitative simulation runs for different 
frequencies of user interaction. As known from hierarchical data structures such as 
quad- and octrees any desired resolution can be easily computed by further 
subdividing cells that represent the surface of the underlying (typically CAD or B-
REP) geometry to be discretised [19]. Depending on the tree depth D a full octree 
would consist of a resolution of 2D×2D×2D voxels in total. While lower levels of this 
hierarchical structure (i. e. smaller values of D) describe only a coarse representation 
(missing slight details) of the model, higher levels are able to depict fine 
representations including more and more information. Hence, such structures 
facilitate both a qualitative and quantitative analysis on the same model by simply 
choosing a different depth for the representation also known as level-of-detail. Based 
on this promising property an efficient hierarchical steering concept can be 
developed that automatically switches between different resolutions depending on 
the user’s interaction frequency only. 
 
To put this concept into practice, the application to be steered initially starts on a 
coarse representation, i. e. on a coarse grid resolution of the computational domain 
where one entire update step can be computed in real-time. As long as the user 
‘heavily’ interacts with the application, the steering logic stays on this grid 
representation in order to provide fast answers. In case the user halts interaction (for 
instance for a period of 0.5 s) the logic recognises this and switches to the next finer 
grid resolution – typically twice as large in every dimension. On this resolution it 
obviously takes longer to compute an update step (maybe still close to real-time), but 
the results are more accurate and might already reveal fine details that were not 
visible before. Hence, the user has the choice to interactively explore different setups 
on a qualitative level and to obtain more and more precise results on a quantitative 
level once stopping interaction. As soon as the user continues to intervene with the 
application, the logic switches back to the coarse representation for quick responses. 
By now having a hierarchy of different grid resolutions, for instance C(oarse), 
M(edium), and F(ine), the steering logic subsequently transfers downward to the next 
level, i. e. C → M → F, in case of longer user inactivity. Anyhow, on the way upward 
all intermediate levels must be omitted for an instant feedback, i. e. M → C and 
F → C, as otherwise the relation between cause and effect would be broken. 
 
What works perfect with computational grids also works for other approaches. For 
instance, in high-order finite elements the discretisation of the domain (using 
tetrahedral of hexahedral elements in 3D, e. g.) is unchanged as higher accuracy is 
gained solely via increasing the polynomial degree p of the shape functions. Here, 
small polynomial degrees (p ≤ 4) yield high update rates with less accuracy while 
higher polynomial degrees (p > 4) entail more computation time but also more details 
– again, our prerequisite of a qualitative and quantitative analysis based on the same 
model is fulfilled (when using hierarchical shape functions as low-order functions are 
a subset of high-order ones [20]). The difference to above grid-based approach is 
that transitions between levels now affect polynomial degrees only. When the user 
halts interaction, the steering logic subsequently performs transitions p = 1 → p = 2 
→ p = 4 → p = 8 → … while on the way back from all levels a direct transition to p = 1 
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is performed. Both approaches of a hierarchical steering concept (i. e. grid resolution 
and polynomial degree) have been successfully tested for different applications 
including a valuable extension of SCIRun by our concept to overcome some of 
SCIRun’s limitations [21]. A sample application from the field of computational 
orthopaedics is presented in Chapter 2. 
 
In order to achieve faster update rates, running parallel code on some cluster or 
supercomputer becomes indispensable, making HPC an integral part of 
computational steering systems. The problem is that most HPC centres are using a 
commissioning policy that assigns computing resources in batch mode only. Here, an 
interactive access of resources would be favourable, sometimes provided by HPC 
centres for smaller cluster systems. This enables steering up to some medium 
resolution, before on finer levels one update exceeds a certain threshold (for instance 
few minutes) and the steering system would launch a batch job instead for an offline 
analysis. Another idea, exploring supercomputing’s new role for the emerging field of 
high-fidelity simulations, is called urgent computing [22], that is on-demand 
computations for time-critical urgent problems. To run event- or data-driven HPC 
applications on demand implies to dispatch any running job on a supercomputer and 
provide all required computational performance (in an interactive mode) to one 
dedicated user for a short period of time [23]. Once the urgent computation has been 
finished all previously interrupted jobs are allowed to continue. Urgent computing 
would further strengthen the tie between interaction and supercomputing and, thus, 
foster the role of interactive HPC as new paradigm in computational science and 
engineering applications to gain insight. 
 
 
Interactive Data Exploration 
 
Another aspect of computational steering concerns interactive data exploration. Here, 
the focus is not put on controlling a particular application but on steering data 
extraction and aggregation of – typically – large data sets consisting of various data 
types representing different physical quantities (measured and computed ones), 
living on different scales (from millimetres to kilometres), in different dimensions 
(usually three spatial plus temporal one), and in different periods (from microseconds 
to hours and years). Steering should now enable users to freely navigate through 
these data to capture and explore certain characteristics and/or select certain data 
for further processing. The challenge herein lies in the real-time handling of those 
large data sets as necessary for interactive computing. 
 
When speaking of data exploration, one has to speak of visualisation, too. Only due 
to interactive visualisation techniques users ever get the chance to comprehend such 
huge amounts of data by an exploratory analysis. In [24], the authors distinguish 
between scientific visualisation and information visualisation, the former one as 
essential counterpart to scientific computing and the latter one defined as “the use of 
computer-supported, interactive, visual representations of abstract data to amplify 
cognition [25]” mostly dealing with data of non-geometric nature. For our purpose, we 
consider both visualisation techniques as required whenever computed, measured, 
or scanned spatial data (of the physical world or representing physical phenomena) 
with a possible temporal component and auxiliary information (such as context) 
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should be rendered on Cave Automatic Virtual Environments [26] (CAVE) or high 
resolution tiled walls (made up of many separate LCD panels), allowing for both an 
immersive and in case of small groups of people also an collaboratively exploration 
of high resolution data. 
 
One prominent example of interactive data exploration is Google Earth [27] that 
provides a visual synthesis of spatial data at multiple scales. Here, satellite and aerial 
photography is mapped to a digital elevation model, overlaid by GIS (terrain, soil2, or 
sub-surface information2, e. g.) and CAD (simplified models of buildings and built 
infrastructure, e. g.) data where available. Users then can zoom, pan, and tilt on a 
‘virtual globe’ for visual exploration, however they will likely also experience minor 
deficiencies such as the existence of strange anomalies like drooping roads and 
bridges [28], an effect caused due to blending disparate data in Google’s patented 
Universal Texture [29] algorithm. Anyhow, a lot of research concerning interactive 
data exploration of huge data sets especially with respect to geoscientific and 
environmental applications is currently performed. Contemporary works address, for 
instance, the exploration of high resolution climate data collected over a span of 
several decades [30] or the mashup, i. e. the integration of large spatio-temporal data 
sets from different sources to leverage interactive visual exploration in geosciences 
[31]. 
 
Within a report [32] for the U.S. National Science Foundation and the U.S. National 
Institutes of Health, recently issued in order to evaluate the progress of visualisation 
and to focus and direct future research projects, it was concluded that “visualization 
is indispensable to the solution of complex problems in every sector…” and further 
“…developing new interaction approaches, and exploiting the possibilities of novel 
display hardware will be particularly important areas of emphasis”. This gives rise to 
the design and setup of extreme multi-display environments such as the WILD room 
[33], consisting of 32 monitors with a total resolution of 131 million pixels. Obviously, 
to operate that hardware requires efficient visualisation concepts, high-performance 
distributed rendering, and sophisticated devices for human-computer interaction such 
as mobile devices which have turned out to significantly improve performance and 
user experience [34]. 
 
It was our demand to go even further and design a mashup for GIS and Building 
Information Modelling [35] (BIM) data that – in contrast to Google Earth – 
incorporates both high resolution terrain and high resolution building information. BIM 
describes "a digital representation of physical and functional characteristics of a 
facility [36]" including spatial, i. e. geometric information as well as auxiliary 
information such as material parameters, dimensioning, HVAC, furniture, and many 
more. By designing such a system it should become feasible to store an entire city or 
even country with all its buildings and built infrastructure suited for an interactive 
exploratory analysis. In addition, this system should also support the coupling of 
simulation tasks on different scales such as flooding of urban regions or indoor 
thermal comfort. 
 

                                                 
2 currently not supported by Google Earth 
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Our approach is based on two layers of abstraction – a coarse (global) and fine 
(local) one. While the global layer represents the entire scene (i. e. terrain with 
simplified geometries) the local one contains all available information of an individual 
building (in case of BIM this might include geometric objects down to a single screw 
or bolt). As long as the user navigates on the global scale, i. e. stays outside of 
buildings or at least away up to a certain distance, any visibility and proximity 
decision is solely based on this abstraction layer. Only if he or she enters a building, 
i. e. stays inside certain geometry or at least comes very close, the abstraction layer 
changes to a local one with all its high resolution details. This approach facilitates 
reducing complexity as on a global scale local detail information is almost not present 
and, thus, must not be processed and secondly integrating data access from different 
sources – just following the idea of a mashup – whenever reading or writing local BIM 
information. 
 
On the global scale, high resolution aerial photography is mapped to a digital 
elevation model – our domain – overlaid by simplified buildings, i. e. their pre-
computed and coarsened visible outer hull without any interior information. Instead of 
keeping the buildings (neither the simplified nor the high resolution ones) in memory 
all the time, only the link to an (external) database is permanently stored. By virtue of 
a pre-computed octree, covering the entire domain where each voxel contains one 
single building at most, both visibility and proximity decisions are simply to be 
answered. Hence, any geometry that lies outside the user’s viewing frustum is not 
visible and, thus, can be discarded from memory and further processing. Any 
geometry inside the frustum must be loaded (if not done yet) from the database. 
Here, depending on the distance of the building to the user’s current position in the 
domain either the simplified or the high resolution representation is chosen. One 
could think of more than two representations that alternate the closer the user comes 
to a particular building, but from our experience the current approach works very well 
without observable glitches disturbing the visual impression. 
 
As users can freely walk or fly through the scene, their position permanently 
changes. In order to prevent oscillating effects (i. e. frequent loading/discarding of the 
same objects) due to slight movements back and forth and also to reduce latency by 
pre-fetching objects that might enter the viewing frustum soon, proximity 
considerations have to be made. Again, our pre-computed coarse scale octree is 
advantageous here to efficiently decide which objects of the scene are within certain 
proximity of the visible region. Beyond that, even spatial queries such as ‘is there a 
building containing a room of certain square footage and air conditioning within a 
radius of X kilometres’ become possible as we can easily determine all buildings and 
moreover we have the corresponding auxiliary information stored in BIM. This shows 
an additional benefit of our approach and makes it more valuable for interactive data 
exploration. 
 
Whenever a user enters a building, the system switches to the second abstraction 
layer (i. e. local scale) now providing all high resolution details – yet another 
occurrence of our previously stated aspect of qualitative and quantitative analysis. In 
contrast to the global scale nothing is pre-computed here, hence all visibility and 
proximity decisions are based on an octree that is successively generated on-
demand while navigating through the building. As all computations – both on the 

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
 9

global and local scale – are expensive and must happen in real-time to achieve 
necessary update rates (here expressed as frames per second or fps), parallelisation 
is inevitable. Therefore, we follow an MPI-based distributed approach where one 
dedicated process – the master – keeps track of the entire scene (on the global 
scale) and orchestrates all other processes responsible for the local ones (see 
Fig. 2). All local scale data (i. e. BIM models) are equally distributed to different slave 
processes that are triggered by the master in case parts of their information is 
needed. The slaves then forward their data to so-called Visualiser processes that 
finally perform visibility decisions and a parallel rendering. 
 
The parallel rendering becomes important especially when addressing multi-display 
environments as each monitor only displays an image section of the entire picture. 
For deploying parallel rendering in our distributed approach we have utilised the 
open-source middleware software Equalizer [37] that enables OpenGL programs to 
make use of such environments. One of our test systems was the NexCAVE [38] 
installed at King Abdullah University of Science and Technology (KAUST) in Saudi 
Arabia. The NexCAVE is an installation of 7 by 3 micropolarised panels and, thus, 
comes without expensive projection systems as traditional CAVEs usually require. It 
has a total resolution of 15,000 × 1,500 pixels (driven by 11 GPUs) and allows for 
three dimensional visualisations via using polarised stereoscopic glasses. Hence, it is 
an ideal hardware for running exploration benchmarks on huge multi-scale data sets 
as in our case of GIS and BIM (see Fig. 3). First experiments were very promising 
and we could achieve around 50 fps on average which enables smooth and fluid 
interactive visual data exploration. 
 
 

 
 

Fig. 2: Setup for distributed real-time processing of huge data sets containing GIS and BIM data 
– picture taken from [39] 

 
 
As depicted in Fig. 2 there is also a class of processes called Simulator. Those 
processes belong to a (parallel) application coupled to our exploration system for the 
simulation of certain physical phenomena. The interface between both codes is 
specified by geometry (CAD or voxel data), i. e. users can interactively select a 
subset or region of the entire scene which is then forwarded to the Simulators. 
Boundary conditions are set according to the auxiliary information stored in GIS/BIM 
or are specified by the user during runtime, thus the simulation processes have all 

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
  INTRODUCTION 10 

necessary information to initiate an online or offline computation. In case of an online 
computation, application results (temperature distribution, flow profiles etc.) can be 
immediately fed back into the visual exploration by augmenting the scene with 
simulated data – another benefit of our approach as any (numerical) application that 
builds on CAD or voxel data gainfully extends our exploration system by adding a 
new dimension of features to the GIS and BIM level. 
 
One example of successfully coupling exploration and simulation concerns flooding 
scenarios of urban regions as due to heavy rainfall. Having multi-scale data of 
buildings and built infrastructure at hand, the idea is exploiting that information to 
illustrate possible impacts on different scales that for instance could support disaster 
management. While on the global scale all parts of a landscape can be identified that 
are affected by flooding (see Fig. 1), already on a medium scale effects such as 
submerged buildings become visible, and – finally – on the local scale even damages 
to individual parts of a building (soaking of walls, e. g.) could be determined due to 
the full information (material parameters etc.) provided by BIM. We have conducted 
numerical experiments on such multi-scale CFD simulations [39] that were not only 
promising but also head in the right direction as according to [40] necessary 
requirements for effective disaster management still "pose significant challenges for 
data management, discovery, translation, integration, visualization and communi-
cation based on the semantics of the heterogeneous (geo-)information sources". 
Another coupling example carried out by our group refers to indoor thermal comfort 
assessment and is presented in chapter 3. 
 
 

 
 

Fig. 3: Interactive visual data exploration of GIS and BIM data on NexCAVE installed at KAUST 
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Data Structures 
 
So far we have seen that hierarchical approaches are predominant compared to 
others and, thus, are frequently deployed throughout computer science3. But any 
excellent algorithm, computation strategy, or programming concept fails if there is 
missing the right support from efficient data structures. In particular hierarchical data 
structures have proven to exhibit remarkable properties “because of their ability to 
focus on the interesting subsets of the data” and this ability “results in an efficient 
representation and improved execution times [41]”. They are the basis for many 
numerical applications as they allow for the design of efficient computational grids 
that facilitate adaptivity and parallelisation. Both – adaptivity and parallelisation – are 
a major issue for numerical codes to tackle grand challenges such as (interactive) 
multi-scale simulations. 
 
Computational grids have to fulfil certain aspects such as accuracy (i. e. to be dense 
enough to represent essential physical phenomena), boundary approximation (i. e. 
the ability to represent domain boundaries sufficiently), computational efficiency (i. e. 
to support scalability and HPC without introducing additional overhead), and 
numerical adequacy (i. e. to avoid features with negative impact on numerical 
efficiency, for instance angles or distortion of elements). Hence, they exist in many 
flavours that can be distinguished in structured (overlapping or non-overlapping, 
composite or block-structured, e. g.) and unstructured (triangles or tetrahedra, e. g.) 
ones – see for instance [43] for more details. There are also hybrid approaches, for 
example the so-called Hierarchical Hybrid Grids [44] (HHG) which are based on 
unstructured tetrahedral finite elements that are regularly refined, showing excellent 
scalability performance and enabling parallel computations with more than one trillion 
unknowns [45]. 
 
Hence, one might ask ‘why to reinvent the wheel’, but – again – one idea of our 
approach is to separate steering functionality (realised within our data structure, see 
next subsection on interactive multi-scale simulation) from application code in order 
to provide a minimal invasive steering concept and further to support massively 
parallel processing from the very beginning. Therefore, we use a hierarchical data 
structure based on nested non-overlapping orthogonal grids for both 2D/3D that 
allows hiding the entire logic, i. e. grid management from the application. This 
structure stores (physically) decoupled equidistant Cartesian grids at different levels 
of a tree hierarchy where each grid knows two types of cells, namely data and 
pseudo ones. Pseudo cells represent a link to another grid that constitutes such a 
particular cell on the next level, thus offering the possibility of local refinements and 
to adapt even to complex domains or geometries while preserving all good properties 
of block-structured grids. Another characteristic of this structure is the presence of a 
halo (ghost layer) around each single grid in order to simplify communication when 
grids are distributed to different processors for a parallel computation. 
 

                                                 
3 Hierarchy often comes along with recursion or is defined by divide and conquer strategies [42], an 
important paradigm in computer science – a famous example is the merge sort algorithm that was 
invented by John von NEUMANN in 1945 
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A vital aspect refers to the data flow between the different grid levels which is part of 
the grid management and must not be implemented by the application. One full data 
interchange between all grid levels consists of three phases: bottom-up, horizontal, 
and top-down communication. During the bottom-up phase (see Fig. 4, left-hand 
side) each child grid averages over all its cells and sends this one mean value to the 
parent grid which stores it in the corresponding pseudo cell, i. e. the cell which links 
to the proper child grid. As data here always flows from child grids on a lower level to 
parent ones on a higher level the entire communication must happen sequentially, 
i. e. level by level starting on the lowest one. During the horizontal phase (see Fig. 4, 
centre) adjacent grids on the same level exchange their ghost layers which can 
happen on all levels in parallel. Finally, during the top-down phase (see Fig. 4, right-
hand side) all halos become updated (by copying the corresponding values from the 
parent grid) that have not been updated yet during the horizontal stage. This again 
must happen sequentially level by level starting from the top most one. Depending on 
the place grids are stored, the grid management chooses either MPI send/receive 
commands (in case two grids reside on different processors) or an ordinary memory-
to-memory copy (in case two grids reside on the same processor) for the data 
interchange. 
 
 

 
 

Fig. 4: The different communication phases – bottom-up averaging (left-hand side), horizontal 
ghost layer exchange of adjacent grids (centre), and top-down update of halos (right-hand side) 

 
 
One full data interchange has to be performed after each computation step, hence 
there is obviously some communication overhead. We benchmarked this overhead 
by a dummy application (i. e. full communication and no computation) for different 
amounts of grids and processors. The results obtained on Shaheen, an IBM Blue 
Gene/P (with 65,536 cores) installed at KAUST, showed that the overhead – 
especially for larger amounts of processors – is negligible and our communication 
concept achieves good scalability (see Fig. 5). This has two major reasons: efficient 
communication management and grid distribution. A so-called neighbourhood server 
stores the hierarchical layout of all grids (a form of ‘topological repository’) as well as 
which grids have been assigned to which processor. This server then answers all 
queries initiated by the grids during runtime which and where their adjacent 
neighbours, children, and parents are – again, the application must not need to know 
this. Due to this server also grid migration in case of an adaptive refinement is easily 
facilitated in order to keep all grids up-to-date. 
 
Secondly, the assignment of grids to processors follows an approach based on 
space-filling curves [46] (SFC). Space-filling curves have proven over and over to be 
advantageous for load balancing (see [47, 48, 49], e. g.), hence we use a LEBESGUE 
curve respectively MORTON ordering [50] for grid distribution. Figure 6 shows the 
communication pattern obtained with IPM4 for an assignment with 1024 processes, 
                                                 
4 Integrated Performance Monitoring (http://ipm-hpc.sourceforge.net) 
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i. e. an adjacency matrix depicting which processor with whom exchanges data 
during a full grid update. As one can see, communication is more or less confined to 
neighbouring processes (along the diagonal) storing adjacent or parent grids – an 
essential issue for reducing communication overhead and enabling good scalability. 
In Fig. 6, there is furthermore one process (MPI_rank 1023) that is active all the time; 
this is our neighbourhood server answering queries. 
 
 

 
 

Fig. 5: Time for full data processing between all grids (communication only) for 3D domain with 
a total resolution of 256×256×256 on 7 hierarchy levels and 512×512×512 on 8 hierarchy levels 
obtained on IBM Blue Gene/P installed at KAUST 

 
 

 
 

Fig. 6: Communication advent between1024 processes according to a mapping of grids to 
processors based on space-filling curves 

 
 
To test our data structure with a real application, we have implemented a fluid flow 
solver as computational kernel. This flow solver is based on the NAVIER-STOKES 
equations with a finite volume discretisation in space and a 2nd order finite difference 
discretisation (ADAMS-BASHFORTH) in time. Furthermore, we use a fractional step 
method (CHORIN’s projection [51]) for solving the time-dependent incompressible flow 
equations, hence in each time step an elliptic pressure Poisson equation – depicting 
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the computationally expensive part – has to be solved. This gives rise to the need for 
efficient parallel numerical solvers that allow for a fast processing and, thus, facilitate 
interactive computing. When looking at the vertical communication (bottom-up and 
top-down phase in Fig. 4) of our grid update scheme, it reminds of the two basic 
operations restriction and prolongation of standard multigrid methods. Those 
methods are considered to be fast and efficient numerical solvers or preconditioners 
of optimal complexity using a hierarchy of discretisations [52]. They are frequently 
deployed in simulation codes and due to the vast amount of publications contributing 
to that field (still) a challenging research topic. 
 
When it comes to parallelisation, the hierarchical setup of multigrid methods with its 
level-wise decreasing amount of grid points would – at least for multiplicative 
approaches – not suggest for efficient implementations yielding high speed-up and 
parallel efficiency results. From a very pessimistic point of view, this is similar to a 
problem proposed by MINSKY and PAPERT for the parallel summation of numbers 
using a hierarchical approach [53] during the early days of high-performance 
computing. Anyhow, this statement could be successfully disproved many times by 
current parallel multigrid implementations following different strategies. In additive 
multigrid methods, for instance, smoothing on the different levels can happen in 
parallel (though restriction and prolongation are still performed sequentially), yielding 
a logarithmic complexity [54]. While additive methods are typically used as 
preconditioners, multiplicative ones are used as solvers. In [55], a parallel multigrid 
algorithm based on octree-like grids with hierarchical traversal given by space-filling 
curves is proposed, that does “not introduce undesired computational and memory 
overhead” and “is clearly superior to parallel single-grid solvers not even on but in 
particular on massively parallel machines”. For the previously mentioned Hierarchical 
Hybrid Grids in [45] a parallel geometric multigrid method is used that scales up to 
300,000 cores on an IBM Blue Gene/P and problem sizes of more than 1012 
unknowns while sustaining its convergence rate. Further parallelisation techniques 
for constructing computationally efficient multigrid solvers can be found in the 
following survey [56]. 
 
Considering the bottom-up averaging of our data interchange, this is similar to a 
restriction by injection in standard geometric multigrid methods when mapping from 
the fine grid Ωh to the coarse grid Ω2h. Even a full-weighting restriction would yield 
better performance, in our case data flow is confined from child grids to direct parent 
grids only, hence child grids do not contribute to neighbouring parents on the next 
level. Another difference to standard multigrid approaches concerns the relation 
between fine and coarse grids, as here Ω2h ⊄ Ωh, i. e. the coarse grid is not 
constructed from the fine one. For the prolongation we can use the top-down update 
of our approach, so relaxing all grids on one level by a damped JACOBI α1 times 
before restriction and α2 times after prolongation we have a multigrid-like V-cycle 
conducted during one full data interchange. The linear system on the coarsest level 
is solved by a direct method. As our data structure inherently supports parallelism we 
are now provided a parallel multigrid-like solver for the pressure POISSON equation of 
our fluid flow code. 
 
Due to the fact, that our approach is only similar to multigrid and clearly differs in 
some aspects, we can observe convergence and stability problems like the ones 
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mentioned in [57] where a POISSON equation for fluid simulations on irregular 
domains with an arbitrary mix of NEUMANN and DIRICHLET boundary conditions is to 
be solved. In that case, as remedy it was proposed to increase the amount of 
relaxation steps α1, α2 to 30–40 in order to stabilise the V-cycle, but this also 
increases the costs which are dominated by smoothers on lower levels, i. e. on finer 
grids. Other works suggest to change the number of pre- and post-smoothing steps 
iteratively on each level, for instance to increase/decrease them by a factor of 2 when 
advancing upward/downward to or from coarser levels. As grids on coarser levels 
become successively smaller, a higher amount of relaxation steps (causing only 
small costs) is acceptable there. Further studies from the field of algebraic multigrid 
(AMG) methods have proven to achieve good convergence properties by so-called 
smoothed aggregation even if explicit knowledge of the problem geometry, 
discretisation method, or coefficients of the differential operator is not available 
[58, 59]. The idea is to apply additional smoothing during restriction and prolongation 
on the aggregates of – typically – finite element discretisations to optimise 
robustness and convergence. 
 
By applying both – smoothed aggregation during restriction and an iterative increase 
of relaxation steps α1, α2 – we could considerably improve convergence and also 
stability of our V-cycles. In Fig. 7 some benchmark results are shown that have been 
obtained for a domain of size 256×256×256 on 1024 processes. Here, ‘constant 10’ 
denotes a constant value of α1 = α2 = 10 throughout all levels, ‘adaptive 2’ an initial 
value of α1 = α2 = 2 with an increase by 2 on each level (i. e. 2, 4, 8, …), and 
‘adaptive 4’ an initial value of α1 = α2 = 4 with the same increase as in the previous 
case. Interestingly the latter one leads to much better results with 27 V-cycles 
compared to the other cases ‘constant 10’ with 153 V-cycles and ‘adaptive 2’ with 
477 V-cycles for computing one time step. Further studies – for instance by local 
FOURIER analysis as in [60] – become necessary to allow for an a-priori estimation of 
optimal convergence rates and contraction numbers based on different amounts of 
pre- and post-smoothing steps as well as on different relaxation schemes. 
 
 

 
 

Fig. 7: Benchmark computations for our parallel multigrid-like solver based on different amounts 
of pre- and post-smoothing steps obtained for a domain with a total resolution of 256×256×256 
on 1024 processes 
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Multi-Scale Simulations 
 
Hitherto, we have seen the main building blocks for interaction in high-performance 
computing scenarios – an advanced steering concept, high resolution data 
exploration, and hierarchical data structures for efficient parallel CFD applications – 
that are now put together to facilitate interactive multi-scale simulations. While multi-
scale modelling and simulation has emerged as new research area having significant 
impact on many CSE-related disciplines, it is unlike an even bigger challenge to do 
this in an interactive fashion. Typically, multi-scale approaches come into play 
whenever a discretisation with high resolution of the entire domain including macro- 
and micro-scale components (for instance ranging from centimetres to nanometres) 
is (computationally) not feasible or physical phenomena on the different scales have 
to be captured by different mathematical models (for instance partial differential 
equations and stochastic models) for an accurate analysis. 
 
Although many applications domains benefit from multi-scale approaches, most are 
(still) dealing with fluid flow. For instance, in [61] a high-order (spectral element) flow 
solver on the macro-scale is coupled to a stochastic molecular dynamics code on the 
micro-scale in order to “study blood flow in a patient-specific cerebrovasculature with 
a brain aneurysm, and analyse the interaction of blood cells with the arterial walls 
that lead to thrombus formation and eventual aneurysm rupture”. In [62], naturally 
fractured karst reservoirs are studied which due to the co-existence of porous and 
free flow regions at several scales cause numerical difficulties. Therefore, on the fine 
scale the STOKES-BRINKMAN equations – capable of representing porous media in a 
single system of equations – are coupled to a coarse scale mostly described by 
DARCY flows. In [63], transport and fate of agricultural chemicals have been evaluated 
as part of the U.S. Geological Survey (USGS) National Water-Quality Assessment 
Program. Covering an area of 2700 km2 in the north-eastern San Joaquin Valley 
(California), a regional model (discretisation of 400×400 metres using 16 layers of 
different soil) is coupled to a local one (17 km2 by a discretisation of 40×40 metres) to 
be computed in MODFLOW – the U.S. Geological Survey flow code to solve the 
groundwater flow equation. Further works amongst others concern variational multi-
scale methods for turbulent flows [64], multi-scale turbulence models for the 
simulation of breaking waves [65], or view-dependent multi-scale fluid simulations for 
visual quality improvement to be used in computer graphics applications [66]. 
 
In our case, we have high resolution GIS and BIM data ranging from kilometre-scale 
to centimetre-scale (theoretically also smaller scales would be possible but are not 
covered by our applications so far) serving as input to our flow solver. Due to the 
hierarchical organisation of the corresponding computational grids we can easily vary 
from coarse representations of entire regions on the macro-scale to fine 
representation including high resolution details on the micro-scale. Obviously, those 
multi-scale simulations lead to huge data advent that has to be visualised in real-time 
for an interactive processing. One major problem of this approach is the link between 
front- and back-end, i. e. the network with its bandwidth and latency restrictions. An 
apposite description for this matter can be found in [67], often quoted by 
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Kathy YELICK5 and others engaged in HPC: Arithmetic is cheap, latency is physics, 
and bandwidth is money. To overcome this bottleneck and leverage computational 
steering we can efficiently make use of our hierarchical data structure by deploying a 
so-called sliding window data transfer. 
 
The idea of (the) sliding window is to provide users a frame – in 3D a rectangular box 
– which they can freely move and resize in the domain to select parts of the available 
data, i. e. to seamlessly increase the level of detail. Main aspect of this approach is to 
keep bandwidth constant, hence to transmit at all times the same amount of data 
independent of the current scale. This means fewer values than have been computed 
(at discrete points in the computational domain) are obtained and transmitted for 
visualisation to the front-end, thereby ensuring not to exceed any bandwidth 
limitations and enabling a smooth processing as high resolutions hinder interactive 
computing. Figure 8 sketches this idea for a 2D domain with N by N grid points. In 
the beginning, the window covers the entire domain where only every fourth point in 
both dimension is selected (see Fig. 8, left-hand side), thus giving a coarse 
representation on the macro-scale. When resizing the window, here halved in both 
dimension, now every second point has to be selected in order to keep the bandwidth 
constant (see Fig. 8, centre) and to provide a more detailed representation on the 
meso-scale. Finally, the window is further resized until it meets the physical 
resolution, i. e. every grid point inside the window is selected (see Fig. 8, right-hand 
side) and a detailed representation on the micro-scale is achieved. 
 
Because of the hierarchical concept of our data structure – especially due to the 
bottom-up averaging of computational grids – the sliding window practically comes 
for free. Higher levels with their coarse description of the entire domain correspond to 
the macro-scale while lower levels with all the high resolution details comply with an 
equivalent micro-scale representation (see Fig. 9). Hence, resizing the window 
conforms to a simple descent in the tree hierarchy for level-wise data retrieval. As 
long as a user wants to study global effects of a CFD simulation (i. e. using a large 
window), only computed values from higher levels are selected and transmitted for 
visualisation; as soon as he or she wants to explore local effects (i. e. resizes the 
window to a smaller size), the steering logic descents to the corresponding lower 
levels and retrieves data solely from there. 
 
To enable this steering functionality for our data structure, a new process called 
collector was introduced on the back-end to handle those queries. The collector gets 
all necessary window information (size and position as being set by the user) from 
the front-end and forwards this to the neighbourhood server. As the neighbourhood 
server knows the hierarchical layout, i. e. the topology of all grids it can easily 
compute (by simple intersection) which grids are affected by the window, that is 
which grids lie entirely inside the window or are intersected by it. Once all relevant 
grids have been determined, the neighbourhood server informs all involved 
processes storing those grids to send the corresponding values to the collector. In 
order to prevent wasting any bandwidth with unnecessary or unwanted details, the 
data transfer between processes and collector happens in a breadth-first approach, 
                                                 
5 Professor of electrical engineering and computer sciences at the University of California at Berkeley 
and director of the National Energy Research Scientific Computing Center (NERSC) at Lawrence 
Berkeley National Laboratory 
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i. e. grids on higher levels are processed before grids on lower levels until bandwidth 
limitations are reached. Finally, the collector returns a stream of data points to the 
front-end for visual exploration. 
 
 

 
 

Fig. 8: Sliding window concept for 2D domain – at first, the window covers the entire domain 
(macro-scale) selecting every fourth grid point in both dimension for visual display (left-hand 
side); resizing the window (meso-scale) enforces to select every second grid point to keep 
bandwidth constant (centre); on the micro-scale the physical resolution is met, hence all grid 
points inside the window are selected (right-hand side) 

 
 

 
 

Fig. 9: Exploring the different scales via sliding window concept – switching from macro- to 
micro-scale, i. e. from coarse representation of entire domain to high resolution details, is done 
via a simple descent in tree hierarchy 

 
 
The usage of sliding window is of course not restricted to visualisation. Future works 
could also include the steering of numerical computations by sliding window, i. e. not 
only to select a region of interest for visual display but also to decide which parts 
(single branches) of the data structure should be computed instead of processing the 
entire domain. Currently, computations take place in a bottom-up fashion over all 
levels and all grids, thus carrying out redundant (and costly) computations even on 
parts of the domain that were not selected for visualisation. Here, computational 
effort can be reduced by restricting to those parts that lie within the window when 
zooming from macro- to micro-scale, thereby further leveraging interactive 
computing. Another possibility of enhancing steering functionality for multi-scale CFD 
simulations could address the incorporation of additional sewerage data which is 
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already available due to GIS. From our CFD simulation we can obtain the water head 
above manholes to be used as input (i. e. hydrostatic pressure) on a sewer network. 
By interactively short-circuiting parts of this network ‘remote’ side effects such as 
overflowing sinks at distant locations could then become visible (see Fig. 10). 
 
 

 
 

Fig. 10: Multi-scale simulation including sewerage data (left-hand side) for a possible interactive 
exploration of side effects such as overflowing sinks (right-hand side) – so far still computed as 
batch application 

 
 
The remainder of this work is as follows. In Chapter 2, our steering concept is 
presented together with a practical application concerning virtual pre-operative 
planning from the field of computational orthopaedics. Chapter 3 addresses 
interactive visual data exploration based on a synthesis of high resolution GIS and 
BIM information as well as the coupling of simulation tasks to this mashup. In 
Chapter 4, a hierarchical data structure is introduced that efficiently facilitates multi-
scale simulations, high-performance computing, and parallel numerical algorithms 
while strictly separating any logic (including communication) from the computational 
kernel. This data structure is the basis for a CFD application which in Chapter 5 is 
extended by steering functionality for interactive high-performance computing. 
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 I N T E R A C T I V E   C O M P U T I N G 
 
 
 
 
We have seen in the introduction that computational steering is an active field of 
research. Developing steering concepts – that are generic enough serving a wide 
range of applications by just minimal code changes, that allow for both a (fast) 
qualitative and (accurate) quantitative analysis on the same model, and that 
efficiently bridge the gap between interaction and high-performance computing – is 
not only a tedious task but also a huge challenge that entails expertise in computer 
science (interaction, visualisation, parallelisation, …), numerical algorithms, and 
computational engineering. 
 
Starting with a concept based on a nested dissection approach [68] for the parallel 
assembly and solution of hierarchically organised finite elements (following an earlier 
idea [69] that was already successfully deployed on structural analysis for reducing 
computational complexity in case of frequent re-computations) this was firstly 
implemented by TRUMMER [70] for medical applications. It soon turned out that the 
resulting trees from this hierarchical organisation were often imbalanced, hence 
hindering efficient parallelisation and making dynamic load balancing strategies 
inevitable. Those were developed by LJUCOVIĆ [71] in general for parallel hybrid 
codes including schedule optimisation and by KNEŽEVIĆ [72] tailored for the prototype 
of a generic interactive computing framework [73]. Further extension to this 
framework – summarised in the doctoral thesis of KNEŽEVIĆ [74] – include efficient 
process interaction via signals and interrupts, a hierarchical approach for both 
qualitative and quantitative computations, and a model for integrating and utilising 
HPC resources in online (i. e. interactive) and offline (i. e. batch) mode. 
 
This steering concept has meanwhile proven several times to enable interactive high-
performance computing for various applications. In [21], we could show that our 
concept is a highly profitable extension to the well established SCIRun problem 
solving environment [9] in order to facilitate real time feedback even in case of 
complex problems. Furthermore, it could be successfully evaluated for the first time 
that our concept is also well suited for deterministic neutron transport methods as it 
“allows for an arbitrary interruption of AGENT simulation, allowing the solver to 
restart with updated parameters … to accelerate the convergence of the final values 
resulting in significantly reduced simulation times [75]”. In combination with work 
done by ATANASOV [76] for remote visualisation and user interaction in computational 
steering scenarios we could once more show that our concept is beneficial to 
leverage interactive high-performance computing as in case of complex flow 

2
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simulations [77] performed on the previous supercomputer SGI Altix 4700 installed at 
Leibniz Supercomputing Centre of the Bavarian Academy of Sciences and 
Humanities (LRZ), Garching by Munich. 
 
Another application that did profit from our steering concept was related to the virtual 
planning of hip joint surgeries. In the former IGSSE project ‘Computational Steering 
for Orthopaedics’ together with computer science (tum.3D) and the orthopaedics 
department of Klinikum rechts der Isar der TU München the research focus was on 
real time structure simulation and visualisation as needed for the interactive 
placement of implants in pre-operative analysis. Due to a novel method for solid 
mechanics called Finite Cell Method [78] (FCM) it is possible to directly integrate 
CT/MRI derived models into the numerical computation without performing costly 
meshing algorithms in order to obtain a finite element mesh. Further improvement 
was achieved by a fast integration scheme [79] allowing for real time structure 
simulations and due to a sophisticated interface for user interaction and visualisation 
[80, 81]. Finally, when deploying our steering concept to this application an additional 
enhancement could be observed – not only a seamless transition between different 
polynomial degrees for a qualitative and quantitative analysis became now feasible 
but also higher update rates due to the framework’s efficient parallel solver. 
 
In the following, there are two publications concerning our steering framework. The 
first one gives a detailed summary about the entire steering concept as presented 
during the MAC Summer Workshop 2012 (in conjunction with the 11th International 
Symposium on Parallel and Distributed Computing) while the second one highlights 
the benefits of our framework for the virtual planning of hip joint surgeries. 
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Abstract To harness the potential of advanced computing technologies, efficient
(real time) analysis of large amounts of data is as essential as are front-line
simulations. In order to optimise this process, experts need to be supported by
appropriate tools that allow to interactively guide both the computation and data
exploration of the underlying simulation code. The main challenge is to seamlessly
feed the user requirements back into the simulation. State-of-the-art attempts to
achieve this, have resulted in the insertion of so-called check- and break-points
at fixed places in the code. Depending on the size of the problem, this can still
compromise the benefits of such an attempt, thus, preventing the experience of real
interactive computing. To leverage the concept for a broader scope of applications,
it is essential that a user receives an immediate response from the simulation to
his or her changes. Our generic integration framework, targeted to the needs of
the computational engineering domain, supports distributed computations as well
as on-the-fly visualisation in order to reduce latency and enable a high degree of
interactivity with only minor code modifications. Namely, the regular course of
the simulation coupled to our framework is interrupted in small, cyclic intervals
followed by a check for updates. When new data is received, the simulation restarts
automatically with the updated settings (boundary conditions, simulation parame-
ters, etc.). To obtain rapid, albeit approximate feedback from the simulation in case
of perpetual user interaction, a multi-hierarchical approach is advantageous. Within
several different engineering test cases, we will demonstrate the flexibility and the
effectiveness of our approach.
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Fig. 1 A user guides an often time and memory consuming simulation in order to build a solution
to his/her problem via a graphical user interface

1 Introduction

Simulation of very complex physical phenomena becomes a realistic endeavour with
the latest advances in hardware technologies, sophisticated (numerical) algorithms,
and efficient parallelisation strategies. It consists of modelling a domain of a
physical problem, applying appropriate boundary conditions, and doing numerical
approximation for the governing equations, often with a linear or non-linear system
as outcome. When the system is solved, the result is validated and visualised for
more intuitive interpretations.

All the aforementioned cycles – pre-processing, computation, and post-
processing – can be very time consuming, depending on the discretisation
parameters, e.g., and moreover, are traditionally carried out as a sequence of
steps. The ever-increasing range of specialists in developing engineering fields
has necessitated an interactive approach with the computational model. This
requires real-time feedback from the simulation during program runtime, while
experimenting with different simulation setups. For example, the geometry of the
simulated scene can be modified interactively altogether with boundary conditions
or a distinct feature of the application, thus, the user can gain “insight concerning
parameters, algorithmic behaviour, and optimisation potentials” [23].

Interactive computing frameworks, libraries, and Problem Solving Environments
(PSEs) are used by specialists to interact with complex models, while not requiring
deep knowledge in algorithms, numerics, or visualisation techniques. These are
user-friendly facilities for guiding the numerically approximated problem solution.
The commonly agreed features are: a sophisticated user interface for the visuali-
sation of results on demand and a separated steerable, often time- and memory-
consuming simulation running on a high-performance computer (see Fig. 1).

The concept has been present in the scientific and engineering community
already for more than two decades. Meanwhile, numerous powerful tools serving
this purpose have been developed. A brief overview of some state-of-the-art
tools – steering environments and systems such as CSE [33], Magellan [35],
SCIRun [26], Uintah [4], G-HLAM [29] and EPSN [25] , libraries such as
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CUMULVS [9], or RealityGrid [3, 27], or frameworks such as Steereo [12] – is
provided in the next section. Those tools differ in the way they provide interactive
access to the underlying simulation codes, using check- and breakpoints, satellites
connected to a data manager, or data flow concepts, e.g., hence they cannot always
fully exploit interactive computing and are usually of limited scope concerning
different application domains.

2 Computational Steering: State of the Art

CSE [33] is a computational steering environment consisting of a very simple,
flexible, minimalistic kernel and modular components, so-called satellites, where all
the higher level functionality is pushed. It is based on the idea of a central process,
i.e. a data manager to which all the satellites can be connected. Satellites can create
and read/write variables, and they can subscribe to events such as notification of
mutations of a particular variable [22]. The data manager informs all the satellites
of changes made in the data and an interactive graphics editing tool allows users to
bind data variables to user interface elements.

CUMULVS [9] is a library that provides steering functionality so that a pro-
grammer can extract data from a running (possibly parallel) simulation and send
those data to the visualisation package. It encloses the connection and data protocols
needed to attach multiple visualisation and steering components to a running
application during execution. The user has to declare in the application which
parameters are allowed to be modified or steered, or the rules for the decomposition
of the parallel data, etc. Using check-pointing, the simulation can be restarted
according to the new settings.

In the steering system called Magellan [35], steering objects are exported from
an application. A collection of instrumentation points, such as so-called actuators,
know how to change an object without disrupting application execution. Pending
update requests are stored in a shared buffer until an application thread polls for
them [35].

EPSN [25] API is a distributed computational steering environment, where an
XML description of simulation scripts is introduced to handle data and concurrency
at instrumentation points. There is a simple connection between the steering servers,
i.e. simulation back ends, and clients, i.e. user interfaces. When receiving requests,
the server determines their date, thus, the request is executed as soon as it fulfills a
condition. Reacting on a request means releasing the defined blocking points.

Steereo [12] is a light-weight steering framework, where the client can send
requests and the simulation will respond to them. However, the requests are not
processed immediately, but rather stored in a queue and executed at predefined
points in the simulation code. Hence, users have to define when and how often this
queue should be processed.

The RealityGrid [3, 27] project has provided a highly flexible and robust
computing infrastructure for supporting the modelling of complex systems [10].
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An application is structured into a client, a simulation, and a visualisation unit
communicating via calls to the steering library functions. Also this infrastructure
involves the insertion of check- and break-points at fixed places in the code where
changed parameters are obtained and the simulation is to be restarted.

In the SCIRun [26] problem solving environment (PSE) for modelling, sim-
ulation, and visualisation of scientific problems, a user may smoothly construct
a network of required modules via a visual programming interface. Computer
simulations can then be executed, controlled, and tuned interactively, triggering
the re-execution only of the necessary modules, due to the underlying dataflow
model. It allows for extension to provide real-time feedback even for large scale,
long-running, data-intensive problems. This PSE has typically been adopted to
support pure thread-based parallel simulations so far. Uintah [4] is a component-
based visual PSE that builds upon the best features of the SCIRun PSE, specifically
addressing the massively parallel computations on petascale computing platforms.

In the G-HLAM [29] PSE, the focus is more on fault tolerance, i.e. monitoring
and migration of the distributed federates. The group of main G-HLAM services
consists of one which coordinates management of the simulation, one which decides
when performance of a federate is not satisfactory and migration is required,
the other which stores information about the location of local services. It uses
distributed federations on the Grid for the communication among simulation and
visualisation components.

All of those powerful tools have, however, either limited scope of application, or
are involving major simulation code changes in order to be effective. This was the
motivation for us to design a new framework that incorporates the strong aspects
of the aforementioned tools, nevertheless overcomes their weak aspects in order
to provide a generic concept for a plenitude of different applications with minimal
codes changes and a maximum of interactivity.

Within the Chair for Computation in Engineering at Technische Universität
München, a series of successful Computational Steering research projects took
place in the previous decade. It has also involved collaboration with industry
partners. Performance analysis has been done for several interactive applications, in
regard to responsiveness to steering, and the factors limiting performance have
been identified. The focus at this time was on interactive computational fluid
dynamics (CFD), based on the Lattice-Boltzmann method, including a Heating
Ventilation Air-Conditioning (HVAC) system simulator [2], online-CFD simulation
of turbulent indoor flows in CAD-generated virtual rooms [37], interactive thermal
comfort assessment [34], and also on structure mechanics – computational methods
in orthopaedics. Over time, valuable observations and experience have resulted in
significant reduction of the work required to extend an existing application code for
steering.

Again, the developed concepts have been primarily adapted to this limited
number of application scenarios, thus, they allow for further investigations so as to
become more efficient, generic, and easy to implement. This is where our framework
comes into play.
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3 The Idea of the Framework

For widening the scope of the steerable applications, an immediate response of any
simulation back end to the changes made by the user is required. Hence, the regular
course of the simulation has to be interrupted as soon as a user interacts. Within our
framework, we achieve this using the software equivalent of hardware interrupts,
i.e. signals. The check for updates is consequently done in small, user-defined, cyclic
intervals, i.e., within a function handling the Unix ALARM signal.

If the check does not indicate any update from the user side, the simulation gets
the control back and continues from the state saved at the previous interrupt-point.
Otherwise, the new data is received, matched to the simulation data (which is
the responsibility of the user himself), and simulation state variables (for instance
loop delimiters) are manipulated in order to make the computation stop and then
automatically start anew according to the user modifications. Taking the pseudo
code of an iteratively executed function (within several nested loops) as an example,
the redundant computation is skipped as soon as the end of the current, most-
inner loop iteration is reached. This is, namely, the earliest opportunity to compare
the values of the simulation state variables, and, if the result of the comparison
indicates so, exit all the loops (i.e. starting with most-inner one and finishing with
the most-outer one) [13–15]. This would exactly mean starting computation over
again, as illustrated in the pseudocode:

% X_end, Y_end declared global

begin function Signal_Handler()
% manipulate X_end, Y_end so that the redundant
% computation is skipped and started anew
X_end = Y_end = -1

end

% set time interval for periodically occurrence of
% ALARM signal to stop execution and call handler
Set_Alarm()

% user function to be interrupted
begin function Compute()

for t = T_start to T_end do
for i = X_start to X_end do
for j = Y_start to Y_end do

Process(data[i][j])
% potential update is recognised next

od
od

od
end
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As elaborated in [13], to guarantee the correct execution of a program, one should
use certain type qualifiers (provided by ANSI C, e.g.) for the variables which are
subject to sudden change or objects to interrupts. One should ensure that certain
types of objects which are being modified both in the signal handler and the main
computation are updated in an atomic way. Furthermore, if the value in the signal
handler has changed, the outdated value in the register should not be used again.
Instead, the new value should be loaded from memory. This may occur due to the
custom compiler optimisations. In addition to this, sufficient steps have to be taken
to prevent potentially introduced severe memory leaks before the new computation
is started. This is due to the interrupts and their possible occurrence before the
memory allocated at a certain point has been released.

Finally, with either one or several number of iterations being finished without
an interrupt, new results are handed on to the user process for visualisation. One
more time it is the user’s responsibility to prescribe to the front end process how to
interpret the received data so that it can be coherently visualised [13–16, 18].

In Fortran, similar to C/C++, support for signal handling can be enabled at user
level with minimal efforts involved. Some vendor supplied Fortran implementations,
including for example Digital, IBM, Sun, and Intel, have the extension that allows
the user to do signal handling as in C [1]. Here, a C wrapper function for overriding
the default signal behaviour has to be implemented. However, the behaviour of the
Fortran extension of the aforementioned function is implementation dependent, and
if the application is compiled using an Intel Fortran compiler, when the program is
interrupted, it will terminate unless one “clears” the previously defined action first.

Due to the accuracy requirements and the increasing amount of data which has
to be handled in numerical simulations of complex physical phenomena nowadays,
there is an urge to fully exploit the general availability and increasing CPU power of
high-performance computers. For this, in addition to efficient algorithms and data
structures, sophisticated parallel programming methods are a constraint. The design
of our framework, therefore, takes into consideration and supports different parallel
paradigms, which results in an extra effort to ensure correct program execution and
avoid synchronisation problems when using threads, as explained in the following
subsection.

3.1 Multithreading Parallelisation Scenario

We consider the scenario when pure multithreading (with, e.g., OpenMP/POSIX
threads) is employed in the computations on the simulation side. Since a random
thread is interrupted via signal at the expiration of the user-specified interval,
that thread probes, via the functionality of the Message Passing Interface (MPI),
if any information regarding the user activity is available. If the aforesaid checking
for a user’s message indicates that an update has been sent, the receiving thread
instantly obtains all the information and applies necessary manipulations in order
to re-start the computation with the changed setting. Hence, all other threads also

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
A High-Performance Interactive Computing Framework for Engineering Applications 183

Fig. 2 In the case of a hybrid parallel scenario, each process is doing its own checks for updates;
one random thread per process is interrupted in small, fixed time intervals

become instantly aware that their computations should be started over again and
must now proceed in a way in which clean termination of the parallel region is
guaranteed.

3.2 “Hybrid” Parallelisation Scenario

In a “hybrid” parallel scenario (i.e. MPI and OpenMP – see Fig. 2), a random
thread in each active process is being interrupted, hence, fetches an opportunity
to check for the updates. The rest of the procedure is similar as described for the
pure multithreading, except that now all the processes have to be explicitly notified
about the changes performed by a user. This may involve additional communication
overheads. Moreover, if one master process, which is the direct interface of the
user’s process to the computing-nodes, i.e. slaves, is supposed to inform all of them
about the user updates, it may become a bottleneck. Therefore, a hierarchical non-
blocking broadcast algorithm for transferring the signal to all computing nodes has
been proposed in [14, 15].

4 Applications

In the following, a few application scenarios are presented, where the implemented
framework has been successfully integrated. First, a simple 2D simulation of
a temperature conduction, used only for testing purposes, where heat sources,
boundaries of the domain, etc. can be interactively modified. Then, a neutron
transport simulation developed at the Nuclear Engineering Program, University of
Utah, which has been the first Fortran test case for the framework. The next one is
the sophisticated Problem Solving Environment SCIRun developed at the Scientific
Computing and Imaging (SCI) Institute, University of Utah. The final one is a tool
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for pre-operative planning of hip-joint surgeries, done as a collaborative project of
the Chair for Computation in Engineering and Computer Graphics and Visualization
at Technische Universität München. A summary of necessary modifications of the
original codes in order to integrate the framework is discussed in Sect. 5.2.

4.1 Test Case 1: A Simple Heat Conduction Simulation

Simulation: For proof of concept, we consider as a first, very simple example a
2D simulation of heat conduction in a given region over time. It is described by
the Laplace equation, whose solutions are characterised by a gradual smoothing of
the starting temperature distribution by the heat flow from warmer to colder areas
of a domain. Thus, different states and initial conditions will tend toward a stable
equilibrium. After numerical treatment of the PDE via a Finite Difference scheme,
we come up with a five-point stencil. The Gauss-Seidel iteration method is used to
solve the resulting linear system of equations.

GUI/Visualisation: For interacting with the running simulation, a graphical user
interface is provided using the wxWidgets library [11]. The variations of the height
along the z-axes, pointing upward, are representing the variations of the temperature
in the corresponding 2D domain. Both the simulation and the visualisation are
implemented in C++ and are separate MPI processes.

User interaction: When it comes to the interplay with the program during the
simulation, there are a few possibilities available – one can interactively add, delete,
or move heat sources, add, delete, or move boundary points of the domain, or change
the termination condition (maximal number of iterations or error tolerance) of the
solver. As soon as a user interacts, the simulation becomes immediately aware
of it and consequently the computation is restarted. An instant estimation of the
equilibrium state for points of the domain far away from the heat sources is
unfortunately not always feasible on the finest grid used (300�300). This may be
the case due to the short intervals between two restarts in case of too frequent user
interaction, as shown in Fig. 3. Here we profit from a hierarchical approach.

The hierarchical approach is based on switching between several grids of
different resolutions depending on the frequency of the user interaction. At the
beginning, the finest desired grid is used for the computation. When the simulation
process is interrupted by an update, it restarts the computation with the new settings,
but on a coarser grid for faster feedback, i.e. to provide new results as soon as
possible. As long as the user is frequently interacting, all computations are carried
out on the coarser grids only. If the user halts, i.e. stops interacting, the computation
switches back to the finest grid in order to provide more accurate values. In this
particular test case, three different grids were used – an initial 300�300 grid, the
four times smaller, intermediate one (150�150, in case of lower pace of interactions,
i.e. adding/deleting heat sources or boundary points, e.g.) and, finally, the coarsest
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Fig. 3 Left: an initial scenario; right: moving heat sources/boundaries leads to the restart of the
computation, but in-between two too frequent restarts a user is unable to estimate the equilibrium
temperature in the region farther away from the heat sources (here, further iterations of the solver
would be necessary)

Fig. 4 Switching to a coarser grid in case of moving heat sources or boundaries, switching back
to the finer one once the user stops interacting

one (75�75) for very high frequency moving of boundary points or heat sources
over the domain (Fig. 4). The coarser grids are not meant for obtaining quantitative
solutions, just for a fast qualitative idea how the solution might look like. If a
user interactively found an interesting setup, he just has to stop and an accurate
solution for this setup will be computed. Nevertheless, measurements concerning
the different grids showed that the variation of the solution on the finest grid
compared to the intermediate one is around 4.5 %, and compared to the coarsest one
around 14.6 %. The described approach, on the other hand, leads to an improvement
in convergence by a factor of 2.

Additionally, we employ a multi-level algorithm – the results of the computation
on the coarsest grid are not discarded when switching to the finer one. Our concept,
namely, already involves a hierarchy of discretisations, as is the case in multigrid
algorithms, thus, we can profit from the analogous idea. Our scheme is somewhat
simpler – it only starts with the solution on the coarsest grid and uses the result
we gain as an initial guess of the result on a finer one. A set of examples has been
tested (with grids 300�300, 150�150, and 75�75) where the number of necessary
operations on the intermediate and fine grid could be halved. What seems to be a
somehow obvious approach, at least for this simple test scenario, can be efficiently
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exploited in our forth test case where we use hierarchical Ansatz functions for an
interactive finite-element computation of a biomedical problem.

In order to enable the framework functionality for interrupting the above
simulation, takes an experienced user a couple of hours at most. Implementing the
hierarchical approach (which is not a part of the framework) is more time consuming
(a few working days), since an optimal automatic detection when to switch from one
hierarchy to another has to be found—which requires numerous experiments.

4.2 Test Case 2: A Neutron Transport Simulation

We present as second test case the integration of the framework into a
computationally efficient, high accuracy, geometry independent neutron transport
simulation. It makes researchers’ and educators’ interaction with virtual models of
nuclear reactors or their parts possible.

Simulation: AGENT (Arbitrary GEometry Neutron Transport) solves the
Boltzmann transport equation, both in 2D and 3D, using the Method of
Characteristics (MOC) [21]. The motivation for steering such a simulation during
runtime comes mostly from the geometric limitation of this method, which requires
fine spatial discretisation in order to provide an accurate solution to the problem.
On the other hand, a good initial solution guess would help tremendously to speed-
up the convergence, and this property is used to profit from our framework. The 3D
discretisation basis for the Boltzmann equation consists of the discrete number of
plains, for each of which both a regular geometry mesh and a number of parallel
rays in a discrete number of directions are generated. The approximation results in
a system of equations to be iteratively solved for discrete fluxes.

GUI/Visualisation: The result in terms of the scalar fluxes is simultaneously
calculated and periodically visualised. The simulation server maintains a list of
available simulation states, and clients connect using the ImageVis3D volume
rendering tool [8] to visualise the results in real time. Users can interfere with the
running simulation via a simple console interface, providing the new values of the
desired parameters.

User interaction: Instant response of the simulation to the changes made by the
user is again achieved via signals. Using the technique described as our general
concept, the most outer iteration instantly starts anew, as soon as its overall state is
reset within the main computational steering loop, according to the updated settings
and necessary re-initialisation of the data. By manipulating only two simulation
parameters in the signal handler, it is achieved that the iteration restarts almost
within a second in all the cases – e.g. 20 planes in z-direction, each discretised
by a 300�300 grid and 36 azimuthal angles (where only one, the most outer
iteration lasts approximately 500 s). The effort to integrate our framework into this
application depends on whether the re-allocation of the memory and re-initialisation
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Fig. 5 Experimenting with different numbers of azimuthal angles, small values are given to
simplify the picture

of the data is required, and if one wants to re-use the values from the previous
iterations [17, 20].

Hierarchical and multilevel approach: It is likely, similar to the heat conduction
scenario, that the user wants to accelerate the convergence by starting calculations
with lower accuracy (i.e. number of azimuthal angles, see Fig. 5), preserve and
re-use some of the values from the previous calculation as an initial guess for
the higher accuracy solution. For a conceptually similar algorithm, such as the
previously described multilevel approach in the 2D heat conduction simulation,
we have seen that our framework has given promising results. The re-initialisation
of the data for this, most challenging, scenario is a part of imminent research.

To briefly conclude on this application scenario, the integration of the framework
has been straightforward and also not very time consuming. After examining the
initial code, deciding which variables to register within the framework, and writing
reinitialisation routines, it has taken a few hours to couple the components together
and enable visualisation after each iteration. The major effort refers actually to the
re-initialisation of variables at the beginning of each “new” computation, i.e. after a
user interaction, which is also not a responsibility of the framework itself.

4.3 Test Case 3: Extension of a Problem Solving Environment

Simulation: As mentioned before, SCIRun is a PSE intended for interactive
construction, debugging, and steering of large-scale, typically parallel, scientific
computations [30]. SCIRun simulations are designed as networks of computa-
tional components, i.e. modules connected via input/output ports. This makes
it very easy for a programmer to modify a module without affecting others.
As SCIRun is already a mature, sophisticated environment for computational
steering, nevertheless, our goal is to improve it in a way that real time feedback
for extensive time- and memory-consuming simulations becomes possible. Here,
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SCIRun needs to finish an update first before new results are shown, which easily
can lead to long latencies between cause and effect.

GUI/Visualisation: For the user, it is possible to view intermediate results after
a pre-defined number of iterations, while the calculations continue to progress.
At some point, he may require to influence the current simulation setup. Different
options such as parameter modification for each module are available via corre-
sponding interfaces. Both the modified module and modules whose input data is
dependent on that module’s output are stored in a queue for execution. Our intention
is to interrupt the module currently being executed and skip the redundant cycles,
as well as to remove any module previously scheduled for execution from the actual
queue.

User Interaction: The concept has been tested on several examples to evaluate
the simulation response to the modifications during runtime. These scenarios
are: a simulation that facilitates early detection of acute heart ischemia and two
defibrillation-like simulations – one on a homogeneous cube and the other on a
human torso domain. The challenges of getting an immediate feedback/response
of the simulation depend on a few factors – the size of the problem, the choice
of the modified parameters within the simulation, etc. The earlier in the execution
pipeline the parameter appears, the more modules have to be re-executed, thus, the
more challenging it is to provide the real-time response to the user changes. A user
can define different discretisation parameters for a FEM computation such as the
mesh resolution for all spatial directions. For solving the resulting linear system
of equations, different iterative solvers as well as pre-conditioners can be used; one
may change tolerances, the maximal number of iterations, levels of accuracy, as well
as other numerical or some more simulation-specific parameters. In the created
network of modules, typically the most laborious step is the SolveLinearSystem
module. Thus, the first challenge is how to interrupt it as soon as any change is
made by the user – in particular, the changes done via UI to this module. To achieve
this in the algorithm of the linear equation solver, the maximal number of iterations
(a user interface variable) is manipulated in the signal handler, so as to be set to some
value outside of the domain of the iterator index which interrupts the simulation as
described before. The execute function of this module also has to be re-scheduled
afterward with the new user-applied settings. However, one has to take care that the
previous interrupted execution of the same module is finished in a clean way and
that the execute function has to be called anew (in order to trigger re-computation
instantly). If one chooses to emit the partial solution after each iteration, executions
of several visualisation modules are scheduled after each iteration, which would
take additional few seconds after each iteration. This is because after an interrupted
iteration the preview of old results has to be cancelled. The execution of all modules,
which would happen after SolveLinearSystem, has to be aborted. The scheduler
cancels the execution of all the scheduled modules that have not begun yet by
making sure an exception is employed. Changing any input field of a module via
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Fig. 6 Illustrated user interfaces for the tested simulation scenario

its UI automatically triggers the re-execution of all the modules following it in the
pipeline.

4.3.1 Tool for Early Detection of Heart Ischemia

Myocardial ischemia is characterised by reduced blood supply of the heart muscle,
usually due to coronary artery disease. It is the most common cause of death in
most Western countries, and a major cause of hospital admissions [28]. By early
detection further complications might be prevented. The aim of this application is
the generation of a quasi-static volume conductor model of an ischemic heart, based
on data from actual experiments [32]. The generation of models of the myocardium
is based on MR images/scans of a dog heart. The known values are extracellular
cardiac potentials as measured by electrodes on an isolated heart or with inserted
needles. The potential difference between the intracellular and extracellular space
which is being calculated is not the same for ischemic and healthy cells. A network
of modules is constructed within SCIRun to simulate and then render a model of the
transmembrane potential of a dog’s myocardium in experiments (Fig. 6).

4.3.2 Defibrillation

Defibrillation therapy consists of delivering a dose of electrical energy to the heart
with a device that terminates the arrhythmia and allows normal sinus rhythm
to be re-established by the body’s natural pacemaker. Implantable Cardioverter
Defibrillators (ICDs) are relatively common, patient specific, implantable devices
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that provide an electric shock to treat fatal arrhythmias in cardiac patients [31].
By building a computational model of a patient’s body with ICDs and mapping
conductivity values over the entire domain, we can accurately compute how activity
generated in one region would be remotely measured in another region [36], which
is exactly what doctors would be interested in. First, we consider a simulation of the
electrical conduction on a homogeneous cube domain (Fig. 6) with two electrodes
placed within. Each of the electrodes is assigned a conductivity value. The effect of
changing those values is explored for both of the electrodes. The second example
helps to determine optimal energy discharge and placement of the ICD in the
human torso (Fig. 6). A model of the torso into which ICD geometry is interactively
placed is based on patient MRI or CT data. Different solver-related parameters for
the resulting system of the linear equations, conductivity values, as well as mesh
resolutions for a FEM computation can be applied during runtime. This allows for
previewing the solution on a coarser grid and switching to finer ones, once the user
is satisfied with the current setting.

For a user to integrate the framework, the major effort has been related to
re-triggering the execution of all the needed modules when the user makes a change.
This has required good understanding of a used Model-View-Controller pattern.
On the other hand, registering the variables which need to be manipulated within
the framework to interrupt the execution of the modules of interest, has required
negligible amount of time.

4.4 Test Case 4: A Biomedical Application

Another test case is an analysis tool which assists an orthopaedic surgeon to do
optimal implant selection and positioning based on prediction of response of a
patient-specific bone (femur) to a load that is applied. The tool consists of two
coupled components.

Simulation: The first one is a simulation core, where the generated models of
femur geometry are based on CT/MRI-data and the computation is done using the
Finite Cell Method (FCM). FCM is a variant of high order p-FEM, i.e. convergence
is achieved by increasing the polynomial degree p of the Ansatz functions on
a fixed mesh instead of decreasing the mesh sizes h as in case of classical
h-FEM, with a fictitious domain approach, as proposed in [7]. With this method,
models with complicated geometries or multiple material interfaces can be easily
handled without an explicit 3D mesh generation. This is especially advantageous
for interactive computational steering, where this typically user-interaction intensive
step would have to be re-executed for each new configuration.

GUI/Visualisation: The second component is a sophisticated visualisation and
user interface platform that allows the intuitive exploration of the bone geometry
and its mechanical response to applied loads in the physiological and the post-
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operative state of an implant-bone in terms of stresses and strains [5, 6]. Thus, after
updating the settings – either after insertion/moving an implant, or testing a new
position/magnitude of the forces applied to the bone – for each unknown a scalar
value, i.e. the so-called von Mises stress norm, can be calculated and the overall
result sent to the front end to be visualised.

Some of the challenges in developing such an analysis tool are described in more
detail in [5,6,38]. We conveniently had the described simulation and a sophisticated
user interface with visualisation module as a starting point. Due to the initial
rigid communication pattern between the two components, however, a new setting
could be recognised within the simulation only after the results for the previous,
outdated, one have been completely calculated and sent to the user. Consequently,
the higher polynomial degrees p were used, the dramatically longer became the total
time until one could finally perceive the effect of his last change. The integration
of our framework then comes into play not only to make the way the data is
communicated more suitable for this purpose, but also to enable interrupting the
simulation immediately and getting instant feedback ensued by any user interaction.

For the best performance, on the front end, the main thread (in charge of fetching
user interaction data and continuous rendering), the second thread (in charge of
collecting and sending updates in timely fashion, via non-blocking MPI routines),
and the third thread (dedicated for waiting to receive results as soon as these are
available), are not synchronised with one another. This way, we tackle the problem
of long delays that would occur if one thread is responsible for everything and
communication is blocked as long as the thread is busy, which would hinder the
user in (smoothly) exploring the effects of his interaction.

On the simulation side, as mentioned before, a variant of FEM is used. Main-
stream approaches are

• h-FEM: convergence due to smaller diameters h of elements,
• p-FEM: convergence due to higher polynomial degrees p,
• hp-FEM: combining the aformentioned ones by alternating h and p refinements,
• rp-FEM: a combination of mesh repositioning and p refinements,
• : : :

In our case, for the algebraic equations gained by the p-version Finite Element
Method describing the behaviour of the femur, iterative solvers such as CG or multi
grid could not be efficiently deployed due to the poor condition number of the
system. To make most out of the simulation performance potential, a hierarchical
concept based on an octree-decomposition of the domain in combination with a
nested dissection solver is used [24]. It allows for both the design of sophisticated
steerable solvers as well as for advanced parallelisation strategies, both of which are
indispensable within interactive applications.

User interaction: By applying a nested dissection solver, the most time consuming
step is the recursive assembly of the stiffness matrices, each corresponding to one
tree node, traversing the octree bottom up. Again, cyclically-repeating signals are
used for frequent checks for updates. If there is an indicator of an upcoming message
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Fig. 7 Direct transition from p D 6 to p D 1 as soon as the user changes the force’s magnitude
and direction, inserts an implant or moves it, while gradually increasing from p D 1 ! p D 2 !
p D 4 ! : : : as soon as the user diminishes or finally stops his interaction. Hence, a qualitative
feedback about stress distribution for p D 1 or p D 2 is received instantly, finer result for p � 4

on demand

from the user side, this is recognised while processing one of the tree nodes and
the simulation variables are set in a way which ensures skipping the rest of them.
All the recursive assembly function calls return immediately, and the new data is
received in the next step of the interactive computing loop (updating one or more of
the leaf nodes). Here, precious time has been saved by skipping all the redundant
calculations and, thus, calculating results only for an actual setting. As soon as
the whole assembly has been completed without an user interrupt, the result in
terms of stresses is sent back to the front end process for visual display. However,
there is an unavoidable delay of any visual feedback especially for higher p values,
i.e. p > 4, in case of the used hardware and the complexity of the geometric model.
Namely, the time needed for a (full) new computation is dramatically increasing in
case of increasing p. Thus, we profit from a hierarchical approach one more time.
The hierarchy exploited in this approach refers to the usage of several different
polynomial degrees chosen by the user (Fig. 7). While the user’s interplay with the
simulation is very intensive, he retrieves immediate feedback concerning the effects
of his changes for lower p, being able to see more accurate results (for higher p) as
soon as he stops interacting and let one iteration finish. In this case, the computation
is gradually switched to higher levels of hierarchy, i.e. from p D 1 to p D 2 to
p D 4 and so on. The number of MPI program instances, being executed in parallel
for different p can be chosen by the user. A detailed communication schemes can be
found in [16, 18].

To get several updates per second even for higher p values, one has to
employ sophisticated parallelisation strategies. Custom decomposition techniques
(i.e. recursive bisection) in this scenario, as in case of long structures such as
a femur, typically hinder the efficient exploitation of the underlying computing
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power as this leads to improper load distributions due to large separators within the
nested dissection approach. Thus, our next goal has been the development of an
efficient load balancing strategy for the existing structural simulation of the bone
stresses.

Task scheduling strategies typically involve a trade-off between the uniform work
load distribution among all processors, as well as keeping both the communication
and optimisation costs minimal. For hierarchically organised tasks with bottom-up
dependencies, such as in our generated octree structure, the number of processors
participating in the computation decreases by a factor of eight in each level, similar
to the problem posed by Minsky for the parallel summation of 2N numbers with N

processors in a binary tree [19].
In interactive applications which assume the aforementioned frequent updates

from user’s side, those rapid changes within the simulation and tasks’ state favour
static in comparison to dynamic load balancing strategies. It would also have to be
taken into consideration that certain modifications performed by a user may involve
major changes of the computational model. In this case, for repeatedly achieving
the optimal amount of work being assigned to each process for each new user
update, the overhead-prone scheduling step has to be executed each time. Therefore,
an efficient, nevertheless simple to compute scheduling optimisation approach is
needed.

Since the scheduling problem can be solved by polynomial-depth backtrack
search, thus, is NP complete for most of its variants, efficient heuristics have to
be devised. In our case, the sizes of the tasks, as well as the dependencies among
them (given by the octree structure responsible for the order of the nested dissection
advance) have to be considered. By making decisions, we consider (1) the level of
the task dependency in the tree hierarchy where children nodes have to be processed
before their parent nodes; (2) among equal tasks (i.e. of the same dependency level)
we distinguish between different levels in the tree hierarchy, calling this property the
processing order. If the depth of the tree is H, tasks from level M in the tree hierarchy
have the processing order of H � M � 1. Then we form lists of priorities, based on
these two criteria, since tasks inside very long branches of the tree with an estimated
bigger load should be given a higher priority. Additionally, we resort to a so-called
max-min order, making sure that big tasks, in terms of their estimated number of
floating-point operations, are the first ones assigned to the processors. We also split
a single task among several processors when mapping tasks to processors, based on
the comparison of a task’s estimated work with a pre-defined ‘unit’ task. This way,
arrays of tasks, so-called ‘phases’, are formed, each phase consisting of as many
generated tasks as there are computing resources. Namely, taken from the priority
lists, tasks are assigned to phases in round-robin manner. The results are illustrated
in Fig. 8.

Those phases refer to the mapping which will be done during runtime of the
simulation. When the tasks are statically assigned to the processors, all of them
execute the required computations, communicating the data when needed and also
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Fig. 8 Vertical axes describe the so-called “phases” and the horizontal axes the number of
processors involved in the particular phase. One “phase” involves actually the processors to which
a task is assigned at that point. Having the capacity of each phase as full as possible is achieved,
i.e. all processors are busy with the approximately equal amount of work throughout the solver
execution

taking care that the communication delays due to the MPI internal decisions are
avoided, as elaborated more in [19].

Satisfactory speedup is achieved for different polynomial degrees p within the
FCM computation, where higher polynomial degrees correspond to more unknowns.
Tests are being done currently for a larger number of distributed memory computa-
tional resources. According to the tendency observed for up to seven processors so
far, engagement of larger numbers of processes would result in the desired rate of at
least several updates per second (i.e. 1–10 Hz) for the calculated bone stresses even
for p D 4 or p D 6.

Referring back to the existing environment, without the integration of the
developed distributed parallel solver, the major effort that has been invested in
creating the new communication pattern to support the described hierarchical
approach was in the order of several working day. Anyhow, the functionality for
interrupting the computation to do checks for updates, thus, start a computation
anew if needed has been quick and straightforward.

5 Results and Conclusions

Finally, after discussing the achievements concerning interaction for each appli-
cation scenario in the previous section, here results in terms of execution time
overhead after integrating the framework in different scenarios are to be presented,
as well as the coding effort to be invested when integrating the framework into
an existing application code. Furthermore, conclusions concerning the proposed
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Fig. 9 Performance measurements: overhead of the framework (expressed in terms of additional
execution time) for alarm set to 1 ms – heat conduction simulation (300 � 300 grid), executed
on 1, 2, and 4 cores (left to right); SCIRun PSE, heart ischemia example using CG, BCG, and
MINRES solver (left to right); biomedical application (p D 4), executed on 1, 2, and 4 cores
(left to right)

hierarchical approaches are made and possible ideas for further extension of the
framework are discussed.

5.1 Overhead of the Framework

For the heat conduction application scenario, the integration of our framework
resulted in not more than 5–10 % overhead in the execution time. Tests have been
done also for the same problem with a message-passing-based parallel Jacobi solver.
Not even in case when user interaction was invoked in 5-ms intervals (which is
far more frequent than it typically occurs in practice) any significant effect of the
interrupts on the overall execution time (less than 10 %) was to be observed.

Performance evaluation of the biomedical test scenario, where the simulation is
executed on a multi-core architecture and connected to a visualisation front end
via a network, still proved that the overhead caused by the framework itself is not
significant (up to 11.7 %).

We have also tested the different simulation scenarios from SCIRun. The
measurements have been made for different update intervals, namely, 5, 2, or 1 ms
for different solvers of linear systems of equations. In one of the test case scenarios,
for the shortest interval (i.e. 1 ms), the overhead caused by the framework was up to
15 %. However, by making the intervals longer (2 or 5 ms, e.g.), the overhead was
reduced to 5 and 3 %, resp. When increasing the interval up to 5 ms (and beyond),
an end-user does not observe the difference in terms of simulation response. Hence,
it is always recommendable to experiment with different intervals for a specific
simulation.

Some of the measurements are illustrated in Fig. 9 for comparison.
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5.2 User Effort for Integrating the Framework

A few modifications within any application code have to be made by the user in
order to integrate our framework. These modifications are – as intended – only
minor, hence, we list all of them. All variables which will be affected by the interrupt
handler in order to force the restart of the computation have to be declared global
(to become visible in a signal handler). It is typically enough to have only few
of them, such as loop delimiters, in order to skip all the redundant computations.
If these variables shall be used also in the rest of the code, a user can rename those
he wants to manipulate within the signal handler and declare only those as global.
Atomicity of data updates and prevention of compiler optimisations – which would
lead to incorrect value references – have to be ensured. The integrity of each user-
defined ‘atomic’ sequence of instructions in the simulation code has to be provided.
The calls to the appropriate send and receive functions which are interface to our
framework have to be included in the appropriate places in the code. The user
himself should provide the correct interpretation of the data (in the receive buffers
of both simulation and visualisation components). Finally, he has to enable the
regular checks for updates by including appropriate functions which will examine
and change the default signal (interrupt) action, specifying the time interval in which
the checks of the simulation process(es) are made, as shown in the following pseudo
code example.

% Function to override the default signal action
begin func My_sig_action ()

if update_available then
receive update
manipulate simulation specific variables

fi
end

% Declare simulation specific variables to be
% global, atomic, and volatile
begin func main ()

Set_sig_action (My_sig_action)
Set_interrupt_interval (time_slot)

end

5.3 Hierarchical Approaches

As one may also conclude, no matter how generic our basic idea is, when applying
it to the wide diversity of applications, the user himself has to be involved in making
certain decisions. For example, in our first test case, he has to specify the number of
grids which he would like to use together with their resolutions. This information
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might be based on his previous experience, i.e. at which resolution the problem
can be solved within less than a second (for choosing the coarsest grid), etc. The
hierarchical approaches used so far should not be the limitation for future test
cases. In addition to recursively coarsening the grid, or increasing the resolution
of other simulation-specific discretisations such as the number of azimuthal angles
in AGENT, or increasing the polynomial degree p in the biomedical example,
one may analogously profit from his or her own simulation-specific hierarchical
structures. Any user of the framework can, if needed, easily adopt it to his individual
requirements.

5.4 Outlook

In the future, we would like to tackle the computational expensive scenarios with
massively parallel simulations. In efforts to interrupt one thread per process, a trade-
off between ensuring a minimal number of checks per process and allowing for
receiving the data promptly is to be faced. Thus, an optimal interval between
the interrupts on different levels of the communication hierarchy is going to be
estimated. In addition, a possibility of distributing the tasks among several user
processes, each in charge of a certain group of simulation processes will be
examined to avoid typical master-slave bottlenecks. Furthermore, we would like
to explore techniques for the fast transfer of (distributed) simulation results between
front and back end, especially in case of huge data sets, needed for an interactive
visualisation.
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Abstract—Current interactive computing state-of-the-art 

environments, libraries, and frameworks open the door for 
engineers to run their simulation codes in an interactive mode, 
i. e. allowing for estimations of the state and tendency, as well as 
modifications, during a simulation program runtime without 
the necessity for their own expertise in efficient algorithms and 
data structures, high-performance computing, and visualisation. 
Nevertheless, when it comes to the real-time response of the 
simulation to this interaction − namely, keeping the connection 
between the user’s change and its effect intuitive or at least 
observable − these environments are still limited in their 
possible application and, furthermore, often entail heavy code 
changes in order to be coupled to existing codes. Therefore, we 
introduce an integration framework applicable to different 
engineering applications, which with only minor code 
modifications involved supports distributed simulations as well 
as visualisation on-the-fly and enables real time interactive 
computational steering. Furthermore, we present its integration 
into a previously existing pre-operative planning environment 
for joint replacement surgery, which makes possible an 
interactive patient-specific selection of the optimal implant 
design, size, and position. The environment is supposed to 
enable the real-time surgeon’s interplay with virtual models of 
bones and implants in 3D, thus, simultaneous computation and 
visualisation of the load transfer between the bone and the 
implant. Moreover, we tackle the problem of long 
communication delays which occur in the case of rigid coupling 
of simulation back-ends with visualisation front-ends and 
handicap a surgeon in observing which of his modifications 
leads to which outcome. 
 

Index Terms—Bone Mechanics, computational steering 
environment (cse), human femur, interactive computing, 
message passing interface (mpi). 
 

I. INTRODUCTION 
In general, interactive computing is the practice of the 

real-time intervening of a user with a program during the 
program runtime in order to estimate or influence its course 
and final outcome. It is often associated with numerical 
simulation experiments, especially where the pre-processing 
phase is time consuming and, thus, the opportunity to modify 
interactively either the geometry of the simulated scene, or 
boundary conditions, or individual parameters represents an 
indispensible feature. On the front end, a graphical user 
 

Manuscript received October 5, 2011; revised October 31, 2011. This 
work was supported by the Munich Centre of Advanced Computing (MAC) 
and International Graduate School of Science and Engineering (IGSSE) at 
Technische Universität München (TUM).  

The authors are with the Chair for Computation in Engineering, 
Technische Universität München, Arcisstraße 21, 80333 Munich, Germany 
(e-mail: knezevic@bv.tum.de), (e-mail: mundani@tum.de), (e-mail: 
rank@bv.tum.de) 
 

interface and the visualisation of results on demand are 
desirable, while on the back-end, an interruptible, often time- 
and memory-consuming simulation is running on a 
high-performance cluster (Fig. 1). 

Nowadays, many tools which “provide an environment in 
which researchers themselves can build interfaces and 
visualisations to the simulation” [1] are available, however, 
mostly having limited scope of application and/or requiring 
significant code invasion during the integration phase. 

Magellan assumes the export of monitoring and steering 
objects from an application. Afterwards, for instance, a 
collection of instrumentation points, such as so-called 
actuators, knows how to change an object without disrupting 
application execution. Pending update requests are stored in a 
shared buffer until an application thread polls for them [9]. 

In EPSN API [10], XML description of simulation scripts 
is introduced to handle data and concurrency at 
instrumentation points. Here a steering server, when 
receiving requests, determines their date, thus, the request is 
executed after the first date that fulfils a condition. Reacting 
on a request consists of releasing the predetermined blocking 
points. 

Steereo [11] is a light-weight steering framework, not the 
complete steering environment, where the client sends 
requests and the simulation side will execute them and send 
some response. However, the requests are not processed 
immediately in the simulation, but rather stored in a queue 
and executed at predefined points in the simulation. A user 
has to determine when this queue should be processed in his 
code. 

 
Fig. 1. Framework layout − user interaction with the running simulation: On 
the front-end a user is performing changes via graphical user interface, the 
information is sent to the simulation via the network. 

 
G-HLAM [12], on the other hand, focuses more on fault 

tolerance, i. e. monitoring and migration of the distributed 
federates. The group of main G-HLAM services consists of a 
Broker Service which coordinates management of the 
simulation, a Performance Decision Service which decides 
when performance of a federate is not satisfactory, thus, 
migration is required, and a Registry Service which stores 
information about the location of local services. It has been 
tested on the application supporting surgeons with 
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simulations of vascular reconstruction, using distributed 
federations on the Grid for the communication among 
simulation and visualisation components. 

Further comparison of different frameworks, 
computational steering environments, libraries, and tools is 
given in [2]. 

In the previous years, within the Chair for Computation in 
Engineering and with our cooperation partners at the Chair 
for Computer Graphics and Visualisation at Technische 
Universität München, an environment for pre-operative 
implant planning for hip joint replacement has been 
developed [6]. The ultimate goal of this medical procedure is 
to keep the stress distribution after insertion of an implant as 
close as possible to the physiological state, since removal of 
stress from certain regions in the bone due to the insertion of 
an implant might cause osteoporosis, degeneration of bone 
tissue, and lead soon unavoidably towards a new surgical 
intervention. 

The developed analysis tool allows for implant selection 
and positioning based on prediction of response of 
patient-specific bone to a load that is applied. For this, two 
indispensable components have been coupled. 

One is a simulation engine based on the models of femur, 
i. e. thigh bone geometry constructed by CT/MRI-data and 
using the Finite Cell Method (FCM), a variant of the high 
order p-FEM code with fictitious domain approach, as 
proposed in [3]. With this method, models with complicated 
geometries or multiple material interfaces can be easily 
handled without an explicit 3D mesh generation. The basic 
idea is an extension of the weak form of the partial 
differential equation beyond the physical domain up to the 
boundary of an embedding domain, which can easier be 
meshed. 

The other is a sophisticated visualisation platform that 
allows the intuitive exploration of the bone geometry and 
particularly the mechanical response to various load 
situations of the physiological state and the post-operative 
state of an implant-bone situation in terms of stresses and 
strains [4, 5]. For this purpose, after sending an update of the 
settings − either after insertion/moving an implant, or testing 
a new position/magnitude of the forces applied to the bone − 
for each element and corresponding tensor a scalar value, i. e. 
the so-called von Mises stress norm, can be calculated and 
visualised as shown in Fig. 2. 

 
Fig. 2. Von Mises stresses (calculated for a polynomial degree p = 6) of a 
healthy bone (left) and after a virtual surgery (right) under load of 1500 N 
and 1125 N exerted at the femur’s head and the great trochanter, resp.; darker 
colours refer to regions with higher stress magnitude, thus, providing an 
overview of how the implant changes the stress distribution in the 
surrounding bone tissue. 

The challenges in developing such a two-component 
analysis tool are described in more detail in [6], [4], [5]. 
Unfortunately, due to the rigid communication pattern 
between the components, the new setting could be considered 
by the simulation only after the result for the previous one has 
been calculated and sent to the user. Therefore, the higher 
polynomial degrees were used, the longer became the total 
time for computing the outdated result plus the new ones until 
one could finally perceive the effect of his last change. 

Hence, the central topic of this paper is the way in which 
these two components are glued in a new approach via our 
framework in order to allow for instant feedback about the 
changes performed by a surgeon. 
 

II. GENERAL IDEA OF THE FRAMEWORK 
In order to achieve an immediate response of any 

simulation back-end to changes made by the user, the regular 
course of the simulation coupled to our framework is being 
interrupted, using software equivalents of hardware 
interrupts, i. e. signals, in small, user-defined cyclic intervals 
followed by a check for updates [2]. 

If there has been any change on the user side, the new data 
is received and simulation state variables are manipulated in 
order to make the computation stop and then restart from an 
adequate point, according to the updated settings (new 
geometry, boundary conditions, etc.). It is the responsibility 
of a user to instruct the simulation program how the received 
data should be matched to the simulation data. 

After the check for updates has been done, independently 
from whether any has been received, the control is given back 
to the simulation which continues from the state saved at the 
previous interrupt-point. However, this unconditionally 
happens only until the values of the simulation state variables 
can be compared earliest. Consequently, if the result of the 
comparison indicates so, the upcoming computation steps are 
skipped, meaning automatically re-starting the computation 
with new settings again. 

As elaborated in [7], a significant remark is that, to 
guarantee the correct execution of a program, one should use 
certain type qualifiers for the variables which are subjects to 
sudden change or objects to interrupts. Namely, ensuring 
atomicity of certain operations on the data is crucial for 
deterministic behaviour of the program. In addition to this, 
insuring memory consistency is necessary, not only in the 
sense of accessing always the correct values of variables in 
the main memory instead of potentially outdated values in the 
cache due to certain compiler optimisations, but also in the 
sense of releasing all allocated memory which is not 
supposed to be accessed anymore, or which is even not 
possible to access as soon as the new computation starts. 

With some intermediate (one iteration in case of an 
iterative solver, e. g.) or the complete computation (in case of 
a direct solver, e. g.) being finished without an interrupt, new 
results are handed on to the user process for visualisation. 
Nevertheless, due to the fact that the framework is intended 
to be integrated in various application scenarios, hence it 
cannot be predicted in which way the results should be 
interpreted in each of them, it is again user’s responsibility to 
prescribe to the front-end process how to interpret the 
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received data so that it can be appropriately visualised. 
As given in more detail in [2], since many applications are 

amenable to concurrent execution, they are programmed 
nowadays using either shared memory, message passing, or 
these combined in hybrid parallel algorithms, thus, the design 
of our framework takes into consideration and supports all of 
them. These results in an extra effort to ensure correct 
program execution and avoid synchronisation problems 
when using threads. 

In case of pure multithreading (with OpenMP / POSIX 
threads, e. g.) used for the computations on the simulation 
side, the idea is that as soon as a random thread is interrupted 
by a signal at the expiration of the user-specified interval, it 
checks via the functionality of the Message Passing Interface 
(MPI) if any information regarding the user activity is 
available. If the aforesaid probing of the user’s message 
indicates that a change has been made, both the receiving and 
the other threads instantly obtain information about it due to 
the manipulated state variables, all of them becoming aware 
that their computations should be started over again and 
proceed in the way in which clean termination of the parallel 
region is guaranteed, as described in more detail in [7]. 

The same is valid for the case of hybrid parallelisation of a 
simulation (i. e. MPI and OpenMP), where not only a random 
thread in each active MPI process is being interrupted by 
signals to check for the updates, but also all the processes 
have to be explicitly notified about the changes performed by 
a user, which involves additional communication overhead. 

Nevertheless, to prevent one master process, the direct 
interface of the user’s process to the computing-nodes, i. e. 
slaves, from becoming a bottleneck, a hierarchical 
non-blocking broadcast algorithm for transferring the signal 
to all computing nodes has been implemented (Fig. 3), where 
all the computing nodes have their own signals invoked for 
their own fixed intervals. 

Although all the simulation processes have to invoke their 
own signals to do checks for updates, this, due to the very 
small intervals in-between the two checks, still does not 
cause intolerable delays, even despite the necessary 
synchronisation among the processes. 
 

III. TEST CASE–THE BONE 

A. The Communication Pattern 
The main functionality provided to aid the pre-operative 

planning consists of the insertion of different implants, 
changing their position, applying forces at different places 
and with different intensity. The result a surgeon receives in 
terms of stresses distribution is accordingly visualised. 

So as to achieve receiving of any feedback in real-time 
with the FCM simulation running on standard 
consumer-class hardware, and this even for higher accuracy, 
i. e. polynomial degrees of basic functions used in FCM 
higher than 4, our framework with several valuable features 
has been utilized.  

To profit from all the features of the framework and 
overcome the problem of long communication delays, the 
initial structure of the components to be coupled has been 
slightly adapted to our needs. 

 
Fig. 3. Hierarchical communication pattern and transfer of the signal to all 
the processes. User process sends new settings to master of the simulation; 
master process checks for those updates in small, cyclic simulation specific 
intervals until an update is received, when it is transferred to all of the slaves 
in the communication hierarchy. Meanwhile, the slaves are doing their own 
checks in their own fixed intervals. 

 
On the front-end, the main thread is in charge of fetching 

user interaction data and rendering. It is important to make 
sure that sending of the update information is done only, and 
also immediately, when the user is actually intervening via 
graphical user interface. 

Consequently, in a second thread a loop for sending 
fetched updates is implemented. For sending of updates we 
use non-blocking MPI routines, giving the user an 
opportunity to provide for the computation the information 
about all of his modification requirements either immediately 
or in timely fashion, i. e. in specified intervals. 

To our advantage, this thread is completely independent 
and, thus, not synchronised with the remaining third thread, 
which is dedicated for waiting to receive results as soon as 
these are available. In the first thread the rendering loop is 
continuously being executed, thus, this data becomes 
immediately visible to the user. A simplified communication 
pattern between the modules on the front-end and simulation 
on the back-end is illustrated in Fig. 4. 

In order to benefit from this pattern, what becomes a 
challenge, is exploring the way in which the simulation 
running on the back-end can simultaneously become aware 
of the changes made on the front-end, i. e. when and how to 
interrupt the simulation kernel so that it can instantly receive 
an update and re-compute the solution for a new system of 
equations. To describe the challenge in more detail, we 
provide a basic overview of the simulation kernel structure. 

 
Fig. 4. Communication pattern between the two components. From the user 
front-end the changes of the data are recognised on a per-frame basis and sent 
immediately to the simulation via non-blocking routines. The simulation 
results, in terms of stresses, are then calculated and sent back to the user. 

B. The Simulation Kernel 
At the beginning, the femur voxel information generated 

on the visualisation side based on the quantitative computed 
tomography (QCT) scans and indicating the bone strength is 
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transmitted over the network, thus, the rectangular domain 
which embeds the entire femur is generated. The domain is 
then divided into sub cells of the same size. For the 
aforementioned FCM simulation, the polynomial degree of 
the shape functions p and the number of voxels in each 
direction are read from the user input file and are not 
dependent on the visualisation. The computational domain is 
kept fixed during the whole runtime of the simulation as the 
time-consuming discretisation is done only at the beginning, 
making the kernel convenient for interactive computing.  

Driven by external forces f, a deformed solid is governed 
by the well-known equations from static elasticity theory, 
resulting in a linear equation system K⋅u = f, where K is 
known as the stiffness matrix, u the displacement vector of all 
vertices, and f the force vector applied to the system. The 
stiffness matrix K is assembled from the element stiffness 
matrices, referring to individual elements lying inside the 
femur’s physical domain. 

Described initialisation and meshing steps are followed by 
an interactive computing loop, which consists of receiving 
user updates, pre-processing steps, solving the 
aforementioned system of equations, post-processing, and 
finally sending results to the user (Fig. 5). 

Concerning the system of equations, due to its poor 
condition number sophisticated iterative solvers fail to be 
efficiently deployed and special treatment which allows for 
both the design of sophisticated solvers as well as for 
advanced parallelisation strategies is required. Therefore, a 
direct solver with hierarchical concepts, i. e. exploiting an 
octree data structure based on a nested dissection of the 3D 
domain (see Fig. 7) is used [13]. The main advantage here is 
that when inserting the implant, the stiffness matrices of the 
cells that experience change are updated locally and 
reassembly step is done only for a modified part of the 
system. 

 
Fig. 5. Simulation process − execution flow. After receiving the data 
necessary for defining the problem and setting up the p-FEM kernel, a system 
of equations needs to be solved. The interactive computing loop consists of 
the pre-processing phase, an efficient direct solver based on nested dissection 
scheme where displacements of all the elements’ vertices are calculated, the 
post processing phase, and finally returning computed stresses to the user’s 
front-end for visualisation. 

 
Despite the overall better performance of the solver in 

comparison to other direct solvers, i. e. Gauss and relatives, 
the current reassembling step which is computationally most 
expensive is undoubtedly worth being interrupted or skipped 
as soon as a surgeon on his interface changes actual settings. 

C. Towards Interactive Computing – Interrupting the 
Simulation 
As already implied, in order to further improve the 

proposed system towards an interactive simulation and 
visualisation environment, we have integrated functionality 
of our framework for instant interrupting the current 
computation in case of an update. On this occasion, due to the 
update, obtained stiffness matrices are supposed to be 
assembled, step by step traversing an octree bottom-up, into 
the global stiffness matrix. Afterwards, the solution for the 
system of equations at root, i. e. zero, level of the octree is 
done and all the solutions are recursively passed for each 
node to the nodes one level lower in the hierarchy for their 
own local solutions, as shown in Fig. 6. All the partial 
solutions are finally assembled into the final solution vector. 
The described algorithm, as presented in [13] has shown 
excellent scalability values in case of hybrid parallelisation 
[8]. 

 
Fig. 6. Nested dissection solver. Dashed arrows indicate the solution 
sequence and the solid ones the assembly. For instance, in case of an 
interrupt being caught while processing the filled node at the bottom of the 
hierarchy, supposing the tree-like structure is being traversed in depth-first 
manner, the processing of the nodes marked with the cross is skipped. 

 
Therefore, our intention is that the most time consuming 

phase, i. e. assembly, parallelised using shared or distributed 
memory concepts or both is being interrupted. Here, 
cyclically-repeating signals are used for frequent checks for 
updates. If there is an indicator of the upcoming message 
from the user side, this is recognised while processing one of 
the nodes in the previously mentioned hierarchical data 
structure and the simulation variables are set in a way which 
ensures skipping the rest of the nodes, as shown in Fig. 6. 
Thus, all the layers of the recursive assembly function call 
return immediately, the solution steps are skipped as well, 
and the new data is received at the beginning of the next step 
of the interactive computing loop. 

 
Fig. 7. Building a hierarchy of tasks based on nested dissection of the 
rectangular domain (for the sake of simplicity 2D case is shown). Dissection 
is done recursively and all the element stiffness matrices and load vectors are 
placed in the leaves of the tree structure. 

 
In addition to the guaranteed data values consistency 

necessary for the correct program execution, mentioned at 
the beginning of the Section 2, sufficient steps to prevent 
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potentially introduced severe memory leaks before the new 
computation is started have to be taken. This is due to the 
interrupts and their possible occurrence before the memory 
allocated in the solver has been released. If assembly of 
different parts of the ochre is being processed by separate 
threads, i. e. the solver code is parallelized via Open MP, 
unexceptionally in this test case, it is ensured that when a new                   
update is recognized by the thread catching a signal, all the 
other threads become immediately and automatically aware 
that they are supposed to skip the rest of their computations. 
As soon as the assembly has been completed without an 
interrupt, the stresses are sent back to the user process for 
visual update. Although precious time has been saved by 
skipping all the previous ones and calculating results only for 
an actual setting, unavoidable delay of any visual feedback 
especially for the higher p, i. e. higher than 4, is experienced 
as already expected, since the time needed for a new 
computation is dramatically increasing in case of increasing p. 
Here, we profit from a hierarchical approach. 
 

IV. HIERARCHICAL APPROACH FOR THE BONE 
The hierarchical approach used in this test case is based on 

the usage of several, chosen by the user, different polynomial 
degrees for corresponding parallel processes (Fig. 8). The 
voxels’ data as well as the data referring to user interaction is 
being sent to all of them via MPI, and they can all start their 
own computation, naturally, for lower p finishing faster than 
for higher p. As soon as any of them is finished, the results 
are sent to the front end and visualised. 

What is accomplished in this way is that while the user’s 
interplay with the settings is very intensive, he is getting not 
the most accurate, nevertheless immediate feedback about the 
effects of his changes, i. e. results for lower p, more 
specifically p = 1 or p = 2, being able to see the more 
accurate results in addition to this only as soon as he stops 
interacting and lets the simulation finish one iteration in the 
interactive computing loop for higher p values. As soon as 
user interaction starts over again, the results for the lowest p 
are immediately being visualised and the general impression 
about the tendency can be instantly gained one more time, 
switching afterwards gradually to higher levels of hierarchy 
until either the user starts interacting again or the highest 
accuracy is achieved, i. e. results for the highest hierarchy are 
received (Fig. 9). The number of MPI program instances, 
being executed for different p, i. e. hierarchy, can be chosen 
by the user. 

 
Fig. 8. Hierarchical approach – the communication pattern for the two chosen 
hierarchies – for instance p = 2 and p = 6. The updates are being sent to both 
of them, only the computation for p = 2 being able to finish and send back the 

result until the next update has been received. The computation for p = 6 is 
being interrupted and skipped all the time until the user stops interacting, 
when it has a chance to finish and send back the stresses for visualisation. 

 
Fig. 9. Transition from p = 6 to p = 1 as soon as the user starts performing 
changes, i. e. changing the forces magnitude and direction, inserting an 
implant and moving it, etc. and getting the result again for p = 6 as soon as the 
interaction stops. In this way the user receives instantly feedback about the 
stress distribution, getting the finer result only when he stops interacting. 
 

V. RESULTS AND CONCLUSIONS 
The starting point of our work was a computationally 

efficient simulation and a sophisticated user interface with 
visualisation module, both opening the door for real-time 
interactive computing. The integration of our framework then 
comes into play not only to make more suitable for this 
purpose the way the data is communicated, but also to enable 
interrupting the simulation immediately and getting instant 
feedback ensued by any user interaction. 

Evaluation of the performance on this particular test 
scenario, where the simulation is executed on multi-core 
architectures and connected to the visualisation front-end via 
a network still proved that this is yet another test case where 
the overhead caused by the framework itself is not 
significant. 

The tests have been done in the past also on other 
multithreaded and distributed simulation test cases, where, as  
Fig. 10 and Fig. 11 show, we also got promising results. 

 
Fig. 10. Scenario with OpenMP parallelised Gauss-Seidel solver on a grid of 
size 500 × 500 without signals invoked, with signals invoked, but without 
any user interaction and with extremely intensive user interaction, i. e. each 5 
milliseconds, shows excellent speedup results tested on 1, 2, and 4 cores. 
 

In none of the test cases, even the one where the user 
interaction was invoked in 5-millisecond intervals, which is 
far more frequent than typically occurs in practice (the results 
of the measurements are shown in Fig. 10), did the 
integration of the framework significantly affect the overall 
execution time. 

In the future, we will concentrate on testing the framework 
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in case of distributed and massively parallel version of this 
particular simulation. Load balancing techniques will be 
applied in order to involve all the available processes during 
the overall program runtime. This becomes especially 
challenging for the tasks organised in the hierarchy, where 
the number of processes involved is typically decreasing by 
the factor of 2n on each level, where n is the dimension of the 
space. Thus, a sophisticated optimisation technique for the 
tasks with dependencies will be applied, which involves 
various heuristics in order to balance the work among 
processes in the optimal way. 

 
Fig. 11. Excellent speedup of a distributed Jacobi solver tested for up to 64 
processes on AMD Opteron 850 processors at 2.4 GHz, without the 
integration of our framework and with it for different intervals in which 
signals occur (1 and 0.5 milliseconds); overhead introduced by the 
framework itself is negligible. 

 
Also, the problem of data transmission for very high p will 

be tackled for minimising the amount of data which is being 
transferred in both directions. 
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 D A T A   M A N A G E M E N T   A N D   E X P L O R A T I O N 
 
 
 
 
Efficient data management is crucial for the synthesis and exploration of high 
resolution GIS and BIM data. As mentioned in the introduction, our objective was the 
design of a mashup for the interactive data exploration beyond Google Earth that 
further provides a simple coupling of simulation processes and supports immersive 
stereo visualisation on multi-display environments. Such a mashup for the 
aggregation and extraction of high resolution multi-scale data was developed by 
VARDUHN (see the following paper) based upon different layers of spatial data 
structures for an efficient level-of-detail processing. From the very beginning, special 
emphasis was laid on the practical usage of that mashup for CSE-related 
applications. A first promising example was the coupling of indoor thermal comfort 
assessment built up on works by FRISCH [82] and our group [83]. 
 
This mashup was successively extended by VARDUHN with further functionality 
addressing different aspects of data exploration. Those extensions comprise 
immersive stereo visualisation on CAVE systems [84], the development of a 
sophisticated level-of-detail concept for a stepwise coarsening of high resolution BIM 
models [85], and the design of efficient strategies for data distribution and 
parallelisation driven by geometry, i. e. by geometric user queries related to data 
processing, visualisation as well as – a first – coupling of different CFD codes [86]. In 
[39], we could show the successful deployment of our exploration system to a multi-
scale CFD simulation (by this time computed in offline mode) for flooding scenarios 
where effects on different scales (entire city, single house, single room, …) and, thus, 
detailed damage estimations could become feasible. Moreover, DYLLA [87] designed 
a sophisticated graphical user interface for interaction thus allowing VARDUHN [88] to 
use mobile devices for steering visual explorations and administering digital data – 
the latter one particularly useful when being outside inspecting real buildings or built 
infrastructure while observing the digital model on a hand-held device. 
 
Following is one paper that presents the basic idea of our mashup for processing 
high resolution data and also highlights some use cases concerning planning, spatial 
queries, and coupling of indoor thermal comfort assessment during early planning 
phases. 
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Abstract

This paper shows how hierarchical organisation of data from construction and built
infrastructure can help to overcome limitations of nowadays systems that arise from
distributed storing and different file formats.

This hierarchy, once established, can then be used to ensure fast access to vast
amounts of distributed data and enriches the information basis by spatial context, such
that information spread over former distinct storage locations are connected to each
other and therefore can be treated in a combined and unified fashion.

Since in our approach an octree structure is used to hold the spatial assembly of
the models, many properties such as intersection detection of objects or voxel repre-
sentations can be evaluated efficiently, to still have access to the original geometry –
if necessary – each voxel of the octree stores an additional link to the respective CAD
entity.

Keywords: spatial augmentation, built infrastructure (BIM/IFC), hierarchical data
structures, computational steering, parallel computing, visibility analysis, proximity
analysis.

1 Introduction

Today, the need for digital information from built infrastructure is dominating many
tasks within civil engineering such as planning or maintenance and it is still growing
rapidly. In many cases the entirety of those information is not (cross-)linked over do-
mains or scales, and, thus, prevents to gain a better insight and deeper understanding of
the underlying data. To provide the advantage of hierarchical ordered information, it
has to be dealt with data existing at different scales and models respecting the amount
of data and their structure, which requires the application of appropriate hierarchy and
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usage of elaborate techniques.

In this paper, we present an approach for the hierarchical organisation of varying
information such as textured height maps for terrain visualisation [1] or built infras-
tructure using Industry-Foundation-Classes (IFC) [2] providing geometric and auxil-
iary information at fully detailed level. The objective is to enhance the gain of insight
to the user by fusing and exploiting these diverse data. Such an aggregation is the basis
for arbitrary queries, for example the embedding of graph theory to building informa-
tion modelling, and enables the separation of certain information from unnecessary
overhead.

In our approach, we apply a hierarchical data structure by using octrees in order
to bridge the gap between different models and varying scales of information. This
hierarchy, once established, provides an efficient tool for handling varieties of infor-
mation and evaluating global specific values necessary for the orchestration of the
models such as neighbouring relations between objects or calculating characteristics
such as the total amount of floor space in a whole borough. By doing so, we overcome
the obstacle of (distributed) information being separated or only weakly associated
and therefore receive meta-information which in that form is not available within the
single data sources.

As example, we show the coupling of a thermal comfort assessment analysis using
this octree to a zonal model approach or a CFD simulation. Thermal comfort is defined
and the coupling procedures will be described in detail as well as underlined by results
of such a computation.

This paper is organised as follows: In section 2, we give an overview of the de-
sign and the implementation of a framework whereas in section 3, an example for
the hierarchical organisation of constructions and built infrastructure is presented. In
section 4, the application of our framework to a numerical simulation is highlighted
before in section 5 we close with a short conclusion and outlook.

2 Outline of the Implemented Framework

In this section, we give an introduction to the requests and the resulting design deci-
sions for the implementation of our framework.

In a first step, a file format for storing and accessing the models of constructions
and built infrastructure had to be chosen. Two main properties can be identified to
be mandatory for a file format to be suitable for our purposes. First of all the, format
has to be capable of providing geometric and auxiliary information at fully detail.
Detailed geometric information is mandatory for processing models on a very fine
grain exploration even down to the level of screws. Auxiliary information delivers
the mapping between the geometric representation of an object and its function in
the construction or built infrastructure, this ranges from specification of all doors or
windows in a model to the free association of attributes such as the isolation factor of
the glass used for a window or the service interval of an elevator just to name a few.
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tFigure 1: On the left-hand side, a 2D-projection of a sample first layer octree ensuring
global location awareness is given, whereas on the right-hand side a dynamic second
layer octree based on a building is shown (pictures taken from [4]).

Second, this file format has to meet an industry standard in order to ensure a general
interoperability of the framework with existing solutions. It turned out that Industry-
Foundation-Classes (IFC) [2] fulfil this criteria and therefore have been chosen and
integrated into our framework.

As our framework bases on the idea of integrating various types of data, in a next
step the capability of terrain rendering was added, one of the techniques used in the
field of geo-information systems. Therefore, we use a digital height map delivering
the elevations of a terrain by providing the z–coordinate on a regular grid. From this
we are able to construct a triangular mesh and perform an orthogonal projection of the
texture of the region onto it. Hence, we receive a realistic three-dimensional repre-
sentation of the surface for visualisation purposes and the data basis for engineering
tasks such as road planning [3] or reasonable boundary conditions for large scale flow
simulations as presented in section 4.4.

The hierarchical organisation was the main part of our work during the framework
design as it had to fulfil multiple requests. Thus, we are focusing on large sets of
constructions and built infrastructure models in the size of cities, regions, or even
countries. The underlying data structure then arises the necessity of being capable to
store vast amounts of information on the one hand, and to provide fast access to these
information on the other hand. Furthermore, this data structure has to provide a hybrid
setting in the meaning that it delivers the composition of all data of our domain by still
being capable of accessing the fully detailed data basis of the framework for highly
specific values on very fine levels. As already mentioned before, this induces the
representation to be approximative to some extend which is negligible in our setting.
The octree provides an inherent level of detail capability, since regions that are lying
far away from the user are not resolved to full depth and will be locally refined on
demand. Due to these demands we decided to implement an octree consisting of a
two layer fashion, see figure 1. The octree is a based on the principle of recursive
spatial decomposition as it divides the domain along every axis in two equal parts and
applies to each of the resulting eight sons (octants) this decomposition, until the object
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tFigure 2: The extraction of doors for illustrating a step wise coarsening due to different
levels of detail (pictures taken from [4])

is completely contained in the octant or does not intersect, or a predefined maximal
depth is reached. On a first layer we hold a precomputed octree which assembles all
models based on their bounding boxes in order to provide global location awareness,
based on a varying set of dynamical on-the-fly generated second-layer octrees, each
holding exactly one building with its exact geometric representation and auxiliary
information.

For reasons of completeness we want to give a short look at the remaining tasks for
the set up, which arise from the pure amount of data to be processed by the framework.
In a first step, several levels of detail (LoD) have been identified and implemented, see
figure 2, which uses the fact that with increasing distance, visualisation details can be
step wise coarsened without an observable loss of information. Initially elements such
as windows or doors are approximated with their bounding boxes as on still further
distances, complete buildings can be visualised via their bounding boxes and for a
street or a bridge the representation by a single line is sufficient.

On all levels of detail, a visibility analysis helps to reduce the amount of primi-
tives to be rendered as far as possible. Since modern hardware is nowadays shipped as
multi-core systems, parallelisation techniques have been applied to the algorithms pre-
sented in this section to exploit the full performance of the hardware using OpenMP [5].
The synchronisation of the single processing threads could be ensured by using the
structure of the octree on both layers of its implementation. Since this is just a short
introduction to the technical implementation, we refer the reader to [4] for a deeper
look into detail.

3 Applying Hierarchy to Constructions and Built In-
frastructure

In this section, we discuss the hierarchical organisation of IFC based models for con-
structions and built infrastructure. As already mentioned during the introduction of
our framework in section 2, we have chosen octrees for the implementation.

For building up the data basis of our framework we start with a set of N IFC
models which are extracted by using the 3rd-party tool IFCEngine [6]. As IFCEngine
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provides the full detailed geometry, we can directly generate the bounding box for
each construction and build up the first-layer octree based on the distinct bounding
boxes for all constructions and built infrastructure. As we still keep the (physical)
storage information of the model in the respective leaf node, it is possible to query the
IFC information of a model at any time.

The generation of the second-layer octrees for each single IFC model is a highly
dynamical process, as it is completely driven by user interactions. For every change
of the position of the user or its viewing angle, we identify by querying the first layer
octree which models have to be loaded, refined, or can be discarded. If a model
has to be loaded, IFCEngine is used to receive its triangular representation and the
octree is built up based on the full detailed information. We want to point out that
the information about a model retrieved from IFC are not restricted to the geometric
representation but also contain the complete set of auxiliary information of this model.

With the hierarchical organisation we have established a foundation resulting from
different formats and scales that is capable of orchestrating large sets of information
and gives the user a tool at hand to answer new kinds of questions taking into account
data that cover a whole city or even a region and can rely on information in any depth.

4 Use Cases

In this section, we show some sample use cases for the application of our framework,
whereas we want to demonstrate the possibility of evaluating information on a huge
scale without being restricted in the considered depth of information, which is a new
approach beyond nowadays existing solutions.

4.1 Application to Planning Processes

In this section, we focus on the planning process of large constructions in dense re-
gions or regions with critical parameters.

In a first stage of planning a highway, e. g., it is mandatory to check the intersections
of the new construction with existing constructions or built infrastructure such as pipe
networks, streets or buildings to analyse possible construction scenarios.

When adding a new construction to the existing set of constructions, it is first of
all treated as every other object in the set. As described in section 3, the octree is
generated based on the models added to the framework. Accordingly, we can focus
on exploiting the data structure and, thus, checking for intersections between models
can be reduced to a fast and simple multiplexing of linearised octrees.

A linearisation of an octree is a bitwise representation of the tree, see figure 3,
based on the information if an octant is refined or not. Initially, the first level of the
tree is linearised by iterating through its octants in an arbitrary but fixed order. Leaf
nodes add a 0 to the stream followed by its (fixed sized) value, further refined octants
add a 1 and the recursive linearisation of their eight sons in the same order as before.

5
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values of the leaf nodes (0) stored in binary representation and highlighted bold.

Concerning the application of our framework to planning processes, only the lin-
earisation of the octree, holding the new construction, has to be multiplexed with the
linearised octrees of the objects in the domain to detect intersections. Multiplexing
in this context describes the parallel iteration through both streams and checking a
logical operator on both streams, see figure 4 and [7].

Multiplexing two streams with the logical operator AND of one octree specifying
the new construction and another octree holding the domain it is planed for, delivers all
intersections of the two groups of objects by simply iterating through two bit streams.
Therefore, the octree structure does not have to be re-established. Instead, intersection
detections can be made only by iterating through the streams, although the octree
structure can be retrieved from its linearisation by simply pushing the linearisation
level-wise onto a stack.

As during planning processes the check of intersections is a highly dynamical pro-
cess, these interference checks can be performed in en efficient manner by applying
multiplexing to the linearisation of octrees, since the domain where the construction
is intended to be planed for stays constant, its linearisation stays constant as well and
therefore only the octree of the new construction has to be recomputed or even only
locally refined.

By performing interference checking based on multiplexing, sufficient update rates

Figure 4: Parallel iteration through two linearised octrees of different depth.
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can be achieved even for wide ranging constructions and therefore enable the user
to perform computational steering for planning processes. A good estimation for the
time consumption of multiplexing octrees is given in [7], whereas in our case only
one tree for the new construction is multiplexed with the set of N octrees, thus, the
complexity of the problem reduces from the type of O(N2) to O(N).

4.2 Global queries

In this section, we describe the evaluation of global queries based on fine detailed in-
formation concerning constructions and built infrastructure. The application of these
queries are lying in many fields besides civil engineering such as environmental engi-
neering [8] or disaster management [9] where complex queries have to be evaluated
in short time.

In the situation of an earthquake for example one of the first things that have to be
done is to establish medical support centres. This complex task can at a first stage be
split into a query connecting spatial questions with auxiliary information provided by
IFC models.

In this case, a query can be specified as the search for the closest buildings with
a specified minimal distance to the epicentre, which has to be equipped with an air
condition system and an amount of usable space of at least 1000sqf. The evaluation
of such a query can be done by first evaluating the hierarchy of models and filter
buildings that are candidates due to their relative position to the epicentre. In algo-
rithm 1, the pseudo code of such a query in SQL similar syntax is given, for further
approaches see [10]. These candidates are then iterated and due to the underlying fully
detailed IFC information, containing search criteria such as air condition systems or
the amount of usable space, they can be evaluated and ranked.

By performing this search driven by the spatial data structure, first results close to
the actual point can be evaluated and processed with IFC information, whereas the
iteration through the data is extended while delivering these results to the user.

At the moment the definition of the input format of queries is still subject to current
work to give the user a tool at hand which lets him freely perform questions to the
framework.

Algorithm 1 Pseudo code for a query combining spatial and IFC criteria

SELECT ∗ FROM b u i l d i n g s
WHERE ( IFC_has_AC = TRUE AND SUM( I F C _ f l o o r _ s p a c e ) > 1000)
ORDER BY DIST ( m y _ p o s i t i o n − c e n t e r ) ASC
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4.3 Application of Indoor Thermal Comfort Assessment for Build-

ings

In modern design and planning processes of large buildings, indoor thermal comfort
assessment is mandatory. Ideally an assessment should be done in a very early design
stage as economic savings have in this phase the highest potential due to the possibility
of changing design steps easily.

ASHRAE Standard 55 [11] defines thermal comfort as a ‘condition of mind that
expresses satisfaction with the thermal environment’. Benzinger [12] defines thermal
comfort as ‘the absence of driving impulses from cutaneous and hypothalamic recep-
tors’. Obviously, thermal comfort is related to temperature distribution in rooms as
well as temperature sensation and comfort perception. Therefore, it is strongly related
to a thermal state of the body itself which is a result of thermophysical and regulatory
processes of the central nervous system (CNS). Furthermore, there is a varying influ-
ence of single body parts which need to be weighted with different factors according
to their specific physiology. The most significant factors for temperature sensation
are the deviation of the mean skin temperature from a setpoint (∆Tsk,m), hypothala-
mus temperature deviation from a setpoint (∆Thy) as well as the change of mean skin
temperature over time (dTsk,m/dt).

One way of assessing indoor thermal comfort is using diagrams given in interna-
tional standards such as EN ISO 15251 [13] or EN ISO 7730 [14], e. g. Usually the
analysis takes into account the indoor operative temperature and the running outdoor
temperature. The indoor operative temperature according to the ASHRAE handbook
of fundamentals [15] can be defined as the average of the mean radiant and ambient air
temperatures, weighted by their respective heat transfer coefficients. The running out-
door temperature is defined in EN ISO 15251 [13] by using an exponentially weighted
average of the mean outdoor temperatures of the last seven days. Very high or very
low peaks are smoothed out in this consideration. Statistical weather data from the
specific location of the building itself need to be used for these computations. Ac-
cording to the settings of this two values, the room in the building can be classified
into three categories of thermal comfort (I to III). The categorisation also depends on
the type of building and usage. If users are allowed to open windows and apply a
self-regulation, different category boundary conditions are applied than in the case of
mechanically ventilated buildings with no user regulation or the possibility to open
windows. These classifications are done on a large scale, regarding the room itself
and using empirical diagrams from standards.

Increasing the amount of details, the analysis is extended to user level. As very
easy model, the predicted mean vote (PMV) model was proposed by Fanger [16]. It is
valid for uniform, steady-state boundary conditions for the whole body near thermal
neutrality and computes the imbalance between the actual heat flow from the body
and the heat flow required for optimum comfort. The result is interpreted on a 7-point
ASHRAE [15] scale where −3 denotes very cold, 0 means neutral and +3 denotes a
very hot state. Using the predicted mean vote one can compute the predicted percent-
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Figure 5: predicted percentage of dissatisfied (PPD) [14]

age of dissatisfied (PPD) by the relation

PPD = 100− 95 · exp
(
−0.03353 · PMV4 − 0.2179 · PMV2

)
. (1)

As one can expect, 100% of satisfied people can never be reached, and the formula
shows this fact while observing the minimum of the PPD function resulting at 5% for
PMV = 0 (see figure 5). Unfortunately the boundary conditions for which the pre-
dicted mean vote model is applicable are quite restricted. During a dynamic transient
simulation, the boundary conditions are not steady-state and if local effects such as
asymmetric thermal radiation are applied, the boundary conditions are not uniform
either. Furthermore, only one global value is computed for the body which is unable
to cover local thermal effects. Therefore other models need to be applied.

Local thermal effects consider draught, vertical temperature gradients, warm and
cold floors, as well as asymmetric temperature radiation. Considering a test subject
in a ventilated room, local effects such as vertical temperature gradients and draught
differences between the different body parts have to be taken into account. Therefore
other models than the one of Fanger must to be applied. The 65MN model of Tan-
abe [17] or the model of Fiala [18, 19, 20] based on the work of Stolwijk [21] can
be used, as they can account for local thermal effects. With these models, local re-
sultant surface temperatures can be computed and linked via local thermal sensation
votes (LTSV) to a local perception of comfort regarding all boundary conditions as
described by van Treeck et al. in [22]. A result of an example simulation can be seen
in figure 6.

Boundary conditions from the room itself as well as weather data and other occu-
pants will influence the simulation of one manikin. As the manikin itself will also
influence the room, a bidirectional coupling needs to be established. If the room is
large compared to the manikin itself, only a unidirectional coupling can be applied,
ignoring the influence from the manikin to the room.

As seen above, for all kinds of thermal comfort assessment (standard-based or
manikin-based) surface temperatures of the room itself are necessary as assessment
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Figure 6: Thermal comfort assessment using the model of Fiala: upper left part shows
local surface temperatures of all body parts at 3 different time steps with a fixed linear
scaling where blue is 26◦C and red is 37◦C; the graphs show the results of the simula-
tion. The upper right part shows the temperature graph containing the hypothalamus
temperature Thy, the mean skin temperature Tsk,m and the mean surface temperature
Tsf,m on the outside of the clothing.

condition. Therefore some kind of thermal simulation has to be applied.
Three types of simulation are applicable, ranging from a very large scale in time and

space to a very small one. An annual or monthly balance can be used by computing a
stationary heat balance over a long period in time. This is a very coarse method and
only mentioned here for reasons of completeness. Another method is the simulation
of a thermal multi-zone model where a quite coarse discretisation in space, but a fine
discretisation in time is selected. A room is represented by a minimum of one node
(single-zone model) for the air temperature etc. The model is based on an anisotropic
finite volume conservation approach explained in Clarke [23]. The physical problem is
expressed in a set of conservation equations for energy, momentum and mass, which
are solved for each time step resulting in the temperature values in each degree of
freedom such as the air and wall surface temperatures for instance. The numerical
validation of the zonal model used for this work can be found in [24]. Another method
for computing the surface temperatures is the computational fluid dynamics approach
discussed in section 4.4.
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Level of Details

Figure 7: level of detail dependent analysis gathering data from every step

The zonal computation for simulating the resultant surface temperatures in each
time step needs beside the weather data, including the direct and diffuse solar irradi-
ation, the air temperature, and the wind velocities, a complete geometric description
of the room or the building to simulate, including detailed information about the con-
struction parameters applied to this specific building. Here we can take advantage of
the combination of the hierarchical data structure delivering the assembly of the mod-
els the framework is based on, and the specific information depth provided by the IFC.
On the one hand, we receive from IFC the definition of rooms, floors, etc. referred
to by the IFCSPACE [2] definition, which directly provides the geometric definition
of the domain we are covering with our analysis. On the other hand, we can take ad-
vantage of the capability of IFC to deliver auxiliary information related to single parts
of a construction. These input data range from the isolation values of the glass of a
window pane to the surface condition of walls with all its layers or the carpet a room
is equipped with. An example of this procedure can be seen in figure 7.

Using all these embedded information sources, a nearly automated whole year sim-
ulation can be done and a thermal comfort assessment analysis can be applied conse-
quently.

4.4 Application of Computational Fluid Dynamics

This section focuses on applying CFD simulations on varying scales by using a Lattice-
Boltzmann (LB) implementation [25, 26] existing at our research group. Unlike the
classical method using the Navier-Stokes-Equations, the Lattice-Boltzmann equations
are based on concepts of statistical physics. They use a first order finite difference
approach in space and time resulting in a quite simple scheme regarding implemen-
tation. For additional numerical stability of the method, a multiple-relaxation-time
(MRT) model based on d’Humières [27] was used and the simulation of convective
airflows was achieved by using the hybrid thermal model proposed by Lallemand &

11
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phenomenon of a human test subject in a room after 300,000 time steps

Luo [28]. For a deeper look into detail, the user is referred to [29, 30, 31].
As input data for such a Lattice-Boltzmann method, a voxelised structure contain-

ing boundary condition information is necessary. Based on the hierarchical represen-
tation we can exploit the spatial decomposition structure of the octree already at hand
to generate a voxel representation of the domain of interest as input for the CFD sim-
ulation. This is done by adjusting the depth of the octree to the defined mesh width of
the CFD simulation and export the octree in a way that in opposite to a basic octree
implementation even black nodes, meaning octants that are completely contained in an
object, are refined to the predefined depth. Therefore, we receive a complete equidis-
tant voxel representation of the considered domain to hand over to the CFD simulation
after mapping and setting the adjusted boundary conditions. An analysis regarding the
parallel performance of the used code and the influence of different discretisations can
be found in [25].

Figure 8 shows the results of a Lattice-Boltzmann computation using the parallel
code mentioned above. The computation was done using approximately 26.9 million
voxels and 128 computation nodes, and took for the given temperature boundary con-
ditions around 24 hours for computing and writing detailed information for 300,000
time steps. Unfortunately this computation represents only a few seconds of real time
behaviour, so a whole year computation of a complete building or a city is at the mo-
ment not feasible. For this type of simulation, a zonal approach using empirical con-
vection coefficients, coupled with a CFD analysis at critical time steps for checking
the behaviour of the flow is a reasonable approach of a complete thermal assessment
analysis.

5 Conclusion

In this paper, we presented an approach for using the concept of hierarchical organised
information with its application to data from constructions, built infrastructure, and

12
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terrain data. Hence, the user is given a tool at hand which combines fast access to
the fusion of vast amounts of information processing at arbitrary depth of detail. This
framework is open to be enriched by further formats or data repositories in general, as
planed for future work.

In contrast to existing frameworks the application of a strict hierarchical concept
overcomes the limitations of distributed stored information without omitting the full
depth of information or efficient data access and processing.

Future work will comprise the integration of further data formats such as volumetric
subsurface data, simulation results, and seismic data. Besides this, the support of
computational steering capabilities, i. e. interactive computing, will be promoted and
an interface for running utmost free queries against the data basis as described in 4.2
will be incorporated.
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 C F D   A P P L I C A T I O N 
 
 
 
 
By now having tools for both process interaction and data exploration at hand, we 
want to consider a practical use case from the field of multi-scale engineering 
applications, namely CFD. Those applications are challenging due to their huge 
demand for high-performance computing and highly efficient algorithms, thus making 
them an ideal representative for our researches concerning interaction in high-
performance computing scenarios. Computational steering of CFD codes has a long 
tradition in our group, culminating in several doctoral theses from KÜHNER [89], 
WENISCH [90], and PFAFFINGER [91]. Based on those excellent experiences we then 
decided for a new approach performed by FRISCH that from the very beginning 
facilitates massively parallel processing (MPP), dynamic load balancing, efficient 
numerical algorithms, and interactive computing. 
 
The following three papers present this work at different stages. The first one 
describes our hierarchical adaptive data structure for nested non-overlapping block-
structured grids and their application to a rotating heat source as well as to a NAVIER-
STOKES-based CFD kernel. As those grids have to frequently exchange data with 
their neighbours, an efficient communication scheme was presented by our group in 
[92]. Based on that scheme, FRISCH further developed a so-called neighbourhood 
server (some kind of a topological repository) in order to keep track about all relations 
between different grids during runtime, especially important to enable grid migration 
as basis for dynamic load balancing strategies. A detailed discussion on that 
neighbourhood server along with some benchmark computations are part of the 
second paper. To foster interactive computing, highly efficient numerical solvers 
become inevitable. Therefore, GANABA [93] carried out a detailed study of different 
parallel solvers and their applicability on our data structure and communication 
scheme, resp. The third paper finally summarises recent results we obtained for a 
parallel multi-grid like solver up to 32,768 processes when solving the pressure 
POISSON equation as the most expensive part within our CFD code. 
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Adaptive Data Structure Management for Grid
Based Simulations in Engineering Applications

Jérôme Frisch, Ralf-Peter Mundani, and Ernst Rank

Abstract—This paper describes a hierarchical adaptive data structure
management used for typical engineering simulations such as temperature
diffusion problems or computational fluid dynamic problems. Sketches for
using an adaptive non-overlapping block structured grid in a distributed
manner are deployed and sample simulations are computed to underline
the used concepts. Furthermore, a small outlook is given to future work
planned in this area, how to improve the implemented version of the code,
as well as how a parallel concept might look like.

Index Terms—data management, adaptive grid, non-overlapping block
structured grid, ghost cells, transient temperature diffusion equation, com-
putational fluid dynamics

I. MOTIVATION

In modern engineering simulations of any kind, accurate ge-
ometric representation is playing a key role for describing a
certain problem. Figure 1 shows a huge, detailed power plant
model containing more than 12,5 million triangles. It can be
seen that both very small but also large triangles are present.
If a detailed computational fluid dynamics simulation around
this power plant should be computed, there is the necessity of
simulating a large volume of surrounding air in order to reduce
the effects of boundary conditions from the enclosing domain
to the plant itself. The easiest way to perform this task is to
uniformly refine the complete computational domain until the
smallest triangle is included or until a given geometric accuracy
is reached. A reasonable resolution would contain more than
2 · 109 uniform hexahedral cells for which the solution of the
CFD problem would take even on huge super computers a quite
long time. The consequence of this uniform refinement is a very
fine grid on places where it is not mandatory from a geometric
point of view. A solution is an adaptive refinement only in ar-
eas where more information is necessary or helpful to increase
simulation results, whereas a coarse grid can be used in areas
of low information density. Unfortunately, this adaptive han-
dling of data asks for a more complex data structure to manage
geometry and boundary conditions.

In this paper, an adaptive data structure management frame-
work based on non-overlapping block structured grids is pre-
sented, in which two engineering applications are tested. The
construction of the block structured grid is based on a recur-
sive hierarchical build-up. The concept is explained and demon-
strated for a transient temperature distribution and for a compu-
tational fluid dynamics scenario.

This paper describes work in progress in order to construct a
data structure and a software framework which is able to deal
with grid refinement and is prepared in such a way that a future
parallel distribution to multiple systems for running a massive
parallel application is possible.

Adaptive grids are quite well studied in literature (c. f. Samet

Chair for Computation in Engineering, Technische Universität München, Ar-
cisstrasse 21, 80290 München, Germany. Corresponding author contact: Phone:
+49 89 289–25128, e-mail: frisch@tum.de

Figure 1. View of a power plant model [1] consisting of 12,748,510 triangular
surfaces organised in 1,185 groups.

[2], Barequet et al. [3]) and applied to specific problems (c. f.
Coelho et al. [4]), but in contrast to Coelho et al., the sub-grids
are surrounded with so called ghost cells as described later in
section II.A, even if they would not be necessary for a compu-
tation running on a machine using a shared memory approach.
The term ‘distributed’ refers to the fact that the data structure
is not allocated as one block in memory, but as a hierarchy of
grids that are all maintained separately and that are ‘coupled’
via update functions (described in section II.B) between two hi-
erarchical levels. In future, different grids reside on different
machines using a distributed computing approach, as state-of-
the-art solutions for engineering simulations, such as fluid dy-
namic problems, are almost always using a parallel approach in
order to cope with the high data amount.

As geometric representation the authors chose a block struc-
tured approach as a trade-off between geometric accuracy and
complexity in data handling. On the one hand, a fully detailed
geometric description using unstructured grids can represent the
geometry with a very high level of detail, using not too much
cells. Unfortunately the data management handling is very com-
plex and the performance is not so high. On the other hand,
structured orthogonal grids have a very easy data handling and
thus, very high performance regarding computation time but
cannot represent the geometry quite accurate. Furthermore, the
generation of input data for a structured block oriented mesh
from an arbitrary surface mesh using an octree based space par-
tition scheme is much easier to automatise than the generation
of an arbitrary unstructured mesh.
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II. ADAPTIVE DATA STRUCTURE MANAGEMENT

The concept of the adaptive data structure management is
based on non-overlapping block structured orthogonal grids.
Each block is constructed out of orthogonal, equidistant pseudo-
cells which can be regarded as real data cells describing fluids,
solids, etc. or they may contain a link to a sub-grid. The pos-
sibility of local refinement gives the code the ability to adapt
quite good to a complex geometry while still using orthogonal
grids on which finite difference or finite volume schemes can be
adapted fast.

(a) hierarchical 2D block
oriented data structure

Depth 0 Depth 1 Depth 2

(b) recursive construction sequence of the
2D data structure from the left hand side

Figure 2. 2D block oriented data structure

The implemented code is designed for managing 3D grids.
For the sake of simplicity some of the following examples are
given for 2D grids only even if they can be applied to 3D grids.
A scheme of the block structured grid can be seen in Figure 2.
In this case, the main grid (identifiable by the depth zero), as
well as the sub-grids, have a size of 4x4. These numbers result
from a mere choice for an adequate visualisation. To reduce the
overhead of grid management, a higher choice of cell amounts
in the main grid level is reasonable. The arrows represent links
through a pointer data structure from the respective pseudo-cell
to the sub-grid and back.

In this case, a block structured approach is preferable to a
standard octree, as a high depth would be necessary to acquire
the desired detailed geometry. Furthermore a neighbouring
search algorithm is called very often as a result of using finite
difference stencils which is quite costly for octrees. Hence, we
chose a non-overlapping block structured grid where the sub-
grids are regular and neighbouring relations of finite difference
stencils reduce to index shifting in data array access.

In order to keep the data structure as flexible as possible ac-
cording to adaptive refinements, no links with pointers from sin-
gle cells to neighbouring cells were established, but a ghost cell
scheme was used.

A. Ghost Cell Scheme

The ghost cell scheme introduces one layer of cells all around
the sub-grids as indicated in Figure 3 by gray-shaded cells
around a 4x4 sub-cell grid. From depth zero to depth one there
are two links to different sub-grids. The arrows from cells to
ghost cells on the same depth level are not pointer links, but a
mere indication which cell contents is copied during the update
step described in the next sub-section.

Depth 0

Depth 1

Figure 3. Example of the ghost cell scheme: ghost cells are marked in gray.

B. Update Step

The necessity of performing an update step and the ghost cell
scheme resembles to a parallel computation approach. Using
such a scheme for the design of the code – even in a serial case
– is speeding up the later process of advancing to a parallel ver-
sion.

The update step is performed after each computational step,
meaning that after a specific computational algorithm has been
performed on a sub-grid without following links to sub-cells e.
g., the update function is called. Some inherent synchronisation
is implied by the order of execution of update functions. Hence,
to respect the order, it is necessary to treat the complete block
structured grid in a bottom-up manner, starting on the deepest
sub-grid and ending on the main grid at level zero.

To order the sub-grids in a bottom-up fashion, two data struc-
tures, namely a queue (FIFO) and a stack (LIFO) are used. At
first, both stack and queue are empty and the main grid is added
to the structures. While the queue is used for iterating through
the different sub-grids into the depth, the stack is accumulating
links to the complete data structure in such an order that the
last elements pushed to the stack will be removed first, which
delivers the bottom-up approach.

After the ordering of the pointers to the different sub-grids,
different update procedures have to be chosen according to the
computational desires. In case of a finite difference scheme, the
total mean values for one sub-grid are computed and passed on
to the corresponding parent cell for further processing. By start-
ing from the deepest sub-grid, one can assure that only updated
values are taken into account for performing computations on
the current sub-grid.

Afterwards, cell values are copied to the corresponding
neighbour ghost cells if they exist, as depicted by the arrows
in depth one in Figure 3. Depending on a further subdivision of
the neighbour cells, different copying techniques with or with-
out averaging are applied. Having the surrounded cells as well
as mean valued cells for the next step, a new calculation using
only local values can be performed.

Thus, the main time stepping algorithm can be divided into
two parts: one purely local part where only computation is tak-
ing place and one global part where communication is involved.
Having built up the simulation in such a way, a parallelisation
can be done without big changes.
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III. ENGINEERING SIMULATIONS

In the following section, the above mentioned basics will be
applied to typical engineering simulations, namely temperature
diffusion equation (III.A) for solving transient temperature dis-
tribution problems and Navier-Stokes equations (III.B) for solv-
ing computational fluid dynamics problems.

A. Temperature Diffusion Equation

One example of grid based engineering simulations is the
time-dependent temperature diffusion equation

∂

∂t
T = α ·∆T (1)

where T represents the temperature, depending on the time t
and the spatial location, α the thermal diffusivity in [m2/s] and
∆ denoting the Laplace operator. If only a stationary solution is
required, equation (1) reduces to the Laplace equation ∆T = 0.

As numerical discretisation of equation (1), a forward Euler
scheme in time and a central difference scheme in space is used,
corresponding to a FTCS scheme.

(a) grid at t = 1500 (b) temperature at t = 1500

(c) grid at t = 3000 (d) temperature at t = 3000

Figure 4. Computation of the time-dependent temperature diffusion equation
(1) with adaptive grid refinement and time-dependent boundary conditions.

Example

An example of an adaptive computation can be seen in Figure
4, where the time-dependent temperature equation (1) is solved
on a rectangular domain of 16x16x1. In this case, the compu-
tational domain is embedded in z-direction between two plates
with Dirichlet boundary conditions T = 0. This setting was ex-
plicitly chosen over a setup with periodic boundary conditions
in z-direction, as more energy is dissipated from the system and
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(b) Temperature along a horizontal line through the geometric centre of cavity

Figure 5. Comparison of temperature simulation results from a uniform com-
putation (full lines) with results from an adaptive computation (dashed lines) at
the time step t = 3000 of Figure 4(c) and Figure 4(d).

the adaptive coarsening can be better observed. For the sake
of simplicity, only x and y coordinates are mentioned further
on, even if a 3D computation was performed. As material, steel
with a thermal diffusivity α= 1.172 · 10−5 m2/s was chosen.

The boundary cells of the domain have uniform temperature
boundary conditions set to T = 0. Only a given obstacle of
the size of one cell on the top level has a Dirichlet temperature
boundary condition of T = 200. The boundary condition of the
‘hot’ cell is updated every time step t according to the relation
ihot = 8 + 5 · bcos (2πt/1000)c, jhot = 8 + 5 · bsin (2πt/1000)c
and for all indices khot, which means that the ‘hot’ cell rotates
counter-clockwise in the domain and has a period of tperiod =
1000 s. If according to the index (ihot, jhot, khot) a new cell is
selected, all other cells are set to ‘free flow’ meaning that the
fixed Dirichlet boundary is removed, and the temperature of the
cell can change again according to the values computed by the
central difference stencil.

If a higher accuracy than 16x16x1 cells is desired, there are
generally two possibilities. The easiest way is to increase the
domain size uniformly to 128x128x1 e. g. As consequence, the
domain consists now of 16,384 cells but no big changes to the
code have to be made as only a different grid size has to be used.
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A second, more complex way is an adaptive refinement as dis-
cussed in section II. Here only cells of interest get a higher res-
olution. In this example, cells from the top-level are refined by
sub-grids of 2x2x1. This value is chosen for better visualisation
results. From the point of view of computational overhead re-
garding grid management, it would be better to choose a higher
value of cells per sub-grid.

According to the computation of the maximal and minimal
temperature gradient between neighbouring cells, adaptive re-
finement or coarsening is applied to give a high accuracy regard-
ing computational results using minimal cell amounts which re-
duces computational time. The example shown in Figure 4 uses
three sub-levels of grids 2x2x1 with an average total amount of
cells of 3,400. This is around 4.8 times less cell usage than in
the uniform case at the same level of accuracy. Unfortunately
the grid management is also more complicated and some aver-
aging of values are applied in regions of coarsening.

Figure 5 shows a qualitative comparison between uniform
and adaptive computation methods in terms of accuracy. The
maximal temperature error from the adaptive to the uniform
computation method in Figure 5(a) is around 12.5% and in Fig-
ure 5(b) about 8.0%. However, the adaptive version is approxi-
mately 1.5 times faster than the uniform computation.

These values can be even sped up by using a numerical more
reasonable block size. As stated before, this example used a
main grid size of 16x16x1 and the sub-grid size was chosen
to 2x2x1 with three subdivision steps. When a sub-grid size
of 4x4x1 is used with two subdivisions, compared to a uni-
form computation using 256x256x1 cells, the computation of
the adaptive grid is 4.3 times faster than the uniform grid using
7.1 times less cells with a maximal error in temperature under
10%. Choosing a higher sub-grid size will be even more rea-
sonable and give better results.

B. Navier-Stokes Equations

As a second example for grid based engineering simulations,
an incompressible, isothermal Newtonian fluid flow without
any acting external forces is simulated using the Navier-Stokes
equations:

~∇ · ~u = 0 , (2)
∂

∂t
~u+

(
~u · ~∇

)
~u = −1

ρ
~∇p+ ν∆~u . (3)

where ~u and p are the unknown velocities and pressure, t rep-
resents the time, ρ the density and ν the viscosity of the fluid.
Further detailed information might be found in Hirsch [5] or
Ferziger and Peric [6].

B.1 Numerical Discretisation Schemes

In the example at hand, a finite volume scheme is used for
spatial discretisations and a finite difference scheme for tem-
poral discretisations. For the sake of simplicity, the first tests
are performed using an explicit Euler scheme for the tempo-
ral discretisations in order to test the above described adaptive
block-oriented data structure. In a later stage it is planned to
adopt a semi-implicit temporal discretisation. Furthermore, a
fractional step or projection method is applied for solving the

(a) Re 100 (b) Re 400

(c) Re 1000 (d) Re 3200

Figure 6. Streamline patterns in the lid-driven cavity with a grid resolution of
101x101 for different Reynolds numbers.

time-dependent incompressible flow equations. This method is
based on a iterative procedure between velocity and pressure
during one time step.

Omitting the pressure term, the momentum equations are
solved for intermediate velocities ~u∗:

~u∗− ~un

∆t
= −

(
~un · ~∇

)
~un + ν∆~un . (4)

The superscript ∗ denotes intermediate values and the super-
script n values at time step n, which are fully known. In the
second step, the pressure term at the next time step n+1 is used
to correct the resultant intermediate velocity field leading to the
velocity field at the new time step n+ 1:

~un+1− ~u∗

∆t
= −1

ρ
~∇pn+1 . (5)

The divergence free velocity field at step n+ 1 can be guaran-
teed by computing the divergence of (5) and applying the conti-
nuity equation (2):

ρ

∆t

(
~∇ · ~un+1− ~∇ · ~u∗

)
= −∆pn+1 (6)

∆pn+1 =
ρ

∆t
~∇ · ~u∗ . (7)

Equation (7) represents a Poisson equation for the pressure,
which has to be solved to compute the velocity field for the next
time step, using (5).

B.2 Staggered versus Collocated Grid Arrangements

While applying a spatial discretisation scheme, it is possi-
ble to choose between different settings. In a staggered grid
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approach, not all variables are represented at the same point
in space. Usually partially staggered arrangements are used,
where pressure and other scalar terms are situated at the cell
centre, whereas the velocities are positioned at the respective
cell surfaces. This arrangement has the major advantage that the
velocities are strongly coupled to the pressure values and no os-
cillations occur applying the projection method. Disadvantages
are the more complicated handling in case of non-orthogonal
grids or when applying multigrid solvers.

In collocated grids, all variables are defined in the cell centre
which simplify the usage of non-orthogonal grids or advanced
multigrid solvers. On the other hand, it can be shown that the
solution of equation (7) leads to a so called odd-even decou-
pling which introduces non physical pressure oscillations if no
special care is taken. More details can be found in Hirsch [5] or
Ferziger and Peric [6].

The code described here uses a collocated grid arrangement
due to the fact that in later phases of this project the authors
plan to use sophisticated numerical solvers such as multigrid
methods.
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(b) v-velocities along a horizontal line through the geometric centre of cavity

Figure 7. Comparison of simulation results (lines) with results of Ghia et al.
(points) for the lid-driven cavity

B.3 Validation Using the Lid-Driven Cavity Example

For the validation of the above described code, the lid-driven
cavity example is used. This example consists of a square do-
main of unit length where the upper boundary wall moves with
constant velocity u= 1. Thus, only shear driven forces from the
no-slip boundaries are transferred to the initially resting fluid.
Reference solutions for comparison where taken from Ghia et
al. [7].

Figure 6 shows a streamline plot for different Reynolds num-
bers of Re= 100, Re= 400, Re= 1000, and Re= 3200 com-
puted using the above mentioned code and a grid spacing of
101x101. All the validations and computations were done in a
first step only in two dimensions, even if the data structure is
designed for three dimensions.

For getting a better view of the numerical errors introduced
by the discretisation technique e. g., detailed comparisons were
made in Figure 7(a) and 7(b). It can be seen, that for Reynolds
numberRe= 100 the computed values match the reference val-
ues used by Ghia et al. quite well. But the higher the Reynolds
number is, the higher the divergence between the computed val-
ues and the reference values gets, even if the characteristic be-
haviour can still be observed.

Computations with a higher geometric resolution and a smal-
ler time step size for different Reynolds numbers show that a
finer time step has a much higher impact as soon as the spatial
discretisation is reasonably small. This is a numerical artefact
of using the explicit Euler time scheme for temporal discreti-
sation and shows that for simple tests of the data structure, the
explicit scheme is adequate, but for later real case studies, a
higher temporal discretisation technique has to be used.

Figure 8 shows the magnitude of the velocity vector ~u for an
uniform and an adaptive computation of the lid-driven cavity
example at Re= 100. The base grid is chosen to 21x21 and the
sub-grid size to 5x5 for display reasons and the time step is set
to 10−4 s.

The accuracy of the computation is indicated in Figure 9. It
can be seen, that the coarse grid of 21x21 is not reaching the
reference values of Ghia et al., as the grid is too coarse to de-
liver accurate results. An adaptive mesh refinement as depicted
in Figure 8(b) results in much better accuracy, even if the ref-
erence values are not quite reached. This is due to the interpo-
lation effect of the grid changes from coarse to fine. In order
to keep the computation algorithms as simple as possible, some
trade-off was accepted and a numerical error was introduced. At
the moment, the authors are working on reducing the numerical
error while still keeping a simple scheme regarding numerical
computation and data exchange from the different grid levels.

First parallel computations were done using a shared memory
OpenMP concept. In this first implementation, only compu-
tational intensive nested loops of the Navier-Stokes equations
were parallelised. Hence the update step mentioned in II.A is
still running as serial procedure and is dominating the possible
speedup as well as the parallel efficiency.

Computational results of the parallel speedup and efficiency
are depicted in Figure 10. In order to get a better comparison,
three different architectures and different grid sizes were used.
The used architectures include an Intel Core 2 Quad Q9650
(3.00 GHz), an Intel Core i7 870 (2.93 GHz), and an Intel Xeon
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(a) uniform grid

(b) adaptive grid

Figure 8. Magnitude of the velocity vector ~u of an example computation of
the lid-driven cavity on a uniform grid using 105x105 cells with a time step
of ∆t = 10−4 s and an adaptive computation using a base grid of 21x21 and
sub-grids of size 5x5.

E3-1245 (3.30 GHz). Furthermore the same optimisation flags
were used for the Intel compiler on all architectures.

Figure 10 shows that this kind of parallelisation is not optimal
as the efficiency is dropping quite fast as soon as more processes
are used. Hence, another method has to be deployed when more
cores or processes are involved, for which the data structure was
designed to distribute the sub-grids to different processes using
a message passing concept. This parallelisation will be subject
to further investigations.

IV. OUTLOOK TO PLANNED WORK FOR THE FUTURE

As this paper describes work in progress, the numerical er-
ror using an adaptive grid discretisation scheme has still higher
errors than expected. The next steps will accordingly be, to im-
prove the numerical scheme for the distribution of the values
from one grid part to the other, especially in between coarse
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Figure 9. Plots comparing velocities with the reference solution of Ghia et al.
with an adaptive computation on a 21x21 coarse grid only (marked uniform grid
in plots) and an adaptive computation depicted in Figure 8(b) (marked adaptive
grid in plots)

and fine cells.
As mentioned before, a higher order temporal discretisation

scheme has to be implemented in order to increase the time step
size and still get reasonable results.

A next step is to exploit the special design of the code in order
to implement a parallel concept. As mentioned in section II, the
local computations on the grid can be executed in parallel while
the communication step needs global access and, thus, synchro-
nisation between the sub-grids is necessary. A good distribution
of sub-grids to different processes depending on the communi-
cation layout has to be chosen to ensure minimal communica-
tion effort. One master process should not be handling all the
communications but delegate them to separate handlers who or-
ganise communication between the working nodes to ensure an
excellent load balancing and efficient communication patterns
as depicted by Mundani et al. [8].

V. CONCLUSION

In this paper, we have presented an adaptive data structure
management for the simulation of engineering problems such as
the temperature diffusion equation or the Navier-Stokes equa-
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Figure 10. parallel speedup and efficiency computed on shared memory ma-
chines using different architectures and different grid sizes

tions. Example applications were computed as far as the pre-
sented code is implemented at the moment. As soon as the tasks
described in section IV have been finished, next steps will com-
prise the improvement of the numerical algorithms. The adap-
tive implementation of the finite difference grid as well as the
finite volume grid have shown promising results and the authors
look forward to further increase efficiency and handle real world
problems rather than test case scenarios.

The ultimate goal is to compute an adaptive fluid-flow simu-
lation around the power plant model introduced in the motiva-
tion part in order to compare the results in terms of accuracy and
performance between a parallel adaptive computation versus a
pure uniform one.
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Abstract—Computational Fluid Dynamics simulations re-
quire an enormous computational effort if a physically rea-
sonable accuracy should be reached. Therefore, a parallel
implementation is inevitable. This paper describes the basics
of our implemented fluid solver with a special aspect on the
hierarchical data structure, unique cell and grid identification,
and the neighbourhood relations in-between grids on different
processes. A special server concept keeps track of every grid
over all processes while minimising data transfer between the
nodes.

Keywords-unique cell and grid identification, client-
server concept, parallel computation, synchronisation, non-
overlapping block structured adaptive grid

I. INTRODUCTION

Computations on a reasonable numerical scale for an en-
gineering fluid domain problem typically demands a parallel
implementation of the given code and an execution on large
clusters or supercomputers. Thus, it is mandatory to have
a good strategy and a good code in order to execute the
simulation as efficiently as possible.

This paper describes the work in progress in order to
construct efficient parallelisation techniques for a fluid code.
It will focus especially on how to uniquely address cells and
grids over multiple processes, how to build up a global view
of all processes while avoiding bottle-neck situations and
running concurrent request servers which entail the necessity
for synchronisation. Special techniques will be introduced
and applied to the specific demands of our implementation.

Figures 1(a) and 1(b) show benchmark results computed
in order to verify the code behaviour using the described
methodologies.

Next steps will comprise to run large engineering sim-
ulations, as finding the streaming patterns around a large
power plant driven by given weather conditions, e. g. A
physically reliable pollution analysis could be performed
indicating the direction polluting agents take after emerging
from the plant’s chimneys. Another example would be an
indoor thermal simulation where the room geometry can be
exactly modelled in order to determine local draught effects
on occupants.

II. FLUID CODE

The chosen engineering application consists of an in-
compressible, isothermal Newtonian fluid flow without any

(a) flow in a lid-driven cavity (Re = 1000)

(b) flow over a backwards facing step (Re = 100)

Figure 1. Simulation benchmark examples computed using the parallel
implementation described in this paper. Velocity distributions are displayed
using a line integral convolution (LIC) method for different geometry and
boundary condition setups.

acting external forces. This problem is described by the
governing Navier-Stokes equations:

~∇ · ~u = 0 , (1)
∂

∂t
~u+

(
~u · ~∇

)
~u = −1

ρ
~∇p+ ν∆~u (2)

where ~u and p are the unknown velocities and pressure, t
represents the time, ρ the density and ν the viscosity of the
fluid. Further detailed information can be found in Hirsch
[1] or Ferziger and Peric [2].

As described in the following sections a finite-volume
based discretisation is chosen for the spatial discretisation
and a finite-difference scheme for the temporal discretisa-
tion, namely an explicit Euler scheme. A fractional step
(or projection method) is used for uncoupling the pressure
and the velocities in the time-dependent incompressible flow
equations by iterating in one time step between velocity and
pressure.

Omitting the pressure term, the momentum equations are
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solved for intermediate velocities ~u∗:

~u∗ − ~un

∆t
= −

(
~un · ~∇

)
~un + ν∆~un . (3)

The superscript ∗ denotes intermediate values and the super-
script n values at time step n, which are fully known. In a
second step, the pressure term at the next time step n + 1
is used to correct the resultant intermediate velocity field
leading to the velocity field at the new time step n+ 1:

~un+1 − ~u∗

∆t
= −1

ρ
~∇pn+1 . (4)

The divergence free velocity field at step n + 1 can be
guaranteed by computing the divergence of (4) and applying
the continuity equation (1):

ρ

∆t

(
~∇ · ~un+1 − ~∇ · ~u∗

)
= −∆pn+1 (5)

∆pn+1 =
ρ

∆t
~∇ · ~u∗ . (6)

Equation (6) represents a Poisson equation for the pressure,
which has to be solved to compute the velocity field for the
next time step, using (4).

Furthermore, a collocated grid arrangement was used,
where the unknown variables reside all in the cell cen-
tres rather than on the cell boundaries as in a staggered
arrangement (velocities at the cell boundaries, pressure in
the cell centres). The staggered arrangement has a huge
advantage, namely the strong coupling of the velocities and
the pressures. In the collocated arrangement it can be shown
that Equation 6 leads to an odd-even decoupling and thus
introduces non-physical pressure oscillations if no special
care is taken. Further details can be found in Hirsch [1] or
Ferziger and Peric [2]. On the other hand, the collocated
grid arrangement is much easier to handle than a staggered
arrangement and therefore we chose to use the collocated
version.

In the next subsections, the used data structure and the
update schemes will be described in detail.

A. Data Structure

The data structure of the fluid code is based on hierarchi-
cal block-structured, orthogonal, Cartesian grids forming an
adaptive geometry description. This structures have already
been well studied in literature (c.f. Samet [3] or Coelho
et al. [4]). We expand it by applying ghost cells and a
certain update scheme to ensure data synchronisation while
computing on multiple processes.

Using such a hierarchical structure has advantages over
using unstructured grids. The computation can be done faster
by using structured grids and the stencils get much easier
if the grid is orthogonal and Cartesian. The advantage of
having a better geometry approximation by using an un-
structured description is not as big, because the hierarchical
structured grid can be refined locally in order to compensate
for accuracy loss at geometry boundaries.

(a) hierarchical 2D block
oriented data structure

Depth 0 Depth 1 Depth 2

(b) recursive construction sequence of the
2D data structure from the left hand side

Figure 2. 2D block oriented data structure (c.f. Frisch et al. [5])

Figure 2 illustrates the construction of the above described
hierarchical block-structured grid. In Figure 2(a) the com-
plete grid is shown, where locally some blocks were refined
according to a certain strategy. In Figure 2(b) the local
construction of this adaptive grid can be seen. The cells
linking to a refined sub-grid are called ‘pseudo’ cells, as
they hold a link to a sub-grid, but are actually used by the
computational stencil of their own grid. Further links go
down to the depth 2 refining the grid structure even more.
The result of such a construction is a highly adaptive grid
with low costs regarding data management. Further details
about this grid structures can be found in Frisch et al. [5].

For our type of application a block-structured approach
is preferable to a standard octree, as a high depth would
be necessary to acquire the desired geometric accuracy.
Furthermore, a neighbouring search of cells is more cost
intensive in the case of a standard octree.

B. Update Scheme

The code design enforces a strict separation of the
communication and computation phase. One advantage of
this concept is the modularity of the computational kernel,
which is not (or nearly not) depending on any parallel data
exchange. This means, that the kernel can be replaced quite
easily by an expert in the field of fluid dynamics without
being an expert in parallel computing or looking too deep
into the data exchange mechanisms. Furthermore the same
computational stencil can be used for every grid on every
process without modifications.

For the moment, the only appearance of an MPI com-
mand in the computational kernel is the execution of an
MPI_Allreduce for determining the maximal error over
all processes during an internal solver iteration step, which
could even be wrapped in a function in order to hide all MPI
commands from a foreign kernel developer.

Moreover, due to the nature of the grid assembly, all sub-
grids are uniform, equidistant and Cartesian, meaning that
the local computational kernel on a grid is quite simple,
while the whole computation is nevertheless done on a
fully adaptive domain arrangement. The grid adaptivity is
outsourced to the update process in-between the different
grids.
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In the following part, the update scheme executed in

the communication phase will be explained in detail. More
information concerning update strategies can be found in
Frisch et al. [6].

Figure 3. Communication scheme with fully refined second level (four
outer grids) referenced from ‘pseudo’ cells (hatched cells) at the first level
(middle grid) (c.f. Frisch et al. [6])

Figure 3 represents one update step containing all nec-
essary communication exchanges, where a certain order of
execution has to be maintained to assure correct synchroni-
sation mechanisms. In the Figure a fully refined 2× 2 grid
with 4 sub-grids of size 2× 2 is depicted, where the white
cells represent pure data cells, the hatched cells are refined
cells linked to sub-grids and the grey cells are ghost cells
containing values from the neighbouring grids. The code
is actually based on a 3D data structure, but a 2D display
was chosen here for a better understanding of the exchange
process. Furthermore, in the implementation, the sub-grid
sizes may differ from the main grid size.

In order to ensure the correct synchronisation mecha-
nisms, the communication during the update procedure is
divided into three different steps executed one after each
other: bottom-up, horizontal, and top-down.

The bottom-up communication involves only data cells
and no ghost cells. It is represented in Figure 3 as dotted
arrows. The strategy is called bottom-up communication, as
scalar data from a refined cell is averaged and transmitted to
the parent cell. Special care has to be taken for vector values.
Here the concept of finite-volumes comes into play, and the
fluxes between a refined grid and a non-refined cell have to
be equal. More information can be found in Frisch et al. [6],
Hirsch [1], or Ferziger and Peric [2]. These values will be
used by the parent grid containing the parent cell during its
own computation. It is mandatory, that all values from all
refined sub-grids are already updated before an averaging

and a communicating upwards is performed, as otherwise
an undefined state could arise.

To ensure this ordering, a special mixture of blocking and
non-blocking communication is used. Each grid iterates over
all its cells and issues a non-blocking receive of data from
its refined sub-grids. After each refined cell has issued a
non-blocking receive, a ‘waitall’ command is issued, which
blocks further execution. Only the deepest grids, which have
by definition no refined cells don’t issue this calls and are
consequently not blocked. They proceed to the averaging
part and begin to send their data upwards. As soon as the
grid residing one level higher in the hierarchy has received
all data from its refined cells, it proceeds with averaging and
sending and so on, until the top-grid has all information.
The top-grid does not send anything, as it is the root of
the hierarchical construction. This procedure ensures the
absence of any deadlocks and a correct synchronisation of
the data.

The second step is the horizontal communication, depicted
by dashed arrows in Figure 3. Horizontal communication
takes place on grid edges where a neighbouring grid is
refined to the same level. Here the neighbouring search de-
scribed in detail in section V will be crucial. The horizontal
communication starts always from a data cell and copies the
contents to the corresponding ghost cell of the neighbouring
grid. There is no synchronisation necessary in this step. It
just has to be assured that all data has been received before
the third step starts.

The third and last step of the communication is called the
top-down approach. In Figure 3 the corresponding arrows
are dash-dotted. Received cell values will be exclusively
stored in ghost cells like in the case of the horizontal
communication. This type of communication will occur only
if no horizontal communication had taken place in these cells
before. The purpose of the top-communication is to deliver
values to ghost cells where the neighbours are not refined
on the same level, i. e. there is some adaptivity in the grid.

While observing the arrow flow pattern in the Figure, one
can optimise the communication flow. For each refined sub-
grid, the parent cell sends its six neighbours to the refined
grid. If no horizontal communication occurred beforehand,
that data is copied to the respective ghost cells. Therefore, in
the parent grid holding the parent cell, a buffer is constructed
holding the data of the six neighbouring cells of the corre-
sponding parent cell. This buffer is send once to the refined
grid, which decodes it and copies it to the respective places,
thus reducing latency by merging multiple communication
attempts into one send and receive. Communication has to
be executed in a top-down manner in order to ensure that
the cell values have already been updated before they are
sent further on to sub-grids at a deeper level. Here again,
a mixture of non-blocking and blocking communication is
used in analogy to the bottom-up step.
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Figure 4. bit encoding of the communication tag

III. UNIQUE GRID AND CELL IDENTIFICATION

While developing the code for usage on a parallel system,
the question of grid and cell addressing arose. Each grid and
each cell should be identifiable in an easy and reliable way.

In the serial case, the hierarchical structure was build up
by pointers from parent cells to sub-grids. Thus, if a cell
was refined with a sub-grid, the pointer to the sub-grid was
set as well as the reverse pointer in the sub-grid to the new
super-cell, i. e. the parent cell. Now it is possible to move
up and down the hierarchy by following the links.

In the case of a parallel implementation, this pointer
structure is no longer applicable. In order to resolve this
matter, the cell structure was enriched by another attribute
in order to keep track of the location of the sub-grid. Thus,
the process rank of the sub-grid was stored in the cell and
the sub-grid saves the process rank containing the parent
cell. Unfortunately this is still not enough, if more grids
reside in one process. A solution is given by MPI by using
communication tags. According to the MPI 2 standard [7],
tags can range from 0 to MPI_TAG_UB where they state
that MPI_TAG_UB has to be at least 32767. But every MPI
implementation is free to enlarge this number. We tested
different implementations, such as MPICH2 [8], Open MPI
[9], and the MPI version of the IBM XL compilers used on
the BlueGene/P at KAUST [10], [11]. All showed that the
value for MPI_TAG_UB is a least 231−1 as suggested in the
standard. This leaves us free of using 29 bits for encoding
the grid id, the cell id, and some other information in tags
and store them in an 32 bit integer.

Using a 32 bit integer as tag and encoding the necessary
information, it is possible to address every cell in every
grid individually. This also means that we are somehow
restricted in the amount of possible grids and cells as the
information has to fit into a 32 bit encoding. Nevertheless
the advantages of addressing every cell and every grid
immediately outweigh the loss imposed by the restrictions.

For 3D simulations, we use the encoding concept depicted
in Figure 4. Every cell in a grid can have an ID ranging from
(i, j, k) ∈ [0; 27 − 1[×[0; 27 − 1[×[0; 27 − 1[ and a grid ID
can have a value from [0; 27−1[. There are only 127 values
available as the value 27 − 1 describes an undefined state.
The bit at position 29 is 1 if the tag describes a cell and 0
if the tag identifies a grid.

Using only values from 0 to 126 seems a large restriction
at first, but at the maximal capacity, a grid can hold more
than 2 million cells. As the code is designed to span

over multiple hierarchy levels on different processes, this
restriction can be neglected.

If one wants now to extract the grid ID, e. g., out of
the tag, a series of binary adding and bit shifting has to
be performed. The following Table I depicts the number a
(in hexadecimal format) to add and the amount of bits b
to shift to the right in order to decode the desired quantity
q = (tag&a)� b :

q a b
cell i 0x0000007F 0
cell j 0x00003F80 7
cell k 0x001FC000 14

grid ID 0x0FE00000 21
type 0x10000000 28

Table I
EXTRACTION PROCESS FOR GETTING DESIRED QUANTITY q BY

APPLYING (tag&a) � b

For encoding a grid tag, one applies the shifting to the
other direction and uses the binary ‘or’ operator: tag =
(celli � bi)|(cellj � bj)|(cellk � bk)|(grid_id �
bgrid)|(type � bt) and ensuring that the single ID’s are
not out of range (as specified above).

If only ‘pseudo’ 2D computations are executed in the 3D
mode while using k = 1, the distribution given in Table I
can be altered easily in order to adapt a better suited context,
as long as the limit of 29 bits is not exceeded.

In each process the grid ID numbering will restart from
0, meaning that if every process has only one grid, each grid
will have the ID 0. In order to uniquely distinguish the grid
ID as well as the cell IDs, the rank of the process containing
the grids and cells has to be prepended to any tag forming
a unique ID, denoted UID in the following. As the rank is
also a 32 bit integer, an UID is composed out of a 64 bit
integer.

As a practical hint, one has to pay attention while
implementing such a concept for the BlueGene/P, as the
computing nodes are 32 bit architecture. In C/C++, an
unsigned long int has different sizes on a 64 and 32
bit architecture. If one wants to make sure to use a 64 bit
variable, one has to use unsigned long long int in
both cases.

These UIDs can now uniquely identify every cell and
every grid across the complete domain of multiple processes.

IV. POSSIBLE CONCEPTS FOR GRID MANAGEMENT

There are two major possibilities for managing the grids
in the distributed code.

The first possibility has a strictly local view. All processes
only know about their own grids and the UIDs of their
immediate neighbours to which they send or receive data
from, in terms of ranks and communication tags.
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The second possibility is to have a global view, i. e. one

or more processes knowing the global picture, and are able
to answer all questions about neighbouring relations.

Both strategies have their advantages and disadvantages.
One disadvantage of the server concept is, that all processes
have to communicate with the server in order to query
neighbouring information. This will lead at some point to a
communication bottle-neck at the server-side. On the other
hand, if no process has the global view and something in the
adaptive grid changes, a broadcast to all other processes has
to be performed in order to follow the grid modifications,
leading to a lot of all-to-all communications.

As we expect to have a lot of grid changes in our
highly adaptive code, we chose the solution using the server
with a global view, with some modifications for avoiding a
communication bottle-neck on the server-side. The concept
will be elaborated in the next section.

V. NEIGHBOURHOOD SERVER

The neighbourhood server keeps track of all changes in
the grid structure during the complete computation phase.
It builds up the hierarchical grid structure like the serial
version of the code using pointers to navigate throughout
the structure. The difference is that it stores only UIDs of
grids and cells and no data at all. Thus, it represents a slim
version of the complete grid.

At the moment the neighbourhood server runs on one
process, namely the one with rank = size – 1, i. e. the
‘last’ one. The code is prepared for running with multiple
neighbourhood servers in order to reduce the capability
of generating a bottle-neck while communicating from all
processes with the server. This point will be addressed later
on.

At the beginning of each computational run, the server
is initialized and starts in an infinite loop, where the first
command is a blocking receive of one character (unsigned
char). Depending on which character was transmitted,
different functions with different arguments will be executed.
After a request is done, the server returns in the ‘listening’
mode, meaning waiting again at the blocking receive com-
mand. A serialisation is taking place at the blocking wait,
as the functions executed by the client are also blocking.
Depending on the information that has to be send and
received and the synchronisation strategy, one can think
about changing communication to non-blocking versions and
request handles on the client side.

In the ‘pre-processing’ phase, where the grids are con-
structed across the different processes, functions containing
the grid UIDs have to be called in order to transmit this
construction to the neighbourhood server. The grid and the
corresponding cells will be registered with their UID and are
now known in the server structure. The first construction will
take some time, but as this has to be done only once, it can
be neglected as non-critical part.

If one cell in a certain process needs to know the UID of
its east-bound neighbour, e. g., it queries the server with a
special query for neighbouring information of UID function,
sends its own UID and waits to get the neighbouring UID
back.

Visual Representation Quadtree Representation 

(a) relations on level 1

Visual Representation Quadtree Representation 

(b) relations on level 2

Figure 5. sample neighbourhood relations on different levels

Figure 5 illustrates such a query. In 5(a), the process
responsible for the upper left quadrant needs to know the
neighbours of the cell marked with a triangle. He formulates
a query to the server and sends the UID of the upper cell.
The server identifies the given cell by its UID in his tree and
traces the neighbour by advancing ‘upwards’ until he finds
a common ancestor and descends again until he reaches the
same level. If this cell exists at the same level, he sends back
the UID of the neighbouring cell, otherwise he sends back an
invalid UID (here we need the aforementioned ‘undefined’
ID).

The decision whether the current grid is a common
ancestor is quite easy. While advancing upwards, one checks
if the cell is lying on a grid boundary. For a cell where the
east neighbour should be identified, e. g., one checks if there
is a cell in the east. If there is no cell, meaning the current
cell lies on the grid boundary, the common ancestor grid
was not found yet and one has to move upwards. There one
repeats the step from before, until a neighbouring cell which
is not a boundary is found. Now the common ancestor grid
is identified. In order to trace back the way downwards,
every index from a visited grid was pushed on a stack.
Now this stack is processed downwards, starting by the
neighbouring cell in the common ancestor grid by selecting
the corresponding opposite side. Thus, if one wanted to find
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a neighbouring grid in the east, we move downwards by
selecting cells at the west boundary.

Figure 5(b) shows the tracing of the neighbour grids at
a deeper level. Here the importance of storing the index
history on a stack can be seen. While moving upwards, one
needs to know which cell was selected, as it is otherwise not
possible to identify the corresponding neighbouring cell.

As the grids are not constantly changing, it would be a
very large communication overhead to do the neighbour-
hood requests before every computational step. Therefore,
a ‘caching’ of the neighbouring information is performed,
meaning that the neighbourhood information is buffered
locally in every grid until it is marked as invalid. The
invalidate command is encoded in a transmission by an
MPI_Allreduce at the end of each computational step.
When this code is detected, all buffers will be invalidated,
and the neighbouring relations will be recomputed by per-
forming server requests.

When using multiple servers, the code has the same
problems as a system where cache-coherency has to be
ensured. To tackle this problem in computer architecture
design, the MESI protocol is often used with the write-
invalidate protocol in conjunction with the copy-back policy.
MESI stands for a modified (i. e. exclusive modified),
exclusive (i. e. exclusive unmodified), shared, or invalid state
in which a cache line can be. Details regarding the standard
MESI protocol can be found in Culler and Singh [12], e. g.

The idea behind a multiple server usage is, that read
access to the servers can be performed in parallel without
any kind of synchronisation, thus reducing the ability to
generate a bottle-neck at one single server. The major part
of work on the server-side is generated form neighbourhood
queries with read-access only. These multiple servers can
now be distributed for example according to the underlying
network topology. In the case of the BlueGene/P, it would
be a good idea to have at least one server per partition where
a torus network is available, in order to enable fast access
to the query server. In the final version of the paper we plan
to show performance measurements with different amount
of computing nodes per server in order to determine the
optimal solution for a certain system.

The problem of synchronisation of the different neigh-
bourhood servers arises as soon as a writing access to any of
the servers is performed, meaning that one process did some
grid migration event that changes the main grid’s structure.
In this case the servers would deliver a different general
view of the complete grid, which must obviously be avoided.
Here the analogy to the MESI protocol is obvious. The
server where the changes occurred needs to contact all other
servers and tell them, that a change was requested. In the
MESI analogy, he sends some kind of INVALIDATE signal.
The other servers receive the signal and stop their normal
operations. The ‘only valid’ server performs the changes
according to the requests of his client. As soon as these
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Figure 6. Scale-up analysis of the fluid code for four sub-grid sizes 8×8,
16×16, 32×32 and 64×64 using different amount of processes

sub-grid size CCR
8×8 2.59

16×16 1.70
32×32 0.98
64×64 0.56

512×512 0.13 (interpolated)
2048×2048 0.05 (interpolated)

Table II
COMMUNICATION OVER COMPUTATION RATIO (CCR) FOR DIFFERENT

SUB-GRID SIZES AT 64 PROCESSES

requests are processed, the server replicates the changed data
to all the other servers. Here a write-invalidate protocol is
not as useful as a write-back protocol, as the other servers
will need the information in any case in the immediate
future. Furthermore, the client who triggered the first grid
change informs at completion of the migration process by
an MPI_Allreduce all other processes, telling them to
update their local neighbourhood cache from their dedicated
server. As the data was replicated beforehand, a bottle-neck
was avoided, as they are not all querying the same server
now.

VI. MEASUREMENTS

For getting a better idea about the performance of the
code, a scale-up analysis was done on the BlueGene/P at
KAUST. The results for different sub-grid sizes can be
seen in Figure 6. This measurements actually treat a worst-
case scenario, as the sub-grid sizes of 8×8 are just too
small, to obtain any performance. As shown in Table II,
the communication over computation ratio (CCR), measured
during performance analysis tests using Scalasca [13], is
over 2.5 meaning for every second of computing, the code is
communicating 2.6 seconds. This value should be as small
as possible. Therefore, large sub-grid sizes have to be chosen
in order to reduce the CCR. The values for 512×512 and
2048×2048 are for the moment only interpolated values
which will be adjusted in the final version of the paper.
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VII. CONCLUSION

This paper described work in progress in order to create
a massive parallel computational fluid dynamics code able
to compute large engineering applications on a physically
relevant scale.

After thorough studies, the neighbourhood server system
indicates to be a well suited system for keeping a global view
over all processes at the expense of synchronising multiple
servers for reducing the capability of a bottle-neck situation.
The encoding strategy of the unique IDs containing rank,
grid id, as well as cell indexes for fast identification of cells
and grids on different processes was illustrated and presents
a very fast and reliable way of identification.

Even if the communication overhead seems rather large,
the servers will not introduce too much overhead. Due to
lack of time, the authors could not finish their measurements,
but will show results in the final version of the paper.

VIII. ACKNOWLEDGMENT

This publication is based on work supported by Award No.
UK-c0020, made by King Abdullah University of Science
and Technology (KAUST).

REFERENCES

[1] Charles Hirsch, Numerical Computation of Internal and
External Flows, Volume 1, Butterworth–Heinemann, 2nd
edition edition, 2007.

[2] Joel H. Ferziger and Milovan Peric, Computational Methods
for Fluid Dynamics, Springer, 3rd, rev. ed edition, 2002.

[3] Hanan Samet, “The quadtree and related hierarchical data
structures,” ACM Comput. Surv., vol. 16, pp. 187–260, June
1984.

[4] P. Coelho, J. C. F. Pereira, and M. G. Carvalho, “Calculation
of laminar recirculating flows using a local non-staggered grid
refinement system,” Int. J. Numer. Meth. Fluids, vol. 12, no.
6, pp. 535–557, 1991.

[5] Jérôme Frisch, Ralf-Peter Mundani, and Ernst Rank, “Adap-
tive data structure management for grid based simulations
in engineering applications,” in Proc. of the 8th Interna-
tional Conference on Scientific Computing (CSC), Las Vegas,
Nevada, USA, July 18-21 2011.

[6] Jérôme Frisch, Ralf-Peter Mundani, and Ernst Rank, “Com-
munication schemes of a parallel fluid solver for multi-scale
environmental simulations,” in Proc. of the 13th International
Symposium on Symbolic and Numeric Algorithms for Scien-
tific Computing (SYNASC), Timisoara, Romania, September
26-29 2011, pp. 391–397.

[7] MPI Forum, “MPI: A Message-Passing Interface stan-
dard. version 2.2,” September 4th 2009, available at:
http://www.mpi-forum.org, Dec. 2009.

[8] MPICH2, “High-performance and
widely portable MPI,” available at:
http://www.mcs.anl.gov/research/projects/mpich2, Feb.
2012.

[9] Open MPI, “Open source high performance computing,”
available at: http://www.open-mpi.org/, Feb. 2012.

[10] Shaheen Supercomputer, “King Abdullah Uni-
versity of Science and Technology,” available at:
http://www.hpc.kaust.edu.sa, 2012.

[11] Carlos Sosa and Brant Knudson, IBM System Blue Gene
Solution: Blue Gene/P Application Development, ISBN
0738433330. IBM Redbooks publication, 2009.

[12] David E. Culler and Jaswinder Pal Singh, Parallel Computer
Architecture - A Hardware/Software Approach, ISBN 1-
55860-343-3. Morgan Kaufmann, 1999.

[13] M. Geimer, F. Wolf, B. J. N. Wylie, E. Ábrahám, D. Becker,
and B. Mohr, “The Scalasca performance toolset architec-
ture,” Concurrency and Computation: Practice and Experi-
ence, vol. 22, no. 6, pp. 702–719, Apr. 2010.

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
  CFD APPLICATION 90 

 
 
 
 

Parallel Multi-Grid like Solver for the Pressure 
Poisson Equation in Fluid Flow Applications 

 
 

J. Frisch, R.-P. Mundani, E. Rank 
 
 

Proceedings of the IADIS International Conference on Applied Computing 
 
 

IADIS Press, 2013 
 

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
PARALLEL MULTI-GRID LIKE SOLVER FOR THE 

PRESSURE POISSON EQUATION IN FLUID FLOW 

APPLICATIONS 

Jérôme Frisch, Ralf-Peter Mundani and Ernst Rank 
Chair for Computation in Engineering, Technische Universität München, Germany 

ABSTRACT 

Computational fluid dynamics (CFD) computations are time consuming intensive simulations best performed on large 

parallel computers in order to yield reasonable computing times. This paper focusses on a fast solution of the pressure 

Poisson equation which has to be solved at every time step of the Navier-Stokes equations using a fractional time step 

method, and poses a major time consuming factor in CFD simulations. The applied data structure is explained in detail as 

well as the solution mechanism based on a multi-grid like solver integrated directly in the geometric structure. Time and 

performance measurements, as well as convergence characteristics will be shown and discussed in detail. 

KEYWORDS 

Parallel computing, multi-grid solver, hierarchical data structure 

1. INTRODUCTION 

Computational fluid dynamics (CFD) simulations using high accuracy are time consuming as well as very 

compute intensive and thus, have to be computed in parallel in order to reduce the time until a solution is 

available. Our main goal is to use the results of a CFD simulation for indoor air flow scenarios of large rooms 

for thermal comfort analysis, e.g. If the settings in the room  such as geometry or boundary conditions  are 

changed, a new simulation has to be run to deliver updated results. Whether the simulation runs interactively 

or in batch mode, a fast solution is necessary in order to satisfy the need for computational results. 

The fluid code is based on the solution of the Navier-Stokes equations for simulating an incompressible 

Newtonian fluid flow. In order to solve the system of equations, a fractional step method according to Chorin 

(1967) is applied, where intermediate velocities are computed while neglecting the pressure field. A pressure 

Poisson equation has then to be solved in order to apply pressure corrections to the previously computed 

velocity field, yielding the final velocities at the end of the current time step. A finite-volume based approach 

is used as spatial discretisation, and a 2
nd

 order explicit Adams-Bashforth time stepping scheme is applied as 

temporal discretisation. Details of the applied fluid flow solver can be found in Frisch et al. (2011, 2012) and 

Mundani et al. (2013). 

This paper will present enhancements to the previous papers while focussing on the efficient solving of 

the pressure Poisson equation  using the unique advantages of the implemented data structure 

combined with a multi-grid like approach. Similar work on this topic with a different scope or data structure 

can be found for example in McAdams et al. (2010) and Gmeiner et al. (2012). McAdams et al. use the multi-

grid concept with a finite-difference approach for smoke simulation, whereas Gmeiner et al. use hierarchical 

hybrid grids composed out of unstructured tetrahedral finite elements that are regularly refined. The 

difference between most of the related work published by other groups and this approach is the direct usage 

of the data structure for computation as well as visualisation on different levels where a constant bandwidth 

usage to the visualisation front-end is integrated in the design of the data structure. The paper is divided in 

two major areas: detailed explanations of the data structures and its mechanisms, and integration of the  

multi-grid like solver into the grid layout. Measurements on up to 32 768 processes will be presented to 

outline the functionality and time to solution as well as the convergence characteristics of the used 

implementation. 
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2. DATA STRUCTURE 

The used data structure is based on non-overlapping, hierarchical, orthogonal, block structured Cartesian 

grids using ghost halos. It is composed out of two main components: management grids and data grids, which 

will be distributed to different parallel processes communicating via the MPI (message passing interface) 

libraries. Exchange and synchronization methods were implemented in order to ensure a consistent data 

transfer. Furthermore, the authors will present measured results of data exchange times, as well as 

communication patterns. 

2.1 Data Structure Layout  Management Grids vs. Data Grids 

The 3D data structure consists of two major parts: management grids and actual data grids. The management 

grids are arranged in a hierarchical, tree like fashion as depicted in Figure 1. The refinement levels can be 

chosen for the top grid ( ) and all subsequent refined grids ( ) with . A chosen 

refinement of 2 on each level yields a classical octree-like data structure. A refinement level of 1 can be used 

in one direction (z, e.g.), if a pseudo-2D computation should be performed. A higher refinement level than 7 

is not planned for the moment, as according to or Hirsch (2007) refinement levels 

should not be chosen too high for fluid flow scenarios due to accuracy reasons. 

 

 
 

Figure 1. Refined management grid representation at the deepest possible level (left), and construction of the 

management grid layout (right) with references to data grids surrounded by a ghost halo (middle) 

A representation of the management grids on the deepest level can be seen at the left-hand side of Figure 

1, whereas the construction tree for the management grids can be seen at the right-hand side. Refined grid 

spaces are marked in grey and link to refined grids. A 2D grid layout was chosen in this example for the sake 

of simplicity, even if internally the code treats it as 3D layout with a refinement level of 1 in z-direction. A 

refinement of (4,4,1) is chosen on the top level and all subsequent refined levels. If we denote the depth of 

the top-level grid with zero, than the management grids will have an overall depth of up to three for Figure 1. 

Every management grid stores additionally to the link to its parent grid and the links to the children a link to 

a data grid which holds the actual computational data surrounded by a halo of ghost cells (middle grid in the 

figure). The size of the data grids ( ) can be chosen independently with one restriction:  needs to be 

dividable without reminder by  and . If the domain would be fully refined up to a certain depth, the 

amount of computation cells in direction i can be computed by . 

It should be mentioned that all the data grids are stored and none are discarded during the refinement 

process. This is important for the features mentioned in Mundani et al. (2013) where the intermediate grids 

are used for a coarsened, smaller visualisation as well as for the later usage of a multi-grid-like approach. 

2.2 Data Distribution among Parallel Processes 

In order to do a parallel computation, the data has to be distributed to remote processes. An initial distribution 

has to be chosen which fulfils all requirements of best ratio for balanced load distribution as well as 

conserves the locality of data as much as possible. If an adaptive mesh refinement should be performed 

each cell represents one 

data grid of size sx sy sz

surrounded by halo

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
during run time, a rebalancing has to be done at some point in order to achieve reasonable run times. This can 

be realised by either using a purely local or a global view. A global view can accomplish a rebalancing faster 

and better than a local view, but might create a bottle neck if all processes try to communicate with a global 

server. A purely local view would apply a diffusion model such as described by Cybenko (1989), e.g. 

2.2.1 Neighbourhood Server Concept 

The authors chose to implement a global view concept with all advantages as well as problems arising from 

such a choice: a neighbourhood computing processes and 

keeps track of the position and distribution of all management grids in the complete domain. It is responsible 

for answering - queries such as neighbouring grids, as well as for keeping track and organizing 

grid migrations between processes. It is important to mention, that only request codes and unique IDs are 

transmitted to and from the neighbourhood server. The actual data exchange is done directly between the 

computing processes sending or receiving the data. 

As mentioned before, such a global view can and will create a bottle neck in communications when more 

and more processes are used. The solution to this problem is the usage of multiple NBH servers running 

concurrently and synchronised by a MESI-like protocol. Details about concurrent neighbourhood servers, 

their synchronisation processes and measurements can be found in Frisch et al. (2012). 

2.2.2 Management Grid Identification and Distribution 

In order to identify management grids, they are labelled with a unique ID, called UID, consisting of a 64 bit 

long integer. The first 32 bits contain the rank of the process the grid is lying on. The last 32 bits contain the 

ID (currently 22 bits possible, i.e. 2
22

- 3 possible grids per process), as well as the position 

of the current grid in the parent grid (currently 3 bits per direction, i.e. refinements of up to 2
3
-1 = 7). 

The last 32 bits can be used immediately in any MPI communication as tag  and, thus uniquely identify a 

grid in a process for data exchange, e.g. 

 

 

Figure 2. Space filling Lebesgue curve on an adaptive refined data structure 

A space filling curve is offering a good distribution while trying to keep local data as close by as possible 

(Bader, 2012). The authors decided to choose the Lebesgue space filling curve as distribution. It is also called 

z-order curve or Morton curve (Morton, 1966). Figure 2 depicts a linearization of the previously shown 

domain up to level 2. The advantage of the Morton order is, that it is very easy to adapt to grids with different 

refinement level sizes. The order can be computed efficiently by bit interleaving out of the already existing 9 

bits from the communication tag. As already mentioned in the data structure layout section, the parent grid of 

the refined grids are not deleted and they are also ordered according to the above scheme. Hence, in all cases, 

the first grid in the linearized list will always be the top-most grid of depth zero. 

2.3 Communication Schemes for Data Update 

Now that the grids are successfully distributed over a parallel computation domain, a data exchange has to be 

performed in order to update the values in the ghost layer halos of the computation grids. 
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The design of the data structure followed the principle that computation and communication should be 

strictly separated. A huge advantage of this method is that experts in the field of fluid dynamics can 

implement new computational kernels without being experts in parallel computing and data exchange 

mechanisms. Furthermore, the finite volume scheme degenerates on the orthogonal structured Cartesian data 

grids to simple finite differences where all the consistency and conservation laws have to be handled during 

the data exchange on the grid boundaries. Hence, a consistent data exchange is mandatory. 

2.3.1 Data Exchange Mechanisms 

In order to have the valid data from the last computation step in every computation level, the exchange phase 

must strictly follow a certain order. A mixture of blocking and non-blocking MPI communication is used to 

ensure the correct ordering. Basically, the computation takes always place on the lowest possible grids. Thus, 

these grids have the correct values from the last computation step. 

 

             

Figure 3. Communication scheme parts: 

1. bottom-up communication (left), 2. horizontal communication (middle), 3. top-down communication (right) 

The exchange of the data is organised into three steps and depicted in Figure 3. The first step consists of a 

bottom-up approach. During this step, the data grids interpolate their values and send them to the parent grid, 

which stores them in its own data grid. As soon as all values from sub-grids arrived, this grid sends 

interpolated data to its parent grid, until the data arrived at the top-most root grid (left part of the figure). The 

ordering is essential, as otherwise old and new data would be mixed up which would lead to inconsistent 

states. As soon as the top-most grid is reached, the second part of the communication can start. Horizontal 

communication (middle part of the figure) takes place in-between all grids having neighbours on the same 

level. Here data values are exchanged and stored in the ghost layer of the neighbouring grids. When this 

exchange is done, the last step can start in a top-down approach (right part of the figure). Now all ghost 

layers, where no data arrived during the horizontal step, are filled up. This will be the case at boundaries, 

where neighbours are refined at different depths. 

If the last exchange step is finished, all data values in all ghost layers as well as all averaged coarse values 

in all intermediate management grids have been updated. A detailed description including the MPI 

communication strategies can be found in Frisch et al. (2011). The neighbourhood server is responsible for 

answering any queries to neighbours and their position. In order to keep the communication overhead with 

th

At the end of each fluid time step, each process queries once if there are any changes involving its grids, 

which would then be downloaded and applied. More details about these routines can be found in Frisch et al. 

(2012). 

2.3.2 Measured Exchange Patterns and Times 

For a better understanding of possible performance impacts of grid distribution and of communication 

exchange patterns and times, measurements were performed on the , a 16-rack Blue Gene/P 

system having in total 65 536 compute cores
1
 at King Abdullah University of Science and Technology 

(KAUST) in Saudi-Arabia. Furthermore, some computations were done on the one-rack Blue Gene/P having 
2
 at  (UVT) in Romania. 

The communication patterns shown in Figure 4 were measured with the Integrated Performance 

Monitoring (IPM)
3
 tool on Shaheen using 512 and 1024 processes for a 3D domain of fully refined grids with 

a refinement level (2,2,2) up to depth 6 and a data grid size of (4,4,4). These plots show communication 

patterns, namely which process on the x-axis is communicating with which process on the y-axis. The 

neighbourhood server runs on the last process (512 or 1024 respectively). Otherwise it can be seen that the 

                                                 
1 KAUST Supercomputing Lab: https://www.hpc.kaust.edu.sa 
2 UVT HPC Center: http://hpc.uvt.ro 
3 http://ipm-hpc.sourceforge.net 
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distribution according to the Lebesgue curve maps the data locality quite good over the processing domain, 

as the concentration of communication is quite close to the emitting processes. 

 

    

Figure 4. Measured data exchange patterns for 512 and 1024 processes using IPM on Shaheen Blue Gene/P 

Figure 5 shows the measured time in seconds for one complete data exchange as explained in section 

2.3.1 for the same refinement levels as stated above, using different depths, namely depth 6 having on the 

lowest level 256
3
 cells (approx. 16.8 millions) and a total of 299

on the lowest level 512
3
 cells (approx. 134 millions) and a total of 2 396 745 management grids. In both 

cases, nine unknowns were exchanged per cell. During every exchange step, it can be chosen independently 

which data values should be transmitted. This is useful and saves some exchange time, as in the solving of 

the pressure Poisson equation, e.g., only the pressure values have to be exchanged on a regular basis. 

 

Figure 5. Measured communication exchange times in seconds on Shaheen Blue Gene/P for different 3D problem sizes 

3. MULTI-GRID SOLVER FOR THE PRESSURE-POISSON EQUATION 

If one takes a close, second look to the data exchange part and the grid layout as a whole, one can see strong 

similarities to a multi-grid solver setup. Until now, the management grids which were not on the deepest 

level did not perform any computations and were present merely for visualising data on a coarser level 

without the necessity of further computations (cf. Mundani et al., 2013). If the intermediate grids were also to 
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be used for computation, a multi-grid like solver can be implemented directly on the given data structure. The 

following section will explain the solution of the standard Poisson equation  using a multi-grid like 

approach. Furthermore, measurement results will be presented for the currently implemented solver. 

3.1 Standard Multi-Grid Setup 

If one looks to standard literature such as Briggs et al. (2000), Trottenberg et al. (2001) or Hackbusch (2003) 

a geometric multi-grid like approach using a v-cycle scheme for solving the equation  can be outlined 

in a few steps: 

Relax on  on  to obtain an approximation . Compute the residual  and 

restrict it to a coarser grid using a restriction operator . Then relax on the residual equation 

on  to obtain an approximation to the error  on a coarser grid. Repeat this restriction and relaxing 

step until the coarsest level  is reached. Solve the residual equation  on the coarsest grid  

by means of a direct solver. Correct the approximated solution obtained on the finer level with the 

prolongated correction for the coarser level using the prolongation operator :  and relax 

on  until the finest level was reached. This v-cycle has to be repeated until convergence has been reached 

on the finest level. The choice of the relaxation and prolongation operator is critical concerning the 

convergence characteristics such as stability and velocity. Usually a full weighting is chosen as restriction 

operator and a transposed of this operator up to a variational property is used as prolongation operator 

(Briggs et al., 2000). Injection would be another choice. Furthermore, the amount of relaxation steps can be 

varied in order to change convergence characteristics. 

3.2 Adapted Multi-Grid Setup for Grid Layout 

One of the major differences between the standard multi-grid solver and the grid based solver implemented in 

the present data structure is that coarse grid cells do not coincide with fine grid cells, as the data structure is 

cell-centred rather than vertex-based. Furthermore, the amount of levels and thus, implicitly the amount of 

grid coarsening is dictated by the data structure itself and by the approximated geometry to be solved. The 

restriction step aggregates values on a fine level and sends them to the coarser level using the same 

functionality already mentioned in the first part of the data exchange step. The residual equation is relaxed a 

certain amount of times  on each level and restricted again, until the top-most, i.e. the coarsest grid, is 

reached. The residual equation is directly solved on the coarsest grid, and the error correction is propagated 

downwards updating the approximated solution while relaxing a certain amount of times  using a 2/3 

damped Jacobi smoother. The code works matrix free, meaning that the matrix  is never assembled, but a 

standard 6-point stencil (in 3D) is used on the data grid itself. 

3.2.1 Adaptive Choice of the Amount of Interior Smoothing Steps 

Due to the fact, that the code uses a restriction operator closer to a pure injection, it has some problems with 

convergence depending on the depth of the grids. To remedy this fact, a higher amount of internal smoothing 

steps has to be chosen. Unfortunately, this imposes a larger communication overhead and, thus, slowing 

down the solution of the linear system. Figure 6 shows different convergence characteristics for the complete 

solution of the Poisson equation on Shaheen on depth 6 using 1024 processes. 

s during restriction and prolongation. Using less 

procedure of choosing the smoothing steps. At the finest level, two smoothing steps are used (hence the 

name). Each subsequent level the previous amount of steps is multiplied by 2 (4 smoothing steps on level 1, 8 

. Figure 6 shows that this strategy takes longer to converge than using 

the finest level, 4 smoothing steps are used (8 steps on level 1, 16 steps on 

exceptional algorithmic speedup, where only 27 v-cycles were necessary to reduce the error below 10
-9

, 

-cycles to reduce the error. All further measurements were done using the 

up. Furthermore, it turned out that it behaves stable for higher depths in the domain. 
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Figure 6. Different convergence characteristics for depth 6 computed on Shaheen using 1024 processes. 

3.3 Results for the Pressure-Poisson Equation 

The multi-grid like solver was used to compute several 3D scenarios of the standard Poisson equation which 

will be the core element of a fractional step method for solving fluid flow problems. The times are depicted 

in Figure 7 for the same depths and amount of grids described in the exchange measurement section 2.3.2. 

 

Figure 7. Time to solution for the pressure Poisson equation in seconds on Shaheen for different 3D problem sizes 

Speedup values were not computed as the time for T(1) could not be measured. The time to solution is 

already quite good, but can still be improved and strongly depends on the overall grid discretisation. It turned 

out that the selection of levels and data grid sizes has a huge impact depending on the amount of processes 

and hardware used. For the Shaheen or the UVT Blue Gene/P data grid sizes of (4,4,4) were quite successful 

for high amount of processes, whereas (8,8,8) showed faster computations with lower amount of processes 

for the same amount of unknowns in the system. 
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4. CONCLUSION 

In this paper, we presented the current data structure of our fluid solver for parallel fluid flow computations. 

We integrated a multi-grid like solver approach for the pressure Poisson equation resulting from a fractional 

time step method and measured resulting times to solution as well as exchange times on different systems. 

Further work in progress consists of improving the convergence characteristics by enhancing the 

restriction and prolongation operator without changing the underlying communication mechanisms too much, 

as they prove to be quite reliable over adaptive refined grids. Once this step is done, the code will be used for 

simulating engineering fluid flow problems such as indoor air flow simulations, even in real time as 

necessary for a computational steering approach. 
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 M U L T I–S C A L E   D A T A   E X P L O R A T I O N 
 
 
 
 
To handle the huge data advent that comes along with multi-scale CFD simulations 
we developed an approach called sliding window. The main idea is to restrict data 
access for visual exploration to a region (the window) of the entire scene, where 
depending on the size of that window only parts of the available data are then 
transmitted to the front-end, thus preserving a constant bandwidth over all times. 
Accordingly any resolution from macro- over meso- to micro-scale is possible, 
allowing to study both global and local effects of the underlying simulation based on 
the same model. Due to the design of our hierarchical grids (see previous section) 
the sliding window practically comes for free by doing a simple tree descent with 
level-wise data retrieval. The following paper not only presents the concept and 
implementation of sliding window, it further summarises all our ideas for enabling 
interaction in high-performance computing scenarios together with a multi-scale 
simulation of a high resolution power plant model as showcase. 
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Abstract

Interactive high-performance computing is doubtlessly beneficial for many compu-
tational science and engineering applications whenever simulation results should be
visually processed in real time, i. e. during the computation process. Nevertheless,
interactive HPC entails a lot of new challenges that have to be solved – one of them
addressing the fast and efficient data transfer between a simulation back end and vi-
sualisation front end, as several gigabytes of data per second are nothing unusual for
a simulation running on some (hundred) thousand cores. Here, a new approach based
on a sliding window technique is introduced that copes with any bandwidth limitations
and allows users to study both large and small scale effects of the simulation results in
an interactive fashion.

Keywords: interactive HPC, sliding window, computational fluid dynamics.

1 Introduction and Motivation

Due to recent advances in supercomputing, more and more application domains such
as medicine or geosciences profit from high-performance computing (HPC) and come
up with (new) complex and computationally intensive problems to be solved. While
solving larger problems is just one objective, another one is to solve problems much
faster – even in real time, thus bringing them into the range of interactive comput-
ing. Meanwhile many supercomputing centres provide users not only batch access to
their HPC resources, but also allow an interactive processing which is in many ways
advantageous. The probably most prominent representative of such an approach is
computational steering [1] where a simulation back end running on a supercomputer
or compute cluster is coupled to a visualisation front end for interaction. Hence, users
have the possibility to manipulate certain parameters (geometry, boundary conditions,

1
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algorithm control etc.) in order to experience immediate feedback from the running
simulation.

At the moment, users can choose from a widespread toolkit of libraries, frame-
works, and problem solving environments related to computational steering such as
CUMULVS [2], RealityGrid [3], Magellan [4], SCIRun [5], or COVISE [6] – just to
name a few. While those steering approaches differ in the way they provide interac-
tive access to those parameters to be steered/visualised, using check- and breakpoints,
satellites connected to a data manager, or data flow concepts, e. g., they are usually
of limited scope concerning different application domains and/or entail severe code
changes. A somewhat generic and ‘minimal invasive’ concept based on the idea of
signals and interrupts has been developed by our group that was successfully tested
with different applications from various domains (amongst others physics, medicine,
and biomechanics) [7, 8]. This concept should now be extended by the idea of a slid-
ing window technique for fast and efficient data transfer between back and front end,
especially in case of high-resolution multi-scale simulations.

One major problem within computational steering or interactive computing is the
handling of the data transfer between the simulation back end and the interaction front
end for visual display of the simulation results. Especially in HPC applications, where
a vast amount of data is computed every second, such data advent easily exceeds the
capacities, i. e. bandwidth, of any underlying interconnect1 and, thus, hinders any in-
teractive processing. Hence, sophisticated techniques are inevitable for selecting and
filtering the respective data already on the back end in order to cope with physical lim-
itations and to transfer those data only that are really to be visualised. While such an
approach is doubtlessly necessary to leverage interactive HPC, on the other hand any
selection and/or filtering process discards delicate details of the results that in most
cases were computed on a much finer resolution than they are displayed for visualisa-
tion. So that users can select any region of interest within the computational domain
to be displayed in any granularity (i. e. the density of results contributing for visual
output) we have developed a sliding window technique that allows for the interactive
visual display ranging from coarse (quantitative representation of the entire domain) to
fine scales (any details computed on the finest resolution) and which is one important
step towards interactive high-performance computing.

By selecting the region of interest – the window – on the front end for data trans-
missions from the back end, a sufficient data structure on the back end becomes neces-
sary, that provides simple and fast access to any subset of the data. Therefore, we have
developed a distributed hierarchical data structure that intrinsically supports efficient
data access concerning both random choice of subsets and random choice of den-
sity. In order to put everything into practice, we have further implemented a 3D flow
solver that carries out its computations on the aforementioned data structure, running
in parallel on medium and large size compute clusters and supercomputers, letting us
investigate different flow scenarios from simple setups to complex multi-scale prob-
lems. In combination with the sliding window data transfer, users have now the choice

1An apposite statement of Bill Gropp to this is “latency is physics, bandwidth is money”.

2
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to retrieve results from a running HPC application to study either large-scale effects
(such as flow around a large building or entire city) or small-scale details (such as vor-
tices or local effects) in an interactive fashion. This not only opens the door to many
possible scenarios from computational science and engineering, but it also paves the
way for interactive HPC which is certainly beneficial for many kinds of optimisation
or design problems from various application domains.

The remainder of this paper is as follows. In chapter 2 we discuss the hierarchical
data structure and its application for a parallel flow solver, in chapter 3 we introduce
the concept of the sliding window and its usage for the interactive data access from a
running application. Chapter 4 highlights first results obtained with the sliding win-
dow technique and chapter 5, finally, provides a short conclusion and outlook.

2 Fundamentals

2.1 Computational Fluid Dynamics

As implementation example for demonstrating the sliding window data transfer con-
cept we have chosen a parallel computational fluid dynamics (CFD) code currently
under development at the Chair for Computation in Engineering at Technische Uni-
versität München.

The fluid flow computation is governed by the 3-dimensional Navier-Stokes equa-
tions for an incompressible Newtonian fluid with no acting external forces:

~∇ · ~u = 0 , (1)
∂

∂t
~u +

(
~u · ~∇

)
~u = −1

ρ
~∇p + ν∆~u . (2)

As spatial discretisation, a finite volume scheme is used. The temporal discretisation
is realised by a finite difference scheme, namely an explicit Euler method of 2nd order.
A collocated cell arrangement storing all values at the cell centre was chosen together
with a pressure oscillation stabilisation method. Numerically, a fractional step method
is applied, which is based on an iterative procedure between velocity and pressure
during one time step. After an intermediate velocity v∗ is computed by neglecting any
influence of the pressure field, a Poisson equation is solved, guaranteeing a divergence
free pressure distribution. The pressure correction is then added to the intermediate
velocity resulting in the velocity at the next time step vn+1. Detailed information about
the numerical solver as well as validation results can be found in [9].

2.2 Data structure

The data structure of the fluid solver was built from adaptive non-overlapping block-
structured equidistant Cartesian grids with a ghost layer halo that favours the sliding

3
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Level 0 

(nx=3,ny=3) 

Level 1 

(nx=2,ny=2) 

Level 0,1,2 

(combined view) 

Level 2 

(nx=2,ny=2) 

Figure 1: Hierarchical grid construction over different levels using different discreti-
sations (upper part), and a combined view of the ‘assembled’ domain including all
grids of this structure (lower left part).

window data transfer concept enormously. The code is designed for a full 3D simula-
tion, but for simplifying matters, only 2D grids and domains are drawn in this paper.
Figure 1 depicts different grid levels with different discretisations and their linkage
(upper part) as well as a view of the ‘assembled’ domain consisting of all those grids
(lower part). A grid can be divided into nx × ny × nz sub-grids with different values
for nx, ny, and nz. Furthermore, for level 0 a different discretisation than for levels
≥ 1 can be chosen. This enables an easy creation of a tunnel shaped domain, e. g.,
while not losing too much ‘non-computing’ cells. A value ni = 1 determines that in
i-direction no refinement takes place over the different hierarchy levels. Obviously,
this only makes sense if a ‘pseudo’-2D computation should be performed using the
3D code. A value of ni = 2 (i = x, y, z) on all levels would describe a regular octree
data structure.

Figure 2: Two adjacent grids (red boundaries) on different levels with their 10×10
cell discretisation (black).

Each grid consists of ncx×ncy×ncz cells stored in arrays at grid level that contain
the actual computing values in a collocated arrangement (i. e. in the cell centre). In

4
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order to avoid non matching blocks, the following restraint is enforced: nci has to
be dividable without remainder by ni, i = x, y, z on any level. This ensures that a
matching on both sides can be found. In the case of Figure 2, the level discretisation
is set to nx = ny = 2 with a cell amount of ncx = ncy = 10. This means, that one
cell in the grid on a higher level has two neighbours in the grid on a lower level.

In our hierarchical data structure, grids and corresponding cells are not deleted
when a parent grid is refined into child grids. This means, that the cell values are still
present, but are not actively involved in the computation step. They merely get filled
by interpolated values of the sub-grids during the communication and exchange step
briefly described in the following sub-section.

2.3 Parallel Implementation and Communication Scheme

top-down 

bottom-up 

horizontal 

Communication : 

One grid composed of 

ncxÂ�ncyÂ�ncz data cells 

plus a ghost layer halo 

ncxÂ�ncyÂ�ncz 

datacells 

Grid Structure : 

Figure 3: Applied communication scheme for one grid at level 0 (middle grid) and 4
sub-grids on level 1 (outer grids). Each grid is composed of ncx×ncy×ncz data cells.
The three different communication steps are depicted by different arrows and colours.

The parallel implementation is realised by applying a message passing paradigm,
namely using MPI [10]. The code is constructed in such a way that a strict separa-
tion of computation and communication is ensured, thus enabling programmers with
different specialities to focus on their respective area of expertise.

The communication depicted in Figure 3 can be divided into three different steps
which require synchronisation in order to ensure a correct data flow. The first com-
munication step can be described as a bottom-up approach. All grids average their
data stored in the arrays and send them to the super-grid in order to get stored in the
corresponding super-grid cell. Thus, the data travels from the bottom-most grids –
where the actual computation is done – to the top-most grid which stores the most

5
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coarse representation of simulation data. Once the averaged data is stored at the right
position, the next step can be applied.

The second step can be categorised as horizontal communication, as here only
neighbouring grids on the same level communicate. The neighbouring information
can be retrieved from a dedicated neighbourhood server acting as topological reposi-
tory and answering queries about possible neighbourhood relations in the grid struc-
ture [11]. If a grid has a neighbour, the data is send immediately from this grid to
the respective ghost layer halo in the remote grid. Possible problems which will arise
due to bottlenecks while increasing the amount of processes are also discussed and
remedied in [11].

If there was no neighbour present for a certain grid, the ghost layer halo will be
filled during the third and final step: the top-down approach. Here data from the
parent grid is sent to the ghost layer halo of the sub-grid in order to fill all sides which
have not received any data during the horizontal communication step. This procedure
also ensures that the data is correctly arriving at grid boundaries, where more than one
level difference is present.

The sending and receiving of data is performed by a mixture of blocking and non-
blocking calls ensuring a correct synchronisation behaviour. Further detailed informa-
tion can also be taken from [12].

Computing Processes Computing Processes NBH Server NBH Server MPI-World 

Figure 4: Grouping of processes: Most processes will fulfill computational tasks only,
but some might only work on scheduling and organisational tasks. Note that the thick-
ness of the arrows is an indication for the amount of communication between the
computing processes themselves and between them and the neighbourhood (NBH)
server.

The different grids will now be distributed among the available processes in the
MPI world (Figure 4). For the moment one process is reserved acting as neighbour-
hood server governing all the relations between the different grids. Please note that the
neighbourhood server itself does not contain any computational data, it has a strictly
topological view of all grids.

For distributing the grids, the Morton- or Z-order space filling curve is used, as it
can be computed quite fast and easily by bit interleaving [13]. The grids are ordered

6
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according to the curve and distributed onto the available computing processes in order
to ensure a good initial load distribution. If a lot of adaptive changes are performed
in the computational domain, a balancing of the load has to be done at some point to
ensure a good load distribution over time.

It can be concluded so far, that the structure and design of our hierarchical grid
is very well suited for the sliding window concept as every intermediate level (with
interpolated results) is fully present and, thus, a random selection process of data and
granularity is strongly supported. A global server can further answer immediately
which grids are involved on which processes solely by their IDs only.

3 Sliding Window

3.1 Concept

The basic idea of the sliding window concept is to limit the necessary data transfer be-
tween back and front end by selecting only subsets of the available computed results.
Hence, any user should have the possibility to choose both a window, i. e. a desired
region of the computational domain and a desired data density for the respective data
to be visualised on the front end. This window can be slid over the computational
domain as well as being increased or decreased in size, always determining which
subset of data should be selected for the transfer. Whereas the window itself acts as
a bounding box for the selection, the density defines the amount of data points inside
that region to be considered for the visual display. Key feature of the entire approach
is to keep the density constant while the window is being moved or resized, thus at
any time the same amount of data is transmitted from the back to the front end. This
allows us to optimally exploit the underlying network without exceeding any band-
width limitations or causing unnecessary long transmission delays that would harm
the experience of an authentic interactive computing.

In case of high-resolution data, a full window covering the entire computational
domain would force the back end (depending on the chosen density) to skip lots of data
points for the data transfer – for instance selecting only ever fifth or tenth data point
in every dimension. Hence, the user would get a quantitative representation without
too many details which more or less allows to catch global effects of the running
simulation. When resizing the window, i. e. making it smaller, a smaller region of
interest is covered and, thus, in order to keep the density constant, less data points are
to be skipped, providing more and more details for the visual display. The window size
can be further decreased until the resolution of the computational domain is met, i. e.
now each single data point inside the selected region is shown on the visual front end.
Obviously, the critical questions are how to select the right data points (cf. density)
and in case of a parallel simulation how to select the right processes (cf. window).

We will see in the next section that our data structure is advantageous for the sliding
window concept, as due to the hierarchy of grids together with their update scheme an

7
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implementation of this concept is straightforward and questions concerning the right
selection of data points and processes are very easy to answer.

3.2 Implementation

The implementation of the sliding window concept is based on two major components,
namely a server-side collector, responsible for collecting and gathering the requested
information on the back end, and a client-side visualisation and interpreter tool at the
front end for sending data requests and receiving the corresponding data from the back
end.

3.2.1 Server-Side Collector

In order to keep the influence between the data collection process and the actual com-
putation processes to a minimum, a special dedicated collector process was introduced
into the above described CFD code. The main structure of the collector is an infinite
loop listening on a TCP socket on a dedicated port for a single character describing the
next task for execution. One possible command from the client-side to the server-side
would be to do a sliding window visualisation.

Once the client send the task initialisation, it will continue sending the necessary
information, such as visualisation data type, maximum amount of cells and the vi-
sualisation bounding box to the server. The collector receives this information and
submits a query to the neighbourhood server, which has a topological and geometrical
overview of the stored grids. The neighbourhood server performs for every grid an in-
tersection test along the x, y, and z axis of the grid’s bounding box and the transmitted
sliding window bounding box. If the grid touches or lies completely inside the sliding
window box, it is marked and added to the treatment list. If it is completely outside,
the grid and all its sub-grids are ignored henceforth. The order of traversal is given by
the same space filling curve used for load distribution. Thus, the grid identification is
executed from the coarsest top grids to the more and more fine grids in deeper levels.

Once the maximum amount of cells to display is reached and the relevant grids
have been identified, the neighbourhood server orders the corresponding processes
containing the grids to send a data stream to the collector process. For this, MPI mes-
sages using the very fast dedicated cluster interconnect are exchanged. The collector
then reforms and compresses the data in a way that it can be sent over a possibly
slower TCP connection to the client. During the time the send operation is executed,
the computing processes can continue with their regular simulation task without being
blocked by the server-to-client transmission.

Instead of posting a visualisation task, the client can also interactively modify set-
tings on the back end, such as ordering grid refinements, changing boundary condi-
tions and cell types, or moving geometry through the domain. In this way, an in-
teractive steering of the code is possible while at the same moment an interactive
visualisation is able to switch through different scales from very large to very fine.

8
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3.2.2 Client-Side Visualisation

The current visualisation is realised using ParaView [14], an open source scientific
visualisation tool capable of handling large data sets. ParaView is a graphical user in-
terface for the visualisation toolkit VTK [15], an open source library for 3D computer
graphics, image processing, and visualisation. In order to connect the visualisation
immediately to the simulation side, a ParaView plug-in was written, incorporating the
actual client implementation.

Figure 5: ParaView as visualisation front end enriched by a plug-in for the direct con-
nection to the simulation results computed on the back end (cluster or supercomputer).

Figure 5 shows a screen shot of the ParaView GUI with the plug-in details on the
lower left side. The user can enter the fluid server name and port as well as the data
type to transmit, the maximal amount of cells to display, and the bounding box co-
ordinates of the sliding window visualisation. The plug-in connects via TCP sockets
to the server and checks some prerequisites, such as the endianness and size of stan-
dard data types. If all prerequisites match, a connection can be established, and among
other tasks, a visualisation can be requested (as described in the previous section). The
bounding box coordinates, as well as the visualisation data type, and amount of cells
to display are sent to the back end, which queries internally for the right data and de-
livers the results back to the front end for visualisation. Internally, the plug-in receives
a long data stream which gets decoded and stored in the internal VTK unstructured
grid data structure which then can be immediately visualised by ParaView.

9
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4 CFD Results

For demonstrating the capabilities of the sliding window concept, the standard lid
driven cavity benchmark was chosen. It is described in [16] and consists of a domain
of one by one meter with four no-slip walls where the top no-slip wall is moving with
a constant velocity of one, thus, exciting the internal fluid by shear stress only.

As geometrical discretisation, the grid subdivision was chosen to nx = ny = 2 up
to level 3 and ncx = ncy = 10 as cell amount.

Figure 6 shows different visualisation areas selected in the sliding window display
keeping the amount of data transferred over the network constant. Figure 6(d) shows
a graphical representation of which bounding boxes, i. e. windows, were used for data
selection. 6(a) shows the complete domain with a coarse resolution of 400 cells. It
is very important to stress the fact, that the resolution of the computation is different
from the actual resolution of the visualisation given by the sliding window, because
the computation is always carried out on the finest grids. After selecting a sliding
window by defining a bounding box with half the size in each direction (Figure 6(b)),
400 cells are transferred for visualisation. Hence, the visualisation resolution in the
physical domain got higher while reducing the size of the window for display.

In Figure 6(c) the size of the sliding window was even reduced further to 25% of
the original size in each direction thus giving even more insight by having a higher
physical resolution in this area.

Figure 7 shows the application of the sliding window concept for the same bench-
mark problem, now computed with a different Reynolds number Re = 3200. Here,
one can clearly see the gain in visual details while zooming into the top left corner
where a vortex has formed. While the vortex was not visible when displaying the en-
tire domain on a coarse scale (even it was already there), it becomes more and more
clear for smaller window sizes.

An additional benefit of this approach – which arose nearly for free out of the
implementation of the sliding window – is shown in Figure 8. Here the sizes of the
sliding window itself is not changed, but a different threshold for the cell selection
is chosen. This means, that if a maximum of 100 cells should be displayed due to
bandwidth limitations, the results look like Figure 8(a). By increasing the threshold
continuously, more and more details get visible, until the computational resolution is
reached, which is shown in Figure 8(d).

This easy benchmark simulation now highlights the way and the possibilities the
sliding window can be applied to: assume a very large domain containing the power
plant depicted in Figure 9. If an adaptive high performance multi-scale computation
should be carried out on hundreds of thousands of processors, it will not be possible to
transfer all the data in a reasonable amount of time for visualisation purposes to a ded-
icated front end node. If the visualisation should be performed in a reasonable amount
of time or even in real time, only some data points of the grids will be sent to the visu-
alisation node, thus showing a coarse picture of the complete domain. Assuming the
time for sending these visualisation results is sufficient, one then can gradually zoom

10
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into the domain while transferring more and more accurate data and omitting less and
less points until such a small part of the domain is reached, that every data point can
be transmitted and the visual resolution meets exactly the computational one.

This is presented in Figure 10. Here, the same visual resolution for displaying a
(geometric) detail is used as in the case where the complete power plant model was
shown.

5 Conclusion

In this paper, we have presented a sliding window concept for interactive high-perform-
ance computing that allows a user to select and slide/resize a region of interest within
the computational domain for the visual display of simulation results in order to re-
strict and keep constant the data transfer between a simulation back end and visualisa-
tion front end. This becomes necessary as any complex simulation with several hun-
dreds of thousands of data points easily exceeds the bandwidth of modern networks
and, thus, hinders an interactive processing of the running simulation as required for
computational steering. We have further shown first very promising results of this
concept for a fluid flow solver, where a user out of ParaView can control and interact
with a parallel CFD code, giving him the possibility to study large and small scale
phenomenas as for instance to be observed in multi-scale simulations. Such large ex-
amples underline the need for sophisticated concepts like this in order to interactively
process huge data sets and to leverage interactive high-performance computing.
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(a) Display of max. 400 cells in the sliding win-
dow bounding box (0;0) to (1;1)

(b) Display of max. 400 cells in the sliding
window bounding box (0.5;0.5) to (1;1)

(c) Display of max. 400 cells in the sliding win-
dow bounding box (0.75;0.75) to (1;1)

(a) (400 cells) 

(b) (400 cells) 

(c) (400 cells) 

(d) Different positions of the selections from a,
b, and c

Figure 6: Flow in a lid driven cavity for Re = 100, computed with the parallel imple-
mentation of our flow solver and visualised by the sliding window concept for different
selections, always using a maximum of 400 cells (but always computed on the finest
resolution of the computational domain).

13

(https://mediatum.ub.tum.de/?id=1243432)



Prep
rin

t
(a) Display of max. 400 cells in the sliding win-
dow bounding box (0;0) to (1;1)

(b) Display of max. 400 cells in the sliding
window bounding box (0;0.5) to (0.5;1)

(c) Display of max. 400 cells in the sliding win-
dow bounding box (0;0.75) to (0.25;1)

(a) (400 cells) 

(b) (400 cells) 

(c) (400 cells) 

(d) Different positions of the selections from a,
b, and c

Figure 7: Flow in a lid driven cavity for Re = 3200 (visualised using LIC – Line
Integral Convolution), computed with the parallel implementation of our flow solver
and visualised by the sliding window concept for different selections, always using a
maximum of 400 cells (but always computed on the finest resolution of the compu-
tational domain). The vertex in the left upper corner cannot be seen in the coarsest
visualisation, only after zooming in.
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(a) Complete grid with max. 100 cells selected (b) Complete grid with max. 400 cells selected

(c) Complete grid with max. 1600 cells se-
lected

(d) Complete grid with max. 6400 cells se-
lected

Figure 8: Flow in a lid driven cavity for Re = 100, computed with the parallel imple-
mentation of our flow solver and visualised for different levels of detail (but always
computed on the finest resolution of the computational domain).
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Figure 9: Thermal simulation of a power plant on a very large scale.

Figure 10: Thermal simulation of a small part of the power plant on a small scale
using as much degrees of freedoms as the full scale model.
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 C O N C L U S I O N 
 
 
 
 
Many things have improved since the first computational steering applications in the 
mid 90s until today. Just think about hardware – supercomputers tremendously 
gained performance (and still do) reaching nowadays several petaflops on hundreds 
of thousands up to few million cores1 and, thus, enable scientists solving larger 
problems in (more often) less time. Anyhow, the design of parallel codes that 
efficiently make use of such architectures (often also referred to as orchestration of 
processes which addresses the problem quite clearly) also gained complexity and 
thereby entails highly sophisticated parallelisation strategies and methodologies in 
order to leverage especially interactive high-performance computing. On the other 
hand, application codes also became more complex including the whole spectrum of 
multi-scale and multi-physics problems against a multi-disciplinary background. 
Hence, it is not still but more than ever a challenging task to bridge the gap between 
high-fidelity applications, real-time interaction, and high-performance computing. 
 
It was the idea of this work – first of all – to evaluate where we are today and to 
highlight what are the hurdles that hinder successful deployment of interactive HPC. 
Further, it was the claim to develop and contribute new methodologies that are 
generic enough to be applicable to a wide ride range of application scenarios and 
that enable users studying complex problems both in a fast and qualitative but also in 
an accurate and quantitative way by the usage of a single tool based on a single 
model. Finally, it was the need to fully integrate supercomputers and modern devices 
such as multi-display environments into the steering process, thus providing users an 
interaction system that facilitates a new way of experience, i. e. making them believe 
to be a part of the loop without disturbing latencies caused by late answers of the 
system, in order to speed-up decision making and gain insight while playing those 
what-if-scenarios. 
 
Therefore, we have presented a generic steering concept based on interrupts and 
signals for separating the entire steering logic from application codes that further 
requires only minimal code changes to be applied. Another characteristic of this 
concept is its hierarchical approach for both qualitative and quantitative analyses with 
an automatic (smooth) transfer between those two different levels depending on 
users’ interaction frequency. This steering concept could be successfully 
                                                 
1 According to the TOP500 list [94] for November 2013 world’s fastest machine, the Tianhe-2 
developed by China’s National University of Defense Technology, has a theoretical peak performance 
of 54.9 PFlop/s and a sustained Linpack performance of 33.9 PFlop/s obtained on 3,120,000 cores. 
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benchmarked for various application scenarios, one addressing the virtual planning 
of hip joint surgeries. Further, we have presented a mashup for the synthesis of 
different high resolution data to be either interactively explored on sophisticated 
visualisation devices or to serve as input for multi-scale simulations. Those 
simulations require efficient adaptive data structures that also facilitate parallelisation, 
powerful numerical solvers, and simple data access as necessary for computational 
steering. Here, we have presented a hierarchical concept for nested non-overlapping 
block-structured computational grids together with grid logic – again separated from 
application code – that supports grid migration (needed for load balancing in case of 
runtime adaptivity) and the design of an efficient parallel multigrid-like solver for our 
CFD application. After all, we have presented a novel approach called sliding window 
to handle multi-scale CFD simulations in an interactive fashion as shown for the 
example of a high resolution power plant. 
 
In summary, we have developed new concepts and methodologies for interactive 
computing which have been successfully evaluated for different CSE-related 
problems and which have proven to be very beneficial for fully integrating HPC into 
computational steering environments. Those concepts constitute the main building 
blocks for setting up interactive HPC systems while some of them are already in use 
within practical applications by other groups worldwide. So the question is what 
comes next? We rarely dare to say that “everything that can be invented has been 
invented [95]” as we just have opened the door to a bunch of (new) possibilities how 
to make use of interaction in high-performance computing scenarios. It is not merely 
the question of further applications but particularly the question of fruitfully exploiting 
this techniques within further applications thus users get additional benefit of doing 
something they were not able doing before. Here, we can image many scenarios 
where users (maybe for the first time) enhance productivity by interactively exploring 
application results, parameter spaces, design alternatives, or simply yield better 
understanding of their own codes. So far, we have often referenced to interactive 
multi-scale simulations such as flooding of entire landscapes, also the possibility of 
extending them by additional information (soil, sewerage, climate, …) to achieve a 
better holistic viewing of a – by nature – highly complex phenomena. At this point, 
obviously any discipline, any field out of the computational science and engineering 
context – notably emerging ones such as medicine, health, biology, virology, 
chemistry, climate or geo-sciences – typically demanding huge computational 
performance and entailing huge data advent (but not restricted to) are those that 
would profit most from computational steering and an approach presented by our 
group. 
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